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Objective
The objective of this lesson is to give you insight into:

• The Scientific approach
• Why Conduct Research
• Assumptions and philosophies of Research
• Scientific Methodology :

Purpose of science
Ways of  knowing
Goals of Science
Characterizescientific approach

The Scientific Approach
Welcome to the research enterprise! In this class, you will be
exposed to a variety of issues in the process of conducting
empirical research in the behavioural sciences. By the end of this
unit, you should have enough knowledge at your disposal to
read, conduct, and evaluate simple empirical research studies in
the behavioural sciences and, indeed to some extent, in virtually
any discipline.
If I were to ask you why you decided to take this class, most
likely you respond by saying “I have to!” or “Its a requirement
for my degree!” Ok, true, most of you are doing this because
someone said you must. Perhaps the question is better
rephrased as “Why are we making you take this class?” The
essential answer to this is that research methodology is a
research-based discipline dedicated to the development of a
knowledge base about human behaviour. Information about
human behaviour comes to us from many sources. Words of
wisdom and advice are showered upon us from parents and
grandparents, from well-meaning teachers and TV commenta-
tors and religious leaders, from books, movies, stories and
anecdotes, from old wives tales and pithy sayings, and from our
own experience. The question becomes who do we believe?
And what do we believe? What is true? What is important? The
argument in research methodology, as in all research-based
disciplines, is that our beliefs about what is true should be
based on evidence that has been accumulated by rigorous
application of scientific principles. The underlying assumption
is that in the long run we are more likely to be right if we base
our beliefs on testable theories and factual evidence. Obviously,
to accomplish this, we need research.
Some more specific reasons for conducting research:

To Understand Research Methodology
Your understanding of  the discipline of  research methodology
will be very limited if you donÕt understand the methods by
which the knowledge base is established, and the assumptions
that are made when using those methods.

So You Can Read Research
As a student of  research methodology, and perhaps later as an

actual researcher, you will want to be able to understand and
apply the findings of previous research, as well as new research
as it becomes available. To do so, you need to be able to make
sense of scientific reports of that research. Without an under-
standing of  methods and statistics, you wont be able to do so.
You should not rely on textbooks, magazines, and newspapers
for that information. These sources typically only provide
sketchy summaries of research findings. Furthermore, most
people who write for the popular media dont have a good
knowledge of the scientific method and thus often report
research findings incorrectly or overgeneralise the findings to
areas that they shouldnt be applied. Like it or not, if you want
the real facts, you will have to find and read empirical research
articles.

So You Can Evaluate Research
Just because a research paper has been published, that doesnt
mean that the research is good. The research journals where
research findings are published differ widely in terms of the
screening processes they use to filter the good from the bad.
There are even some journals that will publish almost any
research regardless of  its quality, so long as you pay for it! (For
example, the journals called Perceptual and Motor Skills and
Psychological Reports). You need to understand research
methodology in order to evaluate the existing literature and
distinguish the good from the bad.

To Improve Your Thinking
The process of reading, conducting, and evaluating research is
very much like exercising your brain. It takes a cool, collected
mind, objectivity, and critical thinking to design good studies
and evaluate existing ones. As you become more and more
familiar with research methods, it will become easier for you to
see flaws in your own thinking or in the thinking of other
people. Indeed, there is some research suggesting that learning
about research methodology can improve thinking in other
areas of life (see Lehman, Lempert, & Nisbett, 1988).

Because Authority is Fallible
Up until very recently, and perhaps even now, you have probably
relied on authority for much of  your knowledge. You may have
assumed that things about the world, your life, etc. are that way
because someone has told you so. For example, you may be
attending uni because parents or teachers that without a good
education, you wont find a job have told you. Perhaps this is
true. But if you always trust authority without questioning it,
you eventually will be led astray or otherwise manipulated into
believing or acting in particularly inappropriate ways. For
example, until very recently, authority told the world that boys
should be circumcised at or near birth for health reasons. Now,
the medical community as a whole rejects such claims and
believes that many children have been needlessly and painfully
circumcised. So if you followed past authority and circumcised
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your son, you subjected your child to pain that he didnt need to
experience. Of  course, there is a certain value to authority,
particularly if that authority is justified. For example, it is still
reasonable to follow the directions of your GP because he or
she is educated, experienced, and typically knows what he or she
is talking about, and probably knows more than you. But even
authorities disagree. Knowledge of the research process will
allow you to formulate your own opinions and beliefs by using
the evidence available, rather than blindly trusting what others
tell you. Even experts have biases and hidden agendas in the
knowledge that they convey.

To Protect Yourself from False Intuitions, Over-reliance on
Your Subjective Experiences and Quacks Who Try to Take
Advantage of You.
Many of the things that we have come to know we know
because of our own experience in the world or because it just
feels right. In interacting with the world, we have essentially
collected our own data and, from that data, we make decisions,
entertain beliefs, and formulate theories about behaviour based
on our subjective experiences and evaluations of these data. But
research indicates that people have many biases in how they
make sense of the information available to them and this often
leads them into making erroneous judgments and decisions.
For example, people are very poor at assessing the degree to
which things co-occur and, as a result, often end up believing in
things that just arenÕt so or for which there is little supporting
evidence. Furthermore, such biases and over-reliance on our
everyday experiences can render us susceptible to work of
charlatans who give evidence for how doing what they say you
should do will result in fame, health, or riches. For example,
feeling ill and getting no relief from your doctors advice, you
may try some special herbs or a new “cure potion” and find
that, the next day, you are feeling fine. From this and perhaps
other similar testimonials, you may conclude that these
alternative practices work. With knowledge of the research
process, you will understand why this “evidence” isnÕt
sufficient to make such a claim. (For a good introductory
treatment of  how we often mentally goof  up, see Gilovich,
1990). Additionally, many of  our intuitive theories or subjective
experiences contradict each other. For example, of course we
know that “birds of a feather flock together.” That is, people
who are similar to each other tend to attract and like each other.
But isnÕt it also said, “opposites attract?” Similarly, you might
believe that long distance relationships just canÕt work because
“out of sight, out of mind.” Right? But donÕt we also know
that “absence makes the heart grow fonder?” Which is correct?
And in what circumstances? While you may believe you have the
answers to such questions, chances are they are nothing but
guesses, and probably uneducated ones based on your own
intuitive theories and subjective experiences.
The message here is that we arenÕt the best users of the
information that we collect as we interact with the world. We
often misuse information and arrive at erroneous judgments
and decisions. Furthermore, our own intuitions and common
sense theories often contradict each other. Knowing that it is
easy to trick a person into believing something that isnÕt true,
tricksters and con men can easily manipulate us. Knowledge of
the research process can help you to, if  not avoid common

pitfalls of human judgment, at least become aware of how we
can sometimes fall into those pits.

Why Conduct Research?
Any research, if correctly designed and undertaken, will build
knowledge because it represents an objective investigation of
facts about a certain subject. Whereas basic or pure research
attempts to expand the limits of knowledge, applied research
attempts to find the solution to a specific problem.
With the growth of the hospitality and tourism industries and
the increasing global competition, managers are looking to
research in an effort to improve an organization’s chances of
success. Take a look at the attached summary of  the major types
of research conducted in businesses. But not all decisions are
based on research; managers will also resort to ‘rules of thumb’
or commonly accepted truths, rely on authoritative sources of
information such as governmental agencies, or on intuition.
However, unless tested through objective research, none of
these approaches will necessarily lead to correct conclusions.
In the hospitality and tourism industries, the orderly investiga-
tion of a defined problem or opportunity – or scientific
method– is very often multidisciplinary in nature: relying on
insights gained by such diverse disciplines as behavioral sciences,
business, history, geography, anthropology, political science,
planning and design – to name but a few! Hence it is critical to
think in broad terms when determining the sources of
information that might inform the research problem or the
appropriate research design.
Unfortunately, this very complexity has also resulted in a certain
reluctance of many hospitality and tourism businesses to
undertake research. Some economic sectors, such as banking or
automobile manufacturing, engage in extensive collections and
analyses of information. But the large number of small
businesses that make up the hospitality and tourism sectors, as
well as the difficulty of understanding tourist behaviour, make
research in these sectors costly, time-consuming and often of
questionable reliability.
As these sectors mature, however, and increasingly sophisticated
base line information becomes available, it is critical that
hospitality and tourism managers become themselves educated
and accomplished users of research, and help their organiza-
tions profit from the insights it can provide in identifying and
evaluating opportunities, understanding markets and assessing
performance. It is also important that they understand the
different types of research and which type might be most
appropriate to the situation they need to address. Take a look at
this article about the Molson Indy (“Business is vrooming”) to
see how research is used in matching markets and products
from a sponsorship perspective.
Every aspect of the research process – whether between the
researcher and the respondents, or between the researcher and
the client – has its own ethical considerations. The opportunity
for abuse in these relationships is not necessarily conscious, but
can arise from different moral or ethical codes of personal
behaviour. If researchers as well as managers who rely on
research can adhere to generally accepted principles, it will reduce
the perception of abuse.



3

Assumptions and philosophies of
Research
Researchers usually make a number of philosophical assump-
tions when they approach their discipline, and each discipline
has its own set of philosophies and assumptions, including
research methodology. An awareness of  these philosophical
assumptions is important because it will help you to under-
stand how the research psychologist approaches his or her work.

Empiricism
Many if not most research psychologists belong to a school of
thought called “empiricism.” This assumption or philosophy
states that our conclusions must be based on observation that
is systematic and objective. We reject as evidence such things as
anecdotal stories, rumours, or other “data” that canÕt be
publicly observed and verified. Furthermore, our observations
must be collected using a systematic procedure or set of
procedures that can be replicated by others. Note that this does
not mean that what we study must be directly observable. For
example, we canÕt directly observe how much “anxiety” a
person feels, but we can observe how that person behaves
(what Ray calls marker variables), including how that person
responds to a set of questions related to how anxious he or she
feels.

Measurability
Related to the assumption of empiricism, most psychologists
believe that to study something, we must be able to measure it.
That is, we must be able to quantify what we are studying.
While there is considerable debate as to what is the best way to
measure human “things” (such as “love” or “confusion” or
“anger” or “guilt”), most accept that nearly anything can be
measured in some way. Thus there are few limitations as to
what is ultimately within the realm of phenomena suitable for
study in psychological science.

Parsimony
The assumption of parsimony states merely that “simpler is
better.” Given two explanations for the same phenomenon, the
one that explains it more simply (while of course still being
accurate) is to be preferred. We should not invoke explanations
for a phenomenon that is more complex than necessary to
adequately describe and predict it.

Falsifiability of Theories and Explanations
If a theory or explanation isnÕt falsifiable, then it canÕt be
properly investigated through psychological science. Psycholo-
gists largely reject explanations for behaviour that are not
falsifiable. Most of Freudian research methodology falls within
this realm, as do some interpretations of human behaviour
based on evolutionary biology. Most of  FreudÕs explanations
for psychopathology arenÕt falsifiable. Regardless of the results
of  a particular study, Freudian theory can explain it, and so
Freudian interpretations canÕt be falsified. Similarly, many
empirical findings can be explained by spinning a story about
evolutionary selection pressures.

The Inexistence of Proof
It is common to hear people without a strong background in
the research process talking about; for example, a study that
“proved” such and such, or how proof has been demonstrated

for some explanation for behaviour. But in reality, proof
doesnÕt exist in the game of science. The progress of science is
cumulative. Each study tells a small piece of  a big story, while
building on previous research that has been conducted.
Together, the cumulative research may provide support for a
particular explanation more than some other explanation, or
may suggest that the explanation is accurate. Usually there are
alternative explanations for a single research finding. No single
study can prove anything, and even a whole set of studies can
only provide support for an explanation or theory. Further-
more, the same data may support more than one explanation.
Sometimes the evidence supporting a particular explanation
becomes so numerous and compelling that the use of the word
“proof ” is justified (such as when the corpus of  scientific
evidence converges on a single conclusion about the relationship
between smoking and lung cancer: smoking causes lung cancer).
But it is always possible that the explanation or theory is wrong
and that, given more data or more research, the data will
support an alternative explanation, or one that hasnÕt even yet
been offered because no one has thought of it yet. Our
knowledge is always evolving and changing. What is “true” now
may not be true later.

Scientific Methodology
Research designs and statistics are tools (i.e., ways of obtaining
information). As with any tool, one is concerned with how and
when to use it properly. Purpose of  this class is to ensure that
you are using these tools correctly. Nature of  Scientific Inquiry -
What is Science?

A. Purpose of Science is a Process by which one
Establishes Knowledge or Obtains Information
At very least, reduction of uncertainty
Science is not a state but a process.

B. Ways of Knowing (Kerlinger, 1986)

1. Method of Tenacity
Believe or knokw something because always believed in it and
hold tightly to it.

2. Method of Intuition
Develop or hold a belief because it seems intuitively reasonable
and correct (feels good)

3. Method of Authority
Develop knowledge by accepting information on basis of a
respected authority

4. Method of Science
Knowledge is discovered through external reference (empirical)
Different people can find the same knowledge in the same way
(objective)

C. Goals of Science

1. Description
2. Explanation
3. Prediction
4. Control
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D. Characterizescientific Approach Through
Describing Scientific Method

Methodology = a systematic analysis of the rational and
experimental principles which guide an inquiry.
Hypothetico-deuctive model involves at least three elements:
1. Theory = An integrated set of principles that explain and

predict facts.
2. Hypotheses = A prediction of what is the case based
3. Observation = comparison of  hypothesis to what is the

case (data collection)

Relationship to Kant’s Tripartite System of Reality
Mental Constructs (World 3): internal representation of  the
world (e.g. theories and hypotheses)
Sensory Experiecnce (World 2): reception and tranduction of
energy (i.e., observaton)
Physical Reality (World 1): assume existance of  “actual base of
knowledge”  Scientific contexts (Reichenbach, 1951)
Context of Discovery = creative, arational, no justification or
responsibility of statements required.
context of justification = rigorous, austere, stringent require-
ments for acceptance as factual statement

Functions of Theories (Criteria for evaluation)

A. Predict relationships between phenomena (impllies some
control)

B. Summarize large amounts of data (parsimoniously)
C. application ot many different phenomena (generalizability)
D. Generalte additional research by suggesting novel

relationships (new hypotheses)]
E. apply research to proctical problems

Notes
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Objective
The objective of this lesson is to give you insight into:

• Multidisciplinary Approach to Research
• Typology of  Research
1. By level of management activity
2. By nature of the problem:

Multidisciplinary Approach to Research
“No single discipline alone can accommodate, treat, or under-
stand tourism; it can be studied only if disciplinary boundaries
are crossed and if multidisciplinary perspectives are sought and
formed.”
Almost every discipline is called upon directly or indirectly in the
field of tourism:
• From creating new destinations – which brings such

disciplines as land use planning, environmental studies,
urban and interior design, landscape and building
architecture, engineering and construction sciences to bear,

• To studying the attitudes, motivations and behaviours of
consumers and marketing to them using different media,

• To analyzing the business cycle and operations in order to
ensure the most profitable allocation of resources and
anticipate changes in market demand

• To understanding the impacts of  tourism from a social/
cultural perspective, calling on disciplines such as
anthropology, sociology, psychology, and even history and
futurism, an economic and environmental perspective,
which requires knowledge of econometrics, modelling,
geography, environmental studies, to name but the most
obvious!

Typology of Research
Research can be classified in many different ways. Here we will
focus on two: by level of management activity and by nature of
the problem.

By Level of Management Activity

• Strategic activities such as strategic planning and marketing
require some very specific types of research. An assessment
of indicators that measure critical elements of the economic,
social, political and technological environments is often
undertaken using approaches such as the Delphi Technique
or the Nominal Group Technique. But these activities may
also require an evaluation of trade-offs, or an assessment of
how policy formulation occurs as well as whether the
specific program or policy met its objectives.

• Managerial or tactical activities require a broad range of
research approaches to provide the manager with specific
information on a concrete problem. In general, the research
deals with product and market development, the
enhancement of managerial functions such as finance or

human resource development, and the implementation of
the marketing mix. The data generated through normal
ongoing operations will also feed into the management
decisions to be made.

• Operational activities are quite narrow in focus and deal the
day to day functioning of the organization. The research
needed at this level is aimed at determining the most
efficient action given a specific set of circumstances.
Determining the ticket price for various visitor categories at
an attraction, the price of a hotel room at different times of
the year or week based on client group or best menu
composition and pricing, are all examples of operational
research.

By Nature of the Problem
The level of uncertainty or difficulty in clearly identifying the
problem will determine whether the research is exploratory or
conclusive in nature.
• Exploratory research is conducted as the first step in

determining appropriate action. It helps delimit the
problem and clearly outline the information needed as part
of future research. Exploratory research tends to rely on
secondary research or data, and qualitative research
techniques such as pilot study, case study and focus groups.

• Conclusive research provides a reliable or representative
picture of the population. Conclusive research tends to be
quantitative research in nature, whether the source is
secondary or primary research. It can further be sub-divided
into two major categories: descriptive and causal. Descriptive
research or statistical research provides data about the
population or universe being studied. But it can only
describe the “who, what, when, where and how” of  a
situation, not what caused it. Observation technique and
survey techniques are most commonly employed to obtain
the descriptive data. To determine whether there is a cause
and effect relationship between variables,  causal research
must be undertaken. In this type of research, the objective
is to determine which variable might be causing a certain
behaviour, e.g. is the increase in sales due to price, packaging,
advertising, etc? One variable would be changed with the
others being kept constant to allow for the determination in
changes in behaviour. This type of research is very complex
and the researcher can never be completely certain that there
are not other factors influencing the causal relationship. The
method most commonly used is experimentation, whereby
the researcher would manipulate a specific independent
variable in order to determine what effect this manipulation
would have on other dependent variables. Under rare
circumstances, computer  simulation may be used to test for
this type of  causal relationship.

LESSON 2:
MANAGEMENT AS AN ACTIVITY IN RM
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Objective
The objective of this lesson is to give you insight into:

• Relationship Between Data and Theory
1. Data
2. Theory
• Ethics & Research
1. The Research Buyer’s (Client) Responsibility to the

Research Supplier:
2. The Research Supplier’s Responsibility to the Research

Buyer (Client):
3. The Buyer’s and Supplier’s Responsibility with Respect to

Respondents:

Ethics & Research
Ethics in research is all about responsibility to respect the rights
of  others. We will briefly address the guidelines shaping the
relationship between research buyer and supplier, and their
responsibility to the respondents.

The Research Buyer’s (Client) Responsibility to the
Research Supplier

• Unless the research project is sole sourced (the client directly
approaches the supplier and does not deal with anyone
else), it is normal practice to ask suppliers to bid on a
research project. In this case, the buyer should

• inform the supplier that others are also bidding and even
disclose their names;

• provide as much information as possible regarding the
project, the support that will be provided, information
that may already be available, timelines and budget
considerations that will allow the supplier to make an
informed decision about whether to bid or not; and

• provide direction on the research methodology.
All of this information would be part of the Request for
Proposal (RFP).
• If the project needs to be terminated early for whatever

reasons, the buyer should follow due process and/or
compensate the supplier for the time spent and costs
incurred. Payment for work completed is normally
stipulated by a payment schedule agreed upon as part of
accepting the proposal from the supplier.

The Research Supplier’s Responsibility to the
Research Buyer (Client)

• All data contracted and paid for becomes the property of
the client unless otherwise stipulated as part of the contract,
and should be delivered to the buyer. As part of this
commitment, the methodology outlined as part of the
proposal must be followed and the supplier would
determine appropriate quality control techniques to ensure

that the work was carried out according to instructions,
particularly if fieldworkers or sub-contractors were used and
it becomes important that many different people administer
a survey in the same way.

• Estimate the precise costs of the research to be undertaken
can be quite difficult and the supplier should take great care
in calculated all potential cost since the buyer is not
obligated to pay any unanticipated costs unless these were
incurred at the buyer’s request.

• The supplier should also carefully estimate the time required
since completing the project on time is another key
responsibility.

• The supplier should provide the buyer with advice
regarding the most appropriate and cost-effective
methodology for the problem at hand.

• Lastly, but perhaps most critically, the supplier should
provide the buyer with an interpretation of the data that is
useful in managerial decision-making. This requires not only
a description of the detailed methodology and its
limitations as well as assumptions made as part of the
study, but also comments on the reliability of  the results
and their implications.

The Buyer’s and Supplier’s Responsibility with
Respect to Respondents

• Ethical behaviour when dealing with respondents is
perhaps the most critical aspect of ethics in research, and
codes of ethics tend to rule many research-oriented
organizations today. For instance, Ryerson’s ethical
guidelines bind all of its faculty as well as students working
on research with them. Be sure to check out the other ethical
guidelines under “references”!

• It tends to be common practice to ensure respondents that
their identity will remain anonymous and their responses
confidential. This means that their names cannot be used
for marketing purposes, and indeed that they cannot be
contacted for further research unless they were specifically
asked and agreed to it.

• Respondents should be provided with sufficient
information to allow them to decide whether they wish to
part of the research or not. Furthermore, they must be
allowed to withdraw from responding at any point in time.

• The identity of the client as well as the researcher should be
made clear to the respondent. If there is concern that this
might bias the response, the information should be
provided at the earliest opportunity, but certainly before the
survey or interview is completed.

• Respondents have a right to privacy which includes not only
the hours when they are contacted, but also the use of tape

LESSON 3:
RELATIONSHIP BETWEEN DATA AND THEORY AND ETHICS IN RESEARCH
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recorders, cameras and/or two-way mirrors, as are used in
focus groups, for instance.

• If respondents were promised a summary of the research
results or payment or other incentives for their time, these
must be respected.

• The respondents’ safety is another area of increasing
concern. With food allergies on the rise, for example, taste
tests must inform the respondent about ingredients.
Research on children is even more stringent and generally
not only requires the parents’ consent, but often also their
presence or at least proximity so that they might pull their
child out of a situation that they find unsafe.

Notes
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Objective
The objective of this lesson is to give you insight into:

• The Research Process
• The Research Process Model
1. Problem definition
2. Literature review
3. Selection of research design, subjects and data collection

technique(s)
4. Data gathering
5. Data processing and analysis
6. Implications, conclusions and recommendations
• Assessment of  Observation (Measurement)
• Research Planning Model
• Several key elements of research design

The Research Process
The “impossibility of  proof ” philosophy that underlies
psychological research illustrates how research is a process rather
than a linear event with a clear beginning and end. One study
feeds into the literature that is used to spark further inquiry into
the phenomenon. As more and more studies accumulate, we
gain a deeper understanding of the phenomenon under
investigation. But as our knowledge deepens, so to do the
questions and ambiguities. Eventually, we appreciate that each
single study is a small piece of information in a large and
complex puzzle.
Even within a single research project, there is only a rough linear
sequence of events in the research process. While we can
probably delineate a clear beginning and end to the process, the
various steps within it are interconnected. Below IÕve pre-
sented a possible model (Figure 1.1) for how the research
process unfolds within a single research project. In this diagram,
the starting points in the process are indicated in large bold text.
The linkages in the process are depicted with arrows, with
double headed arrows meaning that process “flows” in both
directions. There are also two “feedback” loops in this diagram,
depicted as dashed lines that indicate that earlier parts of the
process may be revisited temporarily at later stages..

One possible model of the research process

Research is based on the empirical testing of ideas. These ideas
might come from any number of sources. They might start
with a theory about some phenomenon. That theory might rely
on the literature in the field and together the theory and the
literature are used to devise a study. Or a researcher might notice
in the literature that a series of findings are conceptually related.
From these observations the psychologist might devise a theory
to explain the findings. Or, more simply, the researcher might
just be curious. Perhaps sheÕs seen a particular behaviour occur
in a particular circumstance, and wonders why. To answer this
question, the researcher thinks about the problem, looks at
relevant studies in the literature, and tests her explanation by
conducting a study. The researcher needs to focus the
question(s) of interest into specific testable research hypotheses.
Study design is a major part of the whole process. Unless the
data are gathered in a systematic and unbiased way, no amount
of statistical conjuring can retrieve the situation (i.e., you need
to start with quality information). There are many ways of
designing studies but the main aim is to answer as clealry and
unequivocally as possible the particular research hypotehses that
have been pose. What is the best way of gathering the best data
possible given the constraints of  economics and time? We will
be looking at many major design features.
After the data are collected, data analysis proceeds. The data
analysis would first focus on the specific research hypotheses, to
see if the hypotheses or predictions are supported by the data.
A good data analyst, however, will also explore the data to see if
anything unexpected or unanticipated emerges. Some of these
analyses may be guided by the literature in relevant studies. Or
the investigator may find something unexpected and, in an
attempt to further explore these unexpected findings, looks to
the literature for some guidance. The researcher may also
discover at the data analysis phase that there are unanticipated
alternative explanations for a finding or set of findings. A new
study might be devised to examine these alternative explana-
tions.
After the data analysis is complete, the results are written up in
report form. Research reports are often, though not always,
written up using what is called APA format (APA stands for
American Psychological Association). This is simply a
standardised means for formatting a research report so that it
flows in a manner that a reader will anticipate (the sections,
broadly, are the Abstract, Introduction, Method, Results,
Discussion, and References). The format the investigator uses
will depend on the research journal that the investigator is
targeting for publication (such as the Journal of Personality and
Social Psychology, or Learning and Memory, or the Journal of
Clinical Psychology). Not all journals use APA format, but
many use APA or some variant of  APA format. Notice in the
diagram a feedback link between the writing of the report and
the literature. In an empirical research report, the writer is

LESSON 4:
THE RESEARCH PROCESS
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expected to make the link between the current study and the
existing literature very explicit. One criterion for publishing a
research report that journal editors often use is whether or not
the research is sensitive and relevant to the current research
literature.
Once the report has been written, it is submitted to the editor
of the scientific journal, who decides first whether or not the
manuscript is appropriate for the journal. If  so, the editor will
typically then send the manuscript to two or more experts in the
field who have the knowledge and expertise to critically evaluate
the research (this is called peer review.) A reviewer will be
looking to see if the research described in the manuscript is well
conducted, important, interesting, and ultimately useful for the
rest of  the research community. Manuscripts are either rejected
outright, or the reviewers will suggest a number of  modifica-
tions to the paper, more data be collected, etc. In such a case, the
editor would give the original investigator the comments of the
reviewers with a request that the manuscript be “revised and
resubmitted”. In rare cases, a manuscript will be accepted
without revision.
The revision process may be as simple as clarifying a few
ambiguities, rephrasing key points, or addressing some relevant
literature in the paper. Or the revision may be quite difficult,
requiring extra data collection, additional data analyses, or
rewriting of entire sections of the manuscript. Almost all
research papers, if they are not rejected (most are), require some
revision before publication. Once the revisions are completed,
the paper is resubmitted. The editor will then send the paper
back to the original reviewers, or perhaps a couple of new ones.
This process continues until the editor decides to publish the
paper, or finally reject it. If accepted, the paper becomes part of
the literature for others to examine, and the cycle continues.
In this class, most of our time will be devoted to the “study
design,” “data collection,” and “data analysis” components of
the research process.

The Research Process Model
In order to make a decision on a given course of action and
choose between several alternatives, the decision-maker must
clearly recognize the problem to be solved or opportunity to be
seized. S/he will then have to determine the information that is
already available and what further information is required as well
as the best approach for obtaining it. Finally, the information
obtained must be assessed objectively to help inform the
decision. This systematic approach to decision-making is
referred to as the research process.
The research process involves six distinct phases, although they
are not always completely linear, since research is iterative (earlier
phases influence later ones, while later ones can influence the
early phases). Perhaps one of the most important characteristics
of a good researcher is the unwillingness to take shortcuts, to
rush through the research. It is important to keep an open
mind to recognize changes that must be accommodated to
ensure the reliability and validity of the research.

The Six Phases are

1. Problem definition
2. Literature review

3. Selection of research design, subjects and data collection
technique(s)

4. Data gathering
5. Data processing and analysis
6. Implications, conclusions and recommendations
To see how these phases come together in a full research paper,
take a look at David Classen’s article in references entitled “Not
in my backyard: Toronto Resident Attitudes toward Permanent
Charity Gaming Clubs”. While not perfect, it is a good illustra-
tion of the various aspects referred to as part of the research
process.

Assessment of Observation
(Measurement)
Observed Score = True Score + error
Error component may be either:
1. Random error = variation due to uncontrolled or unknown

factors.
2. Systemaic error = variation due to systematic but irrelevant

elements of the design
Concern of Scientific Research is management or error compo-
nent.

1. Reliability
Does the measure consistently reflect changes in what it
purports to measure?
Consistency or stability of data across time and circumstances
Balance between consistency and sensitivity of measure

2. Validity
Does the measure acutally represent what it purports to
measure?
Accuracy of the data (for what?)
Number of types of validity:
A. internal validity = effects of an experiment are due solely to

the experimental conditions.
Extent to which causal conclusions can be drawn
Dependent upon experimental control
Trade-off  between high internal validity and generalizability

B. External validity = can the results of an experiment be
applied to other individuals or situations.
Extent to which results can be heneralized to broader
populations or settings.
Dependant upon sampling subjects and occasions
Trade-off  between high generalizability and internal validity

C. Construct validity = whether or not an abstract, hypothetical
concept or idea exists as postualted

Based on
Convergence = different measures that purport to measure the
same construct should be highly correlated with one another.
Divergence = tests measuring one construct should not be
highly correlated with tests purporting to measure other
constructs
D. Statistical conclusion validity = the extent to which a study

has used appropriate design and statistical methods to
enable it to detect the effects that are present. The accuracy
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of conclusions about covariation made on the basis of
statistical evidence. Appropriate statistical power,
methodological design, and statistical analyses. Can have
reliable , but invalid measure. IF measure is valid, then
necessarily reliable.

3. Utility

Usefulness of the Method/Measure

Gauged in Terms of Efficiency and Generality

Efficient methods provide precise, reliable data with relatively
low costs in time, materials, equipment, and personnel
Generality refers to the extent to which a method can be applied
successfully to a wide-range of phenomena (generalizability)
Threats to Validity Related to Experimental Design

1. Threats to Internal Validity (Cook & Campbell, 1979)

A. History = the specific events occurring to an individual
B. Testing = repeated exposure to testing instrument
C. Instrumentation = changes in scoring procedures or criteria

over time
D. Regression = reversion toward the mean or less extreme

scores
E. Mortality = differential attrition across groups
F. Maturation = developmental processes
G. Selection = differential composition of subjects among

samples
H. Selection by maturation interaction
I. Ambiguity about causal direction
J. Diffusion of treatments = information spread between

groups
K. Compensatory Equalization of  Treatments = lack of

treatment integrity
L. Compensatory Rivalry = “John Henry” effect on

nonparticipants

2. Threats to External Validity (LeCompte & Goetz, 1982)

A. Selection = results sample-specific
B. Setting = results context-specific
C. History = unique experiences limit generalizability
D. Construct effects = constructs are sample-specific
Related to Experimenter

3.NoninteractionalArtifacts

A. Observer Bias = over/under estimate of  phenomenon
(schema)

B. Interpreter Bias = error in interpretation of data
C. Intentional Bias = fabrication or fraudulent interpretation

of data

4.InteractionalArtifacts

A. Biosocial Effects = errors attributable to biosocial attributes
of researcher

B. Psychosocial Effects = errors attributable to psychosocial
attributes of researcher

C. Situational Effects = errors attributable to the research
setting and participants

D. Modeling Effects = errors attributable to example set by
researcher

E. Experimenter Expectancy Bias = researchers treatment of
participants elicits confirmatory evidence of hypothesis

Comparison of Applied and Basic Research
Differences listed in Robson (1993)

Purpose

Basic = expand knowledge
Applied = understanding specific problem
No real difference, just a matter of degree
Context
Basic = Academic, single researcher, less time/cost pressure
Applied = Real-world setting, multiple researchers, more time
cost pressure
Again, no real difference, just depends on situation (stereotype)

Methods

Basic = Internal validity, cause, single level of  analysis, single
method, experimental designs, direct observations
Applied = External validity, effect, multiple levels of  analysis,
multiple methods, quasi-experimental, indirect observations
Again, over generalization no real differences.
Only substantial difference between applied and basic research:
Basic = experimental control
Applied = statistical control

Research Planning Model
Planning research is iterative process
Research plan constantly being updated throughout develop-
ment and implementation
Emphasize both “rational and experimental principles” or
methodology

Two Major Phases of Research Planning

1. Planning Phase = defining focus of research and developing
research plan

2. Execution Phase = implementation and monitoring success
of research plan

Planning Phase

A. Defining Scope of Research

Identifying and specifying subject area for investigation
Involves:
1. Developing an understanding of issue or problem

Gathering information about subject (literature review,
informal discussions—focus groups, on-site evaluations)
Multiple sources of information (convergence and
divergence)

2. Identifying specific, researchable questions
Specification of variables of interest and the relationships
amongst them
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Types of questions

a. Descriptive questions = provide factual information about
the characteristics of some entity
Factual information about the nature of a problem, the
objectives of program, or needs of a population can also
refer to describing relationship between variables of interest
(a.k.a., correlative questions)

b. Normative questions = compares current state of affairs to
evaluative, a priori criteria
Standards could be set by legislative objectives, professional
standards, program goals, or any other normative criteria
can also refer to impact or cost-effectiveness questions

3. Refining and revising the questions
Assemble questions or group of questions into research
hypotheses
Are these questions explicit, logical, and testable? Concerns
of reliability and validity

B. Developing a Research Plan

Balance and weigh importance of:
Credibility = validity of design to support conclusions
Utility = design will address specific questions of interest
Feasibility = research design and plan are reasonable given
time and resource constraints

Several Key Elements of Research Design
1. Operational definitions of variables of interest

Detailed description of important variables
A definition in terms of exact operations that will be used
to manipulate or measure each variable

2. Identification of what comparisons will be made
Specification of relations between variables
Order of relations (causal or associative)

3. Specification of level of analysis
Individual or aggregate data collection\analysis
Implications for data collection, analyses, prediction,
generalizability, and explanation

4. Representativeness of sampling
Populational, geographic, and temporal generalizability
Identification and selection of sampling strategy

5. Determine level of precision of results
Rigor of design and measures affects how precise answers
to research questions will be size of sample also affects
statistical power

Notes -
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Objective
The objective of this lesson is to give you insight into:

• Selecting a Research Design
• Major Approaches of Research Designs
1. Descriptive Approach
2. Experimental Approach
3. Quasi-Experimental Approach

Selecting a Research Design

Research Design
Refers to the outline, plan, or strategy specifying the procedure
to be used in answering research questions
Determines the when (a procedural sequence) but not the how
of:
Sampling Techniques and representativeness of  data sources
Data Collection
Time frame of measurement
Methods of measurement
Data Analysis

Major Approaches of Research Designs

Descriptive Approach
Represent or provide accurate characterization of phenomenon
under investigation
Provide a “picture” of a phenomenon as it naturally occurs

Key Features
Not designed to provide information on cause-effect relation-
ships, therefore internal validity is not a concern
Because focus is on providing information regarding some
population or phenomena, external validity is concern

Variations

Exploratory
Goal: to generate ideas in field of inquiry that is reactively
unknown
Least structured to gather more descriptive information
Frequently used as first in series of studies on a specific topic

Process Evaluation
Goal: to identify the extent to which a program (or policy) has
been implemented, how that has occurred, and what barriers
have emerged
Program as implemented vs. program as intended
Designed to guide development of new program (normative),
summarize the structure of program prior to studying its
effects, or assess feasance of pre-existing program

Strengths
Generally lower costs (depend upon sample size, number of
data sources, and complexity of data collection methods)
Relative ease of implementation

Ability to yield results in relatively short amount of time
Data analysis straight-forward
Results easy to communicate to non-technical population

Limitations

Cannot answer questions of causal nature

Experimental Approach
Primary purpose is to empirically test the existence of causal
relationship among two or more variables
Systematic variation of independent variable and measure its
effects on dependent variable

Kerlinger (1973) MAX-MIN-CON Approach
MAXimize systematic variance (exp cond as different as
possible)
MINimize error variance (accuracy of assessment)
CONtrol extraneous systematic variance (homogeneity of
conditions)

Key Features
Random assignment of individuals or entities to the levels or
conditions of the study
Control biases at time of assignment
Ensure only independent variable(s) differs between conditions
Emphasis placed on maximizing internal validity by controlling
possibly confounding variables
Creation of highly controlled conditions may reduce external
validity

Variations

1. Between-Group Designs

A. Post-only design
Subjects randomly assigned to experimental\control groups
Introduction of IV in experimental condition
Measurement of DV (single or multiple instances)
B. Pre and post design
Subjects randomly assigned to experimental\control groups
Preliminary measurement of DV before treatment (check for
random assignment)
Introduction of IV in experimental condition
Measurement of DV (single or multiple instances)
C. Multiple Levels of single IV
Subjects randomly assigned to experimental\control groups
Introduction of multiple levels of single IV
Measurement of DV across different conditions
D. Multiple Experimental and Control Groups (Solomon
4-group)
Subjects randomly assigned to experimental\control groups
Preliminary measurement of IV in one exp\control pair
Introduction of IV in both experimental conditions

LESSON 5:
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Measurement of DV (assess effects of pretest)
E. Multiple IVs (Factorial design)
Subjects randomly assigned to experimental\control groups
Introduction of multiple levels of multiple IVs
Measurement of DV across different conditions (cells)

2. Within-Group Designs/Repeated Measures

Each subject is presented with two or more experimental
conditions
Comparisons are made between conditions within the same
group of subjects
Strengths
Experimental control over threats to internal validity
Ability to rule out possible alternative explanations of effects
Limitations
More resemble controlled study, less resembles usual real-world
intervention (decrease external validity)
Experimental Realism = engagement of subject in experi-
mental situation
Mundane Realism = correspondence of experimental
situation to ‘real-world’ or common experience
Randomized experiments difficult to implement with integrity
(practical or ethical reasons)
Attrition over time = non-equivalent designs

Quasi-Experimental Approach
Primary purpose is to empirically test the existence of causal
relationship among two or more variables
Employed when random assignment and experimental control
over IV is impossible

Key Features
Other desi`gn features are substituted for randomization
process

Quasi-experimental comparison base
Addition of non-equivalent comparison groups
Addition of  pre- and post-treatment observations

Variations

3. Nonequivalent Comparison Group
Post Only, Pre-Post, Multiple treatments
No random assignment into experimental\control groups
”Create” comparison groups:
Selection criteria or eligibility protocol
Partial out confounding variance (statistical control)

4. Interrupted Time Series
Multiple observations before and after treatment or interven-
tion is introduced
Examine changes in data trends (slope or intercept)
Investigate effects of  both onset and offset of  intervention

5. Regression Discontinuity
Separate sample based on some criterion (pre-test)
One group administered treatment, other is control group
Examine data trends for both groups; hypothesize equivalent

Strengths

Approximation of experimental design, thereby allowing causal
inference
Garner internal validity through statistical control, rather than
experimental control
Use where experimental designs are impractical or unethical

Limitations

Uncertainty about comparison base: Is it biased?
Statistical control based on measured factors. If unknown or
unmeasurable factors exist, threat to validity
Data collection schedule and methods very important

Notes -
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Objective
The objective of this lesson is to give you insight into:

• Variables
• Confounds
• The Logic of Cause and Effect
• Research Hypotheses and Prediction

Politics of Research Consists of:

Variables
One term that you will hear being used quite frequently is
variable. A variable is a concept or construct that can vary or
have more than one value. Some variables can be quite concrete
such as gender, birth order, weight, or shoe size. Others can be
considerably more abstract, vague, and squishy. For exmaple,
sense of well being, self-esteem, strength of belief in religion,
or IQ. Basically, variables are the things about people that we can
say one person has more of than another. So we find that
people vary in their gender and shoe size, and their self-esteem
and their IQ.
We might then be interested in knowing how certain variables
are related to each other. For example, which variables predict
self-esteem (itself, another variable). We might be interested in
undertsanding the relatiosnhip between self-esteem and
variables such as whether or not the person is employed, his or
her depression level, the personÕs sex, and the number of
failed relationships the person has had.
There are two basic kinds of variables that we most often talk
about in research. Both Ray and Howell do define these two
kindsÑwhat we call the independent variable (IV), and the
dependent variable (DV) Ñ although I believe they’ve failed
in their attempt by restricting their definition to a particular kind
of  study. The independent variable is defined by these authors
as the “variable that the experimenter manipulates.” While this
is true in experiments, not all studies are experiments. Often,
we don’t manipulate anything in a study. Instead, we merely
collect data and observe how variables are related to each other.
The text authorsÕ definition of “independent variable” could
imply that there is no independent variable in correlational
studies. Similarly, both define the dependent variable as if  it
were necessarily caused by the independent variable. But this is
not necessarily true.
What is the IV and what is the DV changes with the questions
being asked. In one sense every variable is a DV until otherwise
lined up to be the IV for a particular research question. The
independent variable is what we are studying with respect to
how it is related to or influences the dependent variable. If
the independent variable is related to or influences the depen-
dent variable, it can be used to predict the dependent variable.
It is therefore sometimes called the predictor variable, or the
explanatory variable. The independent variable may be manipu-

lated or it may just be measured. In contrast, the dependent
variable is what we are studying, with respect to how it is related
to or influenced by the independent variable or how it can be
explained or predicted by the independent variable. It is
sometimes called the response variable or the criterion variable.
It is never manipulated as a part of  the study. DVs are the
things we measure about people.
Consider an example. Suppose two investigators are studying
the relationship between criminal behaviour in adolescents and
parental guidance to determine what kinds of advice to give
parents. The two investigators may have the same data. This
data includes: (1) the police records of a group of adolescents,
giving data about the number of times the child has entered the
criminal justice system (such as by being arrested, questioned by
the police, etc.), and (2) information from a questionnaire about
the kinds of information or advice that each adolescent has
received from his or her parents. One investigator might be
examining whether parents who give advice focusing on
walking away from interpersonal conflicts differ from parents
who give advice to the child to “stand up for yourself ”. The
independent variable is the kind of advice the parents give and
the dependent variable is whether the child has criminal record
or not. But another investigator might be asking a different
question. What types of parental advice and guidance distin-
guishes adolsecents who get itno the criminal system from
those that donÕt? In this case, whether or not the child has a
criminal record or not is the IV and the type of parental advice
is the dependent variable. From this example, it should be clear
that the distinction between the independent and dependent
variable is based not on manipulation but on the questions one
is asking of the data.
A useful hint for determining which variable is which in a study
is to ask whether you are trying to either influence or predict one
variable from some other variable or variables. If  so, that
variable is probably the dependent variable. The variable that
you are using to make the predictions or to determine if it
influences (rather than is influenced by) some other variable in
the study is typically the independent variable. For this reason,
the independent variable is sometimes called the “explanatory”
variable while the dependent variable is sometimes called the
“response” variable. You try to “explain” variation in responses
on the dependent variable with the independent or “explana-
tory” variable(s).

Confounds
Confounds are special types of variables that we would rather
not know about! They are nuisance variables that interfere with
our attempts to explain a relationship between our variables of
interest. A confounding variable is one that provides an
alternative explanation for the thing we are trying to explain
with our independent variable. A simple example, which we
deal with later in more detail, is a study in which we want to

LESSON 6:
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find an improved way of  teaching children the alphabet. We get
two groups of kids and teach one of them a new “sing the
alphabet” method and the other group boringly and repetitively
pronounce each letter of the alphabet. Lo and behold we find
that the children learn much better using the new singing
method! So, here we want to explain the improved learning
(DV = number of letters correct) as being caused by the
improved singing method (the IV). We should encourage all
primary teachers to get their children to sing the alphabet every
morning! But what if the children in the group that got the
singing alphabet method were all 4th grade kids and the kids in
the standard boring group were only 2nd grade kids? Might not
the improved learning be due to the older age of the kids in
that group? Age here is a confounding variable. It competes
with our IV of interest in trying to explain the differences we
found with the DV. Similarly if  the singing group were all
females and the pronouncing group were all males (gender is
the confounding variable), or the singing group were all top
class students and the pronouncing group were all bottom class
students (IQ is the confound). Motivation might also be a
confound.

The Logic of Cause and Effect
In the previous little study, if  everything went according to plan
we were interested in being able to claim that the new method
for learning the alphabet caused an improvement in the
acquisition of that skill. Why else would we go to so much
trouble? If we did find evidence that singing caused an
improvement compared to pronouncing then we would adopt
that into the way we do things expecting that the next time we
did it we would again see an improvement.
So, if  we assume that the identification of  cause and effect
relationships is the fundamental aim of science, we need to
establish the conditions under which this is most likely to be
inferred. Three conditions need to be established for a cause and
effect relationship between A and B to be established.
• A must occur before B
• Variations in A must covary with variations in B
• All confounding variables must be controlled
For example, if you hypothesised that it was wattle flowers that
were making you sneeze, you would need to
• notice that you sneezed after you were near the wattle
• notice that you sneezed after you were near the wattle and

that you did not sneeze when you were not near the wattle
• notice that you did not sneeze after you had been near other

flowering plants
To be really convinced that it was the wattle, the above little
experiment would need to be repeated a number of times. If
the three conditions maintained each time repeated the experi-
ment you would have isolated the real cause of your sneezing
from.

Research Hypotheses and Prediction
Research hypotheses are the specific testable predictions made
about the independent and dependent variables in the study.
Usually the literature review has given background material that
justifies the particular hypotheses that are to be tested. Hypoth-

eses are couched in terms of the particular independent and
dependent variables that are going to be used in the study.

An Example Would Be
“Children who are exposed to regular singing of the alphabet
will show greater recognition of letters than children who are
exposed to regular pronouncing of the alphabet”
Notice the IV is specified (singing compared to pronouncing)
and the DV is specified (recognition of letters is what will be
measured). Notice also that this research hypothesis specifies a
direction in that it predicts that the singing group will recognise
more letters than the pronouncing group. This is not always the
case. Research hypotheses can also specify a difference without
saying which group will be better than the other. In general, it is
considered a better hypothesis if you can specify a direction.
Finally, note the deductive reasoning principle of  the scientific
method when we test hypotheses. If our theories and ideas are
the truth we can devise controlled experiments and find
evidence to support them. This gives considerable credence to
our theories. If  we work the other way, and gather data first and
then try to work out what happened (inductive reasoning) we
could be faced with a large number of competing theories all of
which could be true or not true. This is sometimes called
posthoc theorising and is a common way in which people
explain events in their world. But we have no way of knowing
which one is correct, we have no way of ruling out the compet-
ing reasons and we usually end up with choosing the one that
fits best with our existing biases.
Inductive reasoning does have a role in exploratory research in
order to develop initial ideas and hypotheses, but in the end the
hypotheses have to be tested before they can have scientific
credence.

Notes -
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The Objective of this lesson is to give you insight in to:
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Objective
The Objective of this lesson is to give you insight in to:

• Getting Started
• Case Study:  ”Bolsa-Escola”
• Evaluation: Audience, Purpose, and Issues
• Research Design
• Why Mixed-Method
This lecture  provides hands-on experience integrating different
research methods into a research strategy. The use of  mixed-
method is likely to increase the quality of final results and to
provide a more comprehensive understanding of analyzed
phenomena. Hyperlinks will connect you to other sites where
you can learn more about research design.

Getting Started
The definition of what is a good evaluation varies according to
initial assumptions, values, and philosophical positions shared
by the evaluator and based on the intended uses of the results
of an evaluation. One dimension that unites evaluators,
however, is a particular concern regarding the quality of their
work. In some sense, that might explain why research method-
ology is a topic to which evaluators pay so close attention and
even fight for it.
Within the so-called quantitative tradition, quality standards
have been defined using the concept of validity (Cook and
Campbell, 1972). This concept is a cumulative process with four
steps. The initial steps are to assess whether a relationship exists
between two variables (conclusion validity) and to determine if
this relationship is causal (internal validity). The third examines
if the theoretical model is well depicted by the means through
which it was operationalized (construct validity). Finally, external
validity examines if, and to what extent, findings can be
generalized to other groups, places, and times.
This conceptualization of validity has been very influential even
within the so-called qualitative tradition, wherein a solid
approach to assess the quality of interpretative inquiry is the
truthworthiness criteria (Lincoln and Guba, 1985; Guba and
Lincoln, 1989). Besides the critiques to the classical approach of
validity, these criteria include the notions of  credibility and
transferability that are parallels to the concepts of internal
validity and external validity, respectively.
These parallels suggest that the dichotomy—quantitative versus
qualitative—might not be so incompatible as purists from both
sides have argued. More than that, studies using mixed-method
have shown that integration of these traditions within the same
study can be seen as complementary to each other (Greene and
Caracelli, 1979; Caracelli and Greene, 1997).
So, to give you hands-on experience, let us examine a case study
and a research strategy to evaluate it. This strategy is placed
within a mixed-method approach, and potential benefits of

such an approach are highlighted. This will put into perspective
your knowledge of research design.

Case Study:  ”Bolsa-Escola”
Four years ago, the Secretary of  Education of  Brasília, the
federal capital of Brazil, started an innovative educational
program called “Bolsa-Escola” (Basic School Fellowship).
According to specialists, “Bolsa-Escola” is not a simple
educational or welfare program for poor families. It is a
program that addresses children’s education. It also helps their
families, whose difficulties are at the root of childhood
neediness. The program provides an additional monthly
income of  approximately $100 U.S. (current minimal monthly
wage in Brazil) for poor families that have all their 7-14 year-old
children enrolled and regularly attending classes in the nearest
public school.
To be eligible, children in the family must attend a public
school, the family has to live in Brasília for at least five years
before the actual enrollment in the program, and the family
must be considered “poor” according to a scale. This scale takes
into account per capita income, type of dwelling (owned or
rented), number of children in the household, whether father
and/or mother are employed, and the number and type of
electric/electronic devices in the house. Instead of food stamps,
benefits in goods or services (e.g. clothes, shelter), the program
gives mothers, but not fathers, money to spend the way they
want. They can buy groceries, pay bills, or drink cachaça (the
Brazilian vodka or tequila) in a bar. Two unjustified absences of
a child from school in a month are sufficient to cancel the
benefit for that month (Policarpo Jr. and Sandra Brasil. 1997).

Evaluation: Audience, Purpose, and
Issues
Within an evaluation, we must be selective in terms of the
audience, purpose, and issues to be addressed. In this particular
case, the audience comprises policy makers, professionals of the
Secretary of Education, and managers directly involved with the
program. The main purpose of the evaluation is to assess the
efficacy of the program in order to make decisions about its
future.
The main issues the evaluation will address are as follows:

Enrollment/Withdrawal

• What was/is the difference in school enrollment/
withdrawal  in Brasília before and after the program started?

• What is the difference in the number of children
abandoning school since the program started (in general
and within the program)?

• How does program participants’ class attendance compare
to that of nonparticipants?

LESSON 8:
INTRODUCTION TO RESEARCH DESIGN
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Performance

• What was/is the difference in students’ performance at the
end of the school year before and after the program started?

• How does program participants’ performance compare to
that of nonparticipants?

Research Design
Research design refers to the strategy to integrate the different
components of the research project in a cohesive and coherent
way. Rather than a “cookbook” from which you choose the best
recipe, it is a means to structure a research project in order to
address a defined set of  questions (Trochim and Land, 1982).
Considering the nature of the “Bolsa-Escola” program, types
of research design, and specific strengths of the major quasi-
experimental designs, we decided to adopt the
regression-discontinuity design. The major assumptions of this
design and its relation to our case study are:
The Cutoff Criterion.  Children and their families are assigned
to the program based on a defined socioeconomic scale, creating
two distinct groups:  a) children belonging to low-income
families (program group) who, therefore, will receive financial
support (treatment);  and b) children belonging to families
above this income level who, therefore, will not receive any
additional benefit (control).
The Pre-Postprogram Measures. The major sources of informa-
tion for both issues— enrollment/withdrawal/attendance and
students’ performance—are official school records. Comple-
mentary data come from application forms and initial
interviews with parents before the child/family is formally
enrolled in the program. For both issues, two dimensions are
considered before and after the program was implemented, as
well as during implementation of the program (program group
versus control group).
Statistical Issues.  We will assume that the requirements
regarding the statistical model are fully met, including statistical
power (42,000 children enrolled in the program).
Program Implementation.  We will assume that the program is
implemented according to the guidelines and there is no major
delivery discrepancy.
The figure expresses the regression-discontinuity design in
notation form. The letter “C” indicates that groups are assigned
by means of cutoff (not randomly); the “O” indicates “pre-
postprogram” measures, and the “X” indicates the treatment.
The first line refers to the program group and the second to the
control group.

Why Mixed-Method
Though regression-discontinuity is strong in internal validity
and can parallel other non-equivalent designs in terms of
validity threats, interpretation of results might be difficult.
Outcomes might be the result of combined effects of factors
(e.g. better training of  teachers, improvement in school facilities)
that are not exactly related to the program per se. Depending on
the statistical results, it might also be difficult to assess the
efficacy of the program. Adding qualitative flesh to the quantita-
tive bones is a good strategy to overcoming some of these
problems.

Among the purposes for mixed-method evaluation design,
Green et al. (1989) highlight five major ones that might enhance
the evaluation as follows:
Triangulation. tests the consistency of  findings obtained
through different instruments. In the case study, triangulation
will increase chances to control, or at least assess, some of the
threats or multiple causes influencing our results.
Complementarity clarifies and illustrates results from one
method with the use of another method. In our case, in-class
observation will add information about the learning process
and will qualify the scores and statistics.
Development results from one method shape subsequent
methods or steps in the research process. In our case, partial
results from the preprogram measures might suggest that other
assessments should be incorporated.
Initiation stimulates new research questions or challenges
results obtained through one method. In our case, in-depth
interviews with teachers and principals will provide new insights
on how the program has been perceived and valued across sites.
Expansion provides richness and detail to the study exploring
specific features of each method. In our case, integration of
procedures mentioned above will expand the breadth of the
study and likely enlighten the more general debate on social
change, social justice, and equity in Brazil and the role of the
public and private sector in this process.
In sum, the examination of this case study helps us see that a
research strategy integrating different methods is likely to
produce better results in terms of quality and scope. In
addition, it encourages us to probe the underlying issues
assumed by mixed-method. Two of  them are professionals
with broader technical skills and financial resources to cover
“extra” activities.
Mixed-method is a way to come up with creative alternatives to
traditional or more monolithic ways to conceive and implement
evaluation. It is likely that these alternatives will not be able to
represent radical shifts in the short run. However, they are a
genuine effort to be reflexive and more critical of the evaluation
practice and, ideally, more useful and accountable to broader
audiences.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

Research Design
• Operationalism

• Choosing an operational definition
• Experimental and non-experimental designs

• Non-experimental designs
• Experimental designs

• Internal and external validity
• Threats to internal validity
• Threats to external validity

• Between groups Vs repeated measures designs
• Ethical issues

Operationalisation
Before a study can begin, a fundamental question must be dealt
with: How do I measure what I am interested in studying? It is
all well and fine to hypothesise a relationship between similarity
and attraction, or between a therapeutic program and mental
illness, but your ability to provide evidence for such hypotheses
will remain at a stand-still until you are able to measure the
constructs involved.
Psychologists research things that are usually quite abstract:
intelligence, attraction, aggression, mental health, and similarity,
for example. We call these “constructs” or “psychological
constructs”. One of the first tasks that a researcher must face is
the translation of these abstract, vague, squishy constructs into
something specific, concrete, and ultimately, observable and
therefore measurable. We refer to this as the process of
operationalisation. There are no hard and fast rules about how
to operationalise a construct as there are many different
components to the decision process. These include what is
possible given your area of  study, what will be most convincing
to the readers of your research, and what you can do given the
resources (time, personnel) available.
In some cases, operationalisation is quite simple and there is no
controversy or ambiguity. Concrete constructs such as gender,
birth order, weight, and shoe size are easily and
uncontroversially measured. But even so, they still need to be
operationalised. But most of the constructs of interest to
psychologists are not so clear cut. Suppose, for example, we
wanted to examine the effectiveness of a new educational
television program aimed at reducing childhood aggression.
The plan is to show one group of children in a classroom the
program and not show it to another group. To examine
whether or not exposure to this program has an effect on
childhood aggression, we need to measure how aggressive a
child is. How would we go about measuring how aggressive a
child is?

Fortunately, there are many different ways that this could be
accomplished. For example, as shown in Figure 2.1, we could
actually observe the childÕs behaviour in the classroom for a
period following exposure to the program and count up the
number of  aggressive acts (eg., punching, teasing, name calling)
we see in the two hours after the program. Or we could have
the childÕs teacher or parents rate the childÕs aggressiveness
on some scale (say 1 to 7) each day after being exposed or not to
the program. The higher the rating, the higher is the aggressive-
ness of  the child. We could have all the children in the
classroom nominate the 5 “meanies” in the class and count the
number of  times each child is nominated. We could place each
child in some artificial social situation where he or she is given
an opportunity to strike or punch a doll and observe if  the
child does lash out in this situation (“test situation” in Figure
2.1). We could tally up the number of  times the child is sent to
the school headmaster or principal for abusing another child. So
there are lots of  ways of  operationalising childhood aggressive-
ness. Now that we have come up with ways of measuring the
construct, we can select the one or ones that seem best suited
for our circumstances.

The Operationalisation of Constructs
It is worth continuing with another example. Suppose we want
to measure how depressed a person is. How might we do this?
There are many ways. We could ask the person if  they are
depressed (yes or no) or to rate his or her depression on a 1 to 7
scale. We could ask the personÕs parents or friends if  he or she
could be characterised as depressed. We could have the person
evaluated by a clinical psychologist to see if the person exhibits
clinical signs of  depression. We could have the person take a test
such as the Beck Depression Inventory (a standardised self-
report questionnaire designed to measure depression). We
could ask the person how many events he or she recently
experienced that we know often precede depression (such as the
loss of  a job, death of  a friend, failing an exam). We could
examine how much of a neurotransmitter called serotonin the
person has (depressed people tend to have deficiencies in this
neurotransmitter). We could evaluate glucose metabolism with
a technique called Positron emission tomography (depressed
people often donÕt metabolise glucose very actively). The
important thing that you should see is the operational defini-
tions turn the vague construct into something that can be
measured and therefore quantified. We canÕt observe depres-
sion directly and therefore it canÕt be directly measured, but we
can indirectly measure it if it is appropriately operationalised.
LetÕs try another example to make sure that the point is clear.
Suppose you are studying the effects of praise on the attractive-
ness of a person to others. That is, you propose that people
who have just been given positive information about them-
selves will be perceived as “attractive to others” through some
mechanism. For this study, your participants take a test in some
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area important to them. Half of the participants are then
told that they did very well on the test. Indeed, they are told
that they scored in the top 5% of all people who have ever
taken this test. The other half of the participants are not
given any feedback about their performance. Following this,
each participant is asked to engage in a 10-minute cooperative
task with a stranger to the participant (the stranger is also a
participant in the study!). You predict that participants who take
the test and are then given positive feedback about themselves
will be perceived as more attractive to the stranger.
Now, how might you measure “perceived attractiveness”? You
could directly ask the stranger how attracted he or she was to the
participant. You could ask this question quite vaguely and
perhaps get a rating from 1 to 7. Or you could have the stranger
rate the person on a variety of personality dimensions that vary
in how well they capture the overriding psychological construct
of “attractiveness to others”. An “adjective checklist” such as
“honest”, “pleasant”, “positive”, “irritable”, “gloomy”,
“unpleasant to be with” could be responded to on a scale from
1 to 7 where higher scores indicate more of this construct.
Perceived attractiveness could be measured as the sum of the
ratings on the “good” characteristics minus the sum of the
ratings on the “bad” characteristics. In such a variety of
adjectives we would also consider a number of other things
such as an equal number of positive and negative descriptors.
You could actually measure the amount of  time during the 10-
minute interaction the stranger spends looking at the participant
(we tend to look more at people we are attracted to). Or you
could videotape the whole interaction and have a set of
observers watch the tape and judge how attracted the stranger is
to the participant.
We are going to compare one group of  people who get positive
feedback and one group that does not get positive feedback.
The thing that we are manipulating here is “positive feedback”.
One group gets it (and is therefore referred to as the “Experi-
mental group” and one group does not (and therefore referred
to as the “Control group”). Notice that “positive feedback” is
also a psychological construct and also needs to be
operationalised. We have operationalised “positive feedback”
here as giving participants in the experimental group the
information that they scored in the top 5% of the people who
have ever taken this test. The participantsÕ actual score is
irrelevant. Each participant is given the same information about
their performance and they are given the information in a way
that is likely to ensure that the participant actually believes the
information. It would be no good if some participants caught
on that this was all a ruse. In this case, your manipulation
would not have worked and the whole logic behind the study
would collapse.
You might find it worthwhile to think up a number of
operationalisations for the following constructs,: shyness, anger,
happiness, and impatience. You will probably find that, first of
all, almost anything can be operationalised if you try hard
enough. Second, you will probably be surprised at how easy it is
to come up with operational definitions of some constructs,
while others are more difficult. Third, you will probably find
that it is fun to do this. The translation of constructs into

operational definitions is one place where creativity enters the
scientific process.
Keep in mind as you work through this unit and others in your
student career that one of the major difficulties students of
psychology often have is losing sight of the fact that ultimately
we are NOT interested in the specific operationalisations of the
things we are studying. What we are interested in is the con-
structs the operationalisations represent. Because most
constructs can be measured in lots of different ways, the
research findings will mostly likely depend on the
operationalisation used and how well the operationalisation
“maps on to” the construct. Whether or not the
operationalisation is a good representation of the construct will
in many ways make or break a study, as described next.

Choosing an Operational Definition
As I illustrated above, there are often many different ways of
operationalising a construct. A question then presents itself:
Which operational definition should I use? There are three
broad answers to this question.
First, you should use the definition or definitions that work for
you, depending on the resources you have or to which you have
access. Some operational definitions produce data quite easily
and nearly anyone can use them. Self-reports are an example. It
is fairly easy to get someone to fill out a questionnaire or answer
a series of questions, and unless you are studying animals or
infants, nearly anyone can answer a set of questions orally or in
writing. Other operationalisations might be more difficult for
you to use. For example, you may not have the money to hire
one or more clinical psychologists to evaluate every participant in
your depression study. Or you may not have convenient access
to a clinical psychologist. Also, this kind of  data collection
would take considerable time (at a minimum, about 1 hour per
participant just to get the measurement of depression).
Similarly, not everyone has access to the medical equipment
required to measure physiological markers of depression such
as glucose metabolism.
Second, you should use the operational definition or defini-
tions that will be convincing to critics, journal reviewers, or
others who will be evaluating your research. Self-report mea-
surement of constructs, for example, while quite common in
psychological science, is fraught with difficulties. There is
considerable debate as to how much insight we have into our
own mental processes, how good our memory is for past
events, and whether we can and do answer questions about
ourselves honestly and unbiasedly (of course, if you are
interested in studying such biases, that isnÕt a problem). So a
critic might be able to criticise your study on the grounds that
the self-report measure you used to operationalise your
construct isnÕt a convincing one. As described below, youÕd
be criticised of  using a measure low in validity. If  a critic argues
against the validity of your measurement, then he or she will
necessarily evaluate your research as poor. Thus, it is often a
good idea to use operationalisations that have been used by
other people before. This way, you can always invoke precedent
in your defence if  someone criticises your methodology. (Of
course, it is possible that what has been done in the past is less
than ideal and subject to criticism as well!).
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Third, if at all possible, you should use more than one
operationalisation. Each operational definition is likely to be
incomplete, capturing only one small part of the meaning of
your construct. By using more than one operational definition,
you will be able to better cover the richness and complexity of
your construct. You will also then be able to compute a measure
of the reliability of your measurement, which is sometimes
important (see below). During data analysis, you may aggregate
your measurements on the different operationalisations (like
adding them up) or you may choose to analyse them separately.
If you choose the latter, you will be in a good position,
perhaps, to offer what is called “converging evidence” for
your findings. Suppose you find, for example, that after
exposure to the television program aimed at reducing aggres-
sion in children, the children in that group are perceived as less
aggressive by their parents, make fewer disciplinary visits to the
headmaster, are nominated less frequently by their classmates as
“meanies,” and actually engage in fewer aggressive acts in the
classroom than the children who arenÕt exposed to the
television program. These four findings provide converging
evidence for any claims made about differences between our
groups of children. A critic would be less able to argue that our
results are due to poor measurement because we got the same
result on several reasonable operationalisations of our con-
struct.
Remember that one of the philosophies underlying psychologi-
cal science is the “Inexistence of  proof.” More importantly, I
noted that no single study ever proves anything. Instead, each
study gives us one small piece in a large and complex puzzle. It
is now easier to see why this is true. Because there are many
ways of operationalising constructs being studied, it is always
possible that any results found may be specific only to that
single operationalisation, and that had a different
operationalisation been used, a different result may have been
found. This is always a possibility. For this reason, we often
engage in what is called “conceptual replication.” This means
that we sometimes repeat studies that others have done (or that
we did ourselves earlier) but changing slightly the methodology,
such as how the constructs are operationalised. If there were any
“truth” to the original finding, weÕd hope to get the same
result even though weÕve altered the methodology. Of  course,
it is possible that weÕd get a different result. Such discrepancies
could be due to a number of sources, including the complexity
of  the phenomenon under study. Regardless, through the
conceptual replication of research results, we can get a sense for
how generalisable a finding is, whether the phenomenon found
should be trusted as “real” or an artefact of the methodology
used (such as how the constructs were operationalised).
Conceptual replications are another way of generating converg-
ing evidence for a claim made about human behaviour from
research results.

Experimental and Non-Experimental
Designs
Research can be classified into one of two broad categories.
Each has advantages and disadvantages.

Non-Experimental Designs
Perhaps the simplest design is the correlational design or

quasi-experimental design. A study qualifies as correlational
if the data lend themselves only to interpretations about the
degree to which certain things tend to co-occur or are related to
each other. For example, a social psychologist might be
interested in the degree to which children who watch violent
television shows tend to aggress at their classmates on the
playground. To conduct this study, a set of  children are
observed for a period of  one month by a set of  trained
observers, who record the number of  violent acts the child
engages in (e.g., hitting another child). Each childÕs parent is
asked to answer a set of questions about which television
shows the child has been exposed to in the last month. Of
interest in this part of  the data collection phase is how many,
and how often, certain television shows watched by the child in
the last month were classified by the Australian rating system as
containing violence. At the end of the data collection, the
research would have recorded for each child a number reflecting
his or her violence on the playground, and a number reflecting
the amount of violence the child is exposed to on television.
Of interest to the investigator is whether violent behaviour
(high “scores” on the measure of playground violence) tends to
occur more so in children with high “scores” on the measure of
exposure to television violence (and vice-versa with low “scores”
being paired with low scores). If  so, we can say that exposure to
violent television is correlated positively with actual violent
behaviour.
The major advantage of correlational designs is that they are
typically fairly easy to conduct. The major disadvantage of
correlational designs is that they leave the actual reason for the
associations found quite unclear. Suppose, for example, that
there was a positive correlation between exposure to violent
television and violence on the playground. You might be
tempted to conclude that exposure to violent television causes
children to be aggressive and violent. But such a conclusion is
completely unwarranted. Rarely does a correlational study allow
inferences about cause and effect. In this case, there are many
other possible explanations for the relationship. For example,
perhaps children with parents who neglect and physically abuse
them just plop them in front of the TV at night, when the
violent shows tend to be on. These children may have learned
from the parentsÕ abuse and neglect that aggression and
violence are acceptable ways of relating to others, and so they do
it on their own around their classmates. In such a case, the
obtained association between exposure to violent television and
actual violent behaviour may be spurious. That is, a third
variable Ñ parental neglect and abuse cause them both. Another
possible explanation is that children who tend to be violent, for
whatever reason, tend to prefer watching violent television
shows. It isnÕt that the violent television causes the violent
behaviour. Instead, some children are dispositionally violent
(that is, due to personality or genetics Ð also Ôthird variablesÕ)
and it is this that determines both the preference for violent TV
shows and the playground aggressiveness.
In spite of these problems, correlational studies are quite
common and popular. This is probably because the discovery
of  association suggests the possibility of  cause (the second
bullet point given in Chapter 1). That is, while the fact that two
things are correlated doesnÕt allow us to directly infer causa-
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tion, if the two things are causally related, they must be
correlated. So showing correlation can be a useful first step
toward demonstrating causation.

Internal and External Validity
When we conduct experiments, our goal is to demonstrate
cause and effect relationships between the independent and
dependent variables. We often try to do it in a way that enables
us to make statements about people at large. How well we can
do this is referred to as studyÕs generalisability. A study that
readily allows its findings to generalise to the population at large
has high external validity. To the degree that we are successful
in eliminating confounding variables within the study itself is
referred to as internal validity. External and internal validity are
not all-or-none, black-and-white, present-or-absent dimensions
of  an experimental design. Validity varies along a continuum
from low to high.
One major source of confounding arises from non-random
patterns in the membership of  participants in the study, or
within groups in the study. This can affect internal and external
validity in a variety of ways, none of which are necessarily
predictable. It is often only after doing a great deal of work that
we discover that some glitch in our procedures or some
oversight has rendered our results uninterpretable.

ThreatstoInternalValidity
There are many different ways that the internal validity of a
study can be threatened or jeopardised. A list and brief
comment of some of the more important ones are given
below.
Selection bias: Occurs when more of one type of person gets
into one group for a study. For example, the people who return
your questionnaire may be different, in some important way, to
the people who did not return your questionnaire. The
students who volunteer for your project might be different to
the ones who do not volunteer (for example, more altruistic,
more achievement oriented, more intelligent). Do these
variables have an effect on the thing you are trying to measure?
We usually do not know.
Drop-out: More of one type of person may drop out of one
of the groups. For example, those less committed, less
achievement-oriented, less intelligent.
History: Events that happen to participants during the research
which affect results but are not linked to the IV. In an extended
study comparing relaxation to no relaxation on headache
occurrence, those in the no relaxation condition sought out
other means of  reducing their headache occurrence (e.g. took
more pills).
Reliability of measures and procedures: Unreliable
operationalisations of constructs, or inconsistency in giving
instructions to participants, or training to assessors can
invalidate the study.
Using a design of low power: In particular, a small sample
size may have insufficient power to detect a real effect even if it
is there. As a result, the researcher claims the manipulation had
no effect when in fact it does; he just couldnÕt pick it up. As
well, different statistical tests have varying sensitivity to detect
differences.

Order effects: If we measure something over a series of trials,
we might find that a change occurs because our participants are
becoming bored, tired, disinterested, fatigued, less motivated
than they were at the beginning of the series. “Counterbalanc-
ing” is a way of overcoming this problem in repeated measures
designs.
Multiple tests of significance: The more significance tests
(Chapter 6) you conduct on the one set of data, the more likely
you are to claim that you made a significant finding when you
should not have. You will be capitalising on chance fluctuations.

ThreatstoExternalValidity

Two Types of External Validity Follow
Population validity: to what population can you generalise the
results of the study? This will depend on the makeup of the
people in your sample and how they were chosen. If you have
used young, white middle class, above average intelligence,
Western students as your subjects, can you really say your results
apply to all people?
Ecological validity: laboratory studies are necessarily artificial.
Many variables are controlled and the situation is contrived. A
study has higher ecological validity if it generalises beyond the
laboratory to more realistic field settings.

Between Groups vs Repeated Measures
Designs
The distinction between a “Between groups” comparison and a
ÔRepeated measuresÕ comparison is a very important one. Ray
devotes two chapters to discussing the various design features
of these two approaches. The decision to use a between groups
design rather than a repeated measures design has major
ramifications for how participants are selected and allocated,
how data is entered into SPSS, and what analyses are conducted.
In fact, the whole economics of the research design is affected.

A “Between Groups Research Design” is Defined As
“a design that uses a separate sample of individuals for each
treatment condition.”
The main thing to look for is whether the data come from the
same sample of people or whether different people provided
the data. The definition assumes that exactly the same depen-
dent variable (DV) is being measured in each treatment
condition.

A “Repeated Measures Research Design” is Defined
As
“a design in which a single sample of subjects is used for each
treatment condition.”
This definition is again only meaningful if the two sets of
scores represent measures or observations of  exactly the same
thing. Therefore exactly the same test needs to be given at both
times or under both conditions. Sometimes this is easy with a
task for which practice has no effect (perhaps reaction time,
physiological responses) but obviously has problems on most
psychological measures. Fatigue, boredom, and practise effects
have to be overcome if one wants to use a repeated measures
design.
Repeated measures designs come in three main forms. One is
the situation in which each person is assessed at two (or more)
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different time points. For example, measuring sensation
seeking at age 12, at age 20, and again at age 28. Another
situation is when each person is assessed under different tasks.
For example, the same group of people might be assessed for
reaction time when the stimulus is a real word versus when the
stimulus is a nonsense word, versus when the stimulus is a
picture.
The third situation is discussed in more detail in a later section
and in Howell (p. 187) and Ray (pp. 225-230). It refers to the
special case of using two separate groups of individuals but
matching pairs of individuals so that each pair is as similar as
possible on some dimension. In this case we treat the design as
if it were a repeated measures design even though separate
groups of individuals are used.

A “Matched Samples Design” is Defined As
“a design in which each individual in one sample is matched
with an individual in the other sample. The matching is done
so that the two individuals are equivalent (or nearly equivalent)
with respect to a specific variable that the researcher would like
to control.”

Ethical Issues
Ethical issues are very important in research these days. Univer-
sities are required by law to have Human (and Animal) Ethics
Committees which vet and oversee all research that is conducted
under the UniversityÕs name. Their main responsibility is to
check for issues in the study that might interfere with a
participantÕs right to not participate, or with possible harm,
deception, or embarrassment to participants.
A major issue is that potential participants are clearly informed
about what they are agreeing to participate in. Also, even if  a
participant agrees to participate they have the right to withdraw
their participation at any time without prejudice. These two
issues need to be spelt out on the Consent form.
Consider the earlier example in which we deliberately gave false
feedback to participants so that we could manipulate their sense
of success. This study therefore required deception of the
participants. This has ethical implications as to whether the
information gained is worth subjecting people to such decep-
tion. For the study to be approved by a Research Ethics
committee, you would have to debrief the participants after-
wards. You would also have to nominate a source of
counselling or assistance if a participant was adversely affected.
It might be unlikely, but consider what might happen if  only
one person is “psychologically” injured by believing they scored
in the top 5% of the population and are later told that it was all
a lie. What might they do to themselves? What effect might it
have on later behaviour or relationships? So consent forms also
need to have names and contact numbers for a participant who
might later have trouble dealing with this. Notice the difficulty
of clearly informing the potential participant about the study
without telling them about the deception manipulation. Ethics
committees need to see a very good reason for deception before
they will allow it. They will on occasions but the benefit of the
information obtained needs to clearly outweigh the risks
associated with deception and considerable care has to be taken
to prepare for problems that might occur.

As another example of an ethical issue, consider the other
previous example in which the researcher was interested in
whether exposure to violent TV programs increases aggressive-
ness. Perhaps as a consequence of our exposure some child
starts a fight and hurts another child or gets hurt themselves.
This might have further consequences in terms of shame or
embarrassment, social isolation, or altered relationships with
parents, teachers, and friends. Obviously the researcher and the
Ethics Committee should anticipate such problems and take all
the precautions they can.

Experimental Designs
An alternative to the correlational design is the experimental
design, or true experiment. The major advantage of an
experimental design is that, if properly conducted, it can
demonstrate causality. In the example above, we have no way of
knowing whether children who watch more violent television
differ in some fundamental way (say, in terms of  disposition or
parental upbringing) from children who donÕt watch violent
television. These differences may be the ultimate reason why the
children differ in how aggressive they are in the playground. In
an experiment, we can get around this problem in two ways.
First, we could actually manipulate how much violent televi-
sion each child was exposed to. Some children in the experiment
could be exposed to violent television (the experimental
group), while others may be exposed to no violence at all (the
control group). So, one feature that distinguishes an experi-
mental study from a correlational study is the degree to which
the researcher manipulates exposure to the independent
variable (in this case, exposure to violent TV). Second, to
eliminate the possibility that children who are exposed to
violent television may differ in some way from those who are
not (such as age, disposition, upbringing), we would randomly
assign children to each of the two conditions in the experiment
(exposure or no exposure). After the experimental manipula-
tion, we would then observe the children in a context in which
they could display aggression (like we did in the correlational
study perhaps). If children exposed to violent television
aggressed more than children not exposed to violent television,
and all other confounding variables were eliminated as
possible explanations for this difference, then we could indeed
say that it was the violent television that caused the increased
violence. These two features, manipulation of the independent
variable and random assignment of participants to the condi-
tions or levels of the independent variable, are what distinguish
true experiments from correlational studies. In the absence of
these two features, the study is not a true experiment.
While experiments are quite useful for demonstrating cause and
effect relationships, they suffer from some major disadvan-
tages. First, good experiments are difficult to conduct. They
require a lot of human energy and resources. Second, it takes a
lot of  ingenuity, cleverness, and experience to design experi-
ments well. Third, experiments often take the behaviour we are
interested in out of context. This sometimes produces
considerable artificiality and some question how readily we can
generalise any findings to other contexts. Finally, in some
contexts, there are questions as to how ethical it is to manipu-
late peopleÕs exposure to the things being studied. For
example, if we really believed that exposing children to violent
TV does increase aggressiveness are we justified in deliberately
exposing such children to the violence?
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Objective
The Objective of this lesson is to give you insight in to:

• Problem definition
• Literature review
• Selection of research design, subjects and data collection

technique(s)
• Data gathering
• Data processing and analysis
• Implications, conclusions and recommendations
In order to make a decision on a given course of action and
choose between several alternatives, the decision-maker must
clearly recognize the problem to be solved or opportunity to be
seized. S/he will then have to determine the information that is
already available and what further information is required as well
as the best approach for obtaining it. Finally, the information
obtained must be assessed objectively to help inform the
decision. This systematic approach to decision-making is
referred to as the research process.
The research process involves six distinct phases, although they
are not always completely linear, since research is iterative (earlier
phases influence later ones, while later ones can influence the
early phases). Perhaps one of the most important characteristics
of a good researcher is the unwillingness to take shortcuts, to
rush through the research. It is important to keep an open
mind to recognize changes that must be accommodated to
ensure the reliability and validity of the research.

The Six Phases Are

1. Problem definition
2. Literature review
3. Selection of research design, subjects and data collection

technique(s)
4. Data gathering
5. Data processing and analysis
6. Implications, conclusions and recommendations

Problem Definition
Although research reports state the objectives or purpose of the
research early on, this is not always the starting point. Often,
considerable analysis of historical data or secondary information
has been undertaken to help define in very clear and precise
terms what is the problem or opportunity. Apparently, Albert
Einstein went so far as to say that “the formulation of a
problem is often more essential than its solution”! Sometimes,
exploratory research is required to help in the formulation of
the research problem.
After an introduction which describes the broader context
within which the research should be situated, it is important to
state the objectives or purpose pursued by the research itself.

Often, this is a fairly broad or general statement as well. For
instance, in the paper “Not in my backyard: Toronto Resident
Attitudes toward Permanent Charity Gaming Clubs”, the
purpose of the research is given as: “The following study is an
attempt to provide a more meaningful and defensible measure
of public opinion”. This is a fairly vague statement and should
have been followed up with a much more precise research
question (in question format) or problem statement (a re-
wording of the research question into a statement format). For
example “What is the attitude of  Toronto residents toward
permanent charity gaming clubs?”; (research question) or “This
study is designed to determine the attitude of  Toronto
residents toward permanent charity gaming clubs”; (problem
statement).
Indeed, the research question could have been broken down
further, into subproblems. For instance, “Are there differences
in attitude based on age, education and gender?”; or “What are
the primary reasons for residents approving or disapproving of
permanent charity gaming clubs?”; These subproblems form
the nucleus of the research itself and must be directly addressed
by the research instrument.
At this point in time it is important to inform the reader about
the breadth or scope of  the study, in our particular case this
includes Toronto residents (the term “Toronto” should
probably be defined to ensure a common understanding as to
the geographic boundaries) and questions pertaining to
permanent casinos and VLTs (but not bingo halls or lotteries,
for instance). This scope might be considered to be too broad
in nature, and so the researcher can impose limitations or
restrictions on the study that make it more doable. As an
example, this study was limited to respondents aged 19 or
older. Other limitations may have to be imposed on the study
due to cost or time constraints or accessibility to respondents.
This type of limitation should NOT be confused with
methodological limitations, which are addressed as part of the
methodology of  the study.
All research is based on a set of assumptions or factors that are
presumed to be true and valid. For instance, it is generally
assumed that respondents will reply honestly and accurately as
far as they are able to do so. By stating these assumptions up
front, the researcher reduces potential criticism of the research,
but without them, the research itself would not be possible. If
you thought that respondents would lie, why would you
bother doing the research?
In formal research, the researcher will provide an educated guess
regarding the outcome of  the study, called hypothesis (note that
the plural form is hypotheses!). The “educated guess” comes
from the related literature. You can also think of  hypotheses as
the expected answer to the research question and each of the
subproblems. The research will test the hypotheses, proving
them to be either valid or correct, or invalid/incorrect. Some-

LESSON 10:
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times, researcher will also state that a hypothesis tested positive
(valid) or negative (incorrect). It does not matter whether you
correctly predict the outcome of the research or not, since
rejecting a hypothesis does not mean that the research itself is
poor, but rather that your research has results that are different
from what the related literature led you to believe should have
been expected.
In the case of industry research, once the manager has defined
the problem for which s/he needs a solution, and has deter-
mined that the information required cannot be obtained using
internal resources, an outside supplier will likely be contracted
based on a Request for Proposal.

The Request for Proposal (RFP)
The request for proposal (RFP) is part of a formal process of
competitively tendering and hiring a research supplier. If the
process is undertaken by a public sector organization or large
corporation, the process can be extremely strict with set rules
regarding communication between client and potential suppli-
ers, the exact time when the proposal must be submitted, the
number of copies to be provided, etc. Proposals that required
thousands of hours of preparation have been refused for being
one minute late (see this article)!
The RFP usually sets out the objectives or client’s information
requirements and requests that the proposal submitted by the
potential supplier include:
1. A detailed research methodology with justification for the

approach or approaches proposed;
2. Phasing or realistic timelines for carrying out the research;
3. A detailed quotation by phase or task as well as per diem

rates and time spent for each researcher participating in the
execution of the work;

4. The qualifications of each participating researcher and a
summary of other projects each person has been involved
in to demonstrate past experience and expertise

The client should provide the potential suppliers with the
criteria for selection and the relative weight assigned to each one,
to assist suppliers in understanding where trade-offs might
need to be made between available budget and importance.
These criteria also allow the supplier to ensure that all areas
deemed important by the client have been addressed as part of
the proposal.
At times, clients ask a short-listed number of suppliers to
present their proposed methodology during an interview,
which allows for probing by the client but also discussion as to
the advantages and disadvantages associated with the research
design that is proposed

Literature Review
Knowledge is cumulative: every piece of research will contrib-
ute another piece to it. That is why it is important to commence
all research with a review of the related literature or research, and
to determine whether any data sources exist already that can be
brought to bear on the problem at hand. This is also referred to
as secondary research. Just as each study relies on earlier work, it
will provide a basis for future work by other researchers.

The literature review should provide the reader with an
explanation of the theoretical rationale of the problem being
studied as well as what research has already been done and how
the findings relate to the problem at hand. In the paper “Not in
my backyard: Toronto Resident Attitudes toward Permanent
Charity Gaming Clubs”, Classen presented the context of the
current gaming situation, the Canadian and local gaming scene
including theories as the acceptance of gaming and its future, as
well as studies regarding the economic and social issues relating
to gaming and how these affect residents’ opinions. It is most
helpful to divide the literature into sub-topics for ease of
reading.
The quality of the literature being reviewed must be carefully
assessed. Not all published information is the result of good
research design, or can be substantiated. Indeed, a critical
assessment as to the appropriateness of the methodology
employed can be part of  the literature review, as Classen did
with the Bradgate Study on Public Opinion.
This type of secondary research is also extremely helpful in
exploratory research .  It is an economical and often easily
accessible source of background information that can shed light
on the real scope of the problem or help familiarize the
researcher with the situation and the concepts that require
further study.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Problem definition
• Literature review
• Selection of research design, subjects and data collection

technique(s)
• Data gathering
• Data processing and analysis
• Implications, conclusions and recommendations

3. Research Design, Data Collection
Techniques and Selection of Subjects

Once the problem has been carefully defined, the researcher
needs to establish the plan that will outline the investigation to
be carried out. The research design indicates the steps that will
be taken and in what sequence they occur.
There are two main types of research design:
1. Exploratory research
2. Conclusive research itself subdivided into
• Descriptive research and
• Causal research
Each of these types of research design can rely on one or more
data collection techniques:
1. Primary research

Observation technique
Direct communication with subjects, e.g. survey  technique,
interview or projective methods
1. Secondary research, which essentially means reviewing

literature and data sources, collected for some other
 purpose than the study at hand.

Irrespective of the data collection technique used, it is critical
that the researcher analyze it for its validity and reliability.

Another critical consideration in determining a study’s method-
ology is selection of subjects. If the researcher decides to study
all elements within a population, s/he is in fact conducting a
census. Although this may be ideal, it may not be very practical
and can be far too costly. The alternative is to select a sample
from the population. If  chosen correctly, it is considered to be
representative of the population. In this case, we are dealing
with one of the probability sampling techniques. If the sample
is not representative, then one of the non-probability sampling
techniques was employed.
When research is written up as a part of a newspaper article,
there should always be an indication as to the methodology
employed, as is the case with the attached article at the last of
this lecture.

LESSON 11:
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Conclusive Research
As the term suggests, conclusive research is meant to provide
information that is useful in reaching conclusions or decision-
making. It tends to be quantitative in nature, that is to say in the
form of numbers that can be quantified and summarized. It
relies on both secondary data, particularly existing databases that
are reanalyzed to shed light on a different problem than the
original one for which they were constituted, and primary
research, or data specifically gathered for the current study.

The purpose of conclusive research is to provide a reliable or
representative picture of the population through the use of a
valid research instrument. In the case of formal research, it will
also test hypothesis.
Conclusive research can be sub-divided into two major catego-
ries:
1. Descriptive or statistical research, and
2. Causal research

Descriptive Research
Descriptive research or statistical research provides data about
the population or universe being studied. But it can only
describe the “who, what, when, where and how” of  a situation,
not what caused it. Therefore, descriptive research is used when
the objective is to provide a systematic description that is as
factual and accurate as possible. It provides the number of
times something occurs, or frequency, lends itself  to statistical
calculations such as determining the average number of
occurences or central tendencies.
One of its major limitations is that it cannot help determine
what causes a specific behaviour, motivation or occurrence. In
other words, it cannot establish a causal research relationship
between variables.
The two most commonly types of descriptive research designs
are:
1. Observation and
2. Surveys

Causal Research
If the objective is to determine which variable might be causing
a certain behaviour, i.e. whether there is a cause and effect
relationship between variables, causal research must be under-
taken. In order to determine causality, it is important to hold
the variable that is assumed to cause the change in the other
variable(s) constant and then measure the changes in the other
variable(s). This type of research is very complex and the
researcher can never be completely certain that there are not other
factors influencing the causal relationship, especially when
dealing with people’s attitudes and motivations. There are often
much deeper psychological considerations, that even the
respondent may not be aware of.
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There are two research methods for exploring the cause and
effect relationship between variables:
1.    Experimentation, and
2.    Simulation

Experimentation
One way of establishing causality between variables is through
the use of experimentation. This highly controlled method
allows the researcher to manipulate a specific independent
variable in order to determine what effect this manipulation
would have on other dependent variables. Experimentation
also calls for a control group as well as an experimentation
group, and subjects would be assigned randomly to either
group. The researcher can further decide whether the experiment
should take place in a laboratory or in the field, i.e. the “natural”
setting as opposed to an “artificial” one. Laboratory research
allows the researcher to control and/or eliminate as many
intervening variables as possible. For example, the restaurant
décor could possibly influence response to a taste test, but a
neutral setting would be seen as eliminating this extraneous
variable.
In the hospitality and tourism industries, experimentation is
used relatively rarely, except perhaps in test marketing a new or
revised product or service.
The experimental design is conclusive research that is primary
research in nature. Experimentation is a quantitative research
technique, but depending on how the experiment is set up, it
may relate more to observation than direct communication .

Simulation
Another way of establishing causality between variables is
through the use of simulation.
A sophisticated set of mathematical formula are used to
simulate or imitate a real life situation. By changing one variable
in the equation, it is possible to determine the effect on the
other variables in the equation.
In the hospitality and tourism industries, computer simulation
and model building is used extremely rarely. Its use tends to be
limited to a few rare impact and forecasting studies.
The simulation design is conclusive research that is secondary
research in nature. Simulation is a quantitative research tech-
nique.

Primary Research
In primary research, data is collected specifically for the study at
hand. It can be obtained either by the investigator observing the
subject or phenomenon being studied, or communicating
directly or indirectly with the subject. Direct communication
techniques include such qualitative research techniques as in-
depth interview, focus group and projective techniques, and
quantitative research techniques such as telephone, self-
administered and interview surveys.

Observation
Observation is a primary method of  collecting data by human,
mechanical, electrical or electronic means. The researcher may or
may not have direct contact or communication with the people
whose behaviour is being recorded. Observation techniques can
be part of qualitative research as well as quantitative research

techniques. There are six different ways of  classifying observa-
tion methods:
1. participant and nonparticipant observation, depending on

whether the researcher chooses to be part of the situation
s/he is studying (e.g. studying social interaction of  tour
groups by being a tour participant would be participant
observation)

2. obtrusive and unobtrusive (or physical trace) observation,
depending on whether the subjects being studied can detect
the observation (e.g. hidden microphones or cameras
observing behaviour and doing garbage audits to determine
consumption are examples of  unobtrusive observation)

3. observation in natural or contrived settings, whereby the
behaviour is observed (usually unobtrusively) when and
where it is occurring, while in the contrived setting the
situation is recreated to speed up the behaviour

4. disguised and non-disguised observation, depending on
whether the subjects being observed are aware that they are
being studied or not. In disguised observation, the
researcher may pretend to be someone else, e.g. “just”
another tourist participating in the tour group, as opposed
to the other tour group members being aware that s/he is a
researcher.

5. Structured and unstructured observation, which refers to
guidelines or a checklist being used for the aspects of the
behaviour that are to be recorded; for instance, noting who
starts the introductory conversation between two tour
group members and what specific words are used by way of
introduction.

6. Direct and indirect observation, depending on whether the
behaviour is being observed as it occurs or after the fact, as
in the case of TV viewing, for instance, where choice of
program and channel flicking can all be recorded for later
analysis.

The data being collected can concern an event or other occurrence
rather than people. Although usually thought of as the
observation of  nonverbal behaviour, this is not necessarily true
since comments and/or the exchange between people can also
be recorded and would be considered part of this technique, as
long as the investigator does not control or in some way
manipulate what is being said. For instance, staging a typical
sales encounter and recording the responses and reactions by the
salesperson would qualify as observation technique.
One distinct advantage of  the observation technique is that it
records actual behaviour, not what people say they said/did or
believe they will say/do. Indeed, sometimes their actual
recorded behaviour can be compared to their statements, to
check for the validity of their responses. Especially when dealing
with behaviour that might be subject to certain social pressure
(for example, people deem themselves to be tolerant when their
actual behaviour may be much less so) or conditioned re-
sponses (for example, people say they value nutrition, but will
pick foods they know to be fatty or sweet), the observation
technique can provide greater insights than an actual survey
technique.
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On the other hand, the observation technique does not provide
us with any insights into what the person may be thinking or
what might motivate a given behaviour/comment. This type
of information can only be obtained by asking people directly
or indirectly.
When people are being observed, whether they are aware of  it
or not, ethical issues arise that must be considered by the
researcher. Particularly with advances in technology, cameras and
microphones have made it possible to gather a significant
amount of information about verbal and non-verbal behaviour
of customers as well as employees that might easily be consid-
ered to be an invasion of privacy or abusive, particularly if the
subject is unaware of  being observed, yet the information is
used to make decisions that impact him/her.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Sources of Data
• Samples and populations
• Sampling methods
• Quantitative and qualitative approaches
• Qualitative Research Techniques
1. The Experience Survey
2. The Case Study
3. The Pilot Study
4. The Depth Interview
5. The Focus Group
6. Panels
7. Consumer Panels
8. The Nominal Group Technique
9. The Delphi Method
10. Projective Techniques
11. Word Association Test
12. Sentence Completion Test
13. Thematic Apperception Test (TAT)
14. Third-Person Technique

Sources of Data
Having settled on a design and an operationalisation of your
construct or constructs, the next step is actual data collection.
But where do you get the data? And from whom should the
data be collected?
Clearly, your data should come from the participants that are
both available to you and relevant to the question you are
studying. Ideally, if  we were interested in understanding human
behaviour generally, weÕd randomly pick people from the
population of  people of  interest to be in the study. By
randomly picking people, you know that there is no way any of
the results could be attributed to the biases in your selection of
research participants. Of course, this is next to impossible, even
if  your population was quite small. Fortunately, it isnÕt
typically necessary. With all its problems, most psychological
scientists use participants that are conveniently available, and
that often means university students because a substantial
proportion of research psychologists are employed at universi-
ties. The discipline of psychology has been criticised for this
reason as not the study of human behaviour but the study of
the psychology of the university student. In some cases, this
would present a big problem. If university students differ from
other people in important and fundamental ways related to the
phenomenon under study, then any results found may apply
only to university students, or students who attend the
particular university where the research is being conducted, or

even students who attend the particular class taught by the
investigator. For example, university students tend to younger
and smarter, from wealthier backgrounds, and from the one
predominant culture, than the “average” member of the
population. But fortunately, much of  the research conducted by
psychological science is more general, in the sense that we have
no reason to believe that, for example, very basic cognitive
processes differ as a function of age, or IQ, or background.
Similarly, when a social situation is constructed and students are
placed in that situation, it is reasonable in many circumstances
to expect that their behaviour would be representative of how
other people might tend to behave in that situation. But this
isnÕt always true. It depends on the area of investigation. Ray
discusses several approaches to sampling which you should be
familiar with.
Having established who will provide the data, the next question
is how to get the data. You could have people fill out question-
naires or surveys, place people in situations and see how they
behave, or place them in front of a computer and see how long
it takes them to respond. You could make requests of  them,
probe them about their past, or manipulate things in their
environment and see how they react. It all depends on what you
are studying. And so this is another area in which creativity
enters into psychological science. How you conduct your study
is entirely up to you, so long as you do it convincingly, and
within ethical considerations.
Not all psychological science directly uses people as the source of
the data. Often, we use other sources of information about
behaviour. For example, one published study used information
that people gave in advertisements for a sexual or romantic
partner. This is called archival research, where you use
published information and use it as the source of data in your
study. Other forms of  archival research include the use of
published data sets, such as those that you can obtain from
various research organisations or statistics bureaus. While you
have no control over HOW the data were collected, often it is
easy to get massive amounts of data through such sources.
Another form of data collection is computer simulation.
Computer simulation is often used when it is impossible to
construct complex situations but it is possible to mathemati-
cally model those situations. By manipulating various
unknowns, you can see how it affects other parts of the system
of relationships being modelled. One other approach is to
study existing published research. That is, extract information
from other peopleÕs research. This is called “meta-analysis”. So
not all psychological research requires human or other animal
participants.

Samples and Populations
The following is an adapted extract from Tabachnick and Fidell
(1989):

LESSON 12:
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QUALITATIVE RESEARCH TECHNIQUES
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Samples are measured in order to make generalisations about
populations. Ideally, samples are selected, usually by some
random process, so that they represent the population of
interest. In real life, however, populations are frequently best
defined in terms of samples, rather than vice versa; the
population is the group from which you were able to
randomly sample.
Sampling has somewhat different connotations in non-
experimental and experimental research. In non-experimental
research, you investigate relationships among variables in some
predefined population. Typically you take elaborate precautions
to ensure that you have achieved a representative sample of that
population; you define your population, then do your best to
randomly sample from it.
In experimental research, you attempt to create different
populations by treating subgroups from an originally homoge-
neous group differently. The sampling objective here is to
assure that all subjects come from the same population before
you treat them differently. Random sampling consists of
randomly assigning subjects to treatment groups (levels of the
IV) to ensure that, before differential treatment, all samples
come from the same population. Statistical tests provide
evidence as to whether, after treatment, all samples still come
from the same population. Generalisations about treatment
effectiveness are made to the type of subjects who participated
in the experiment.

Sampling Methods
Different types of sampling methods including convenience
sampling, stratified sampling, quota, and snowball sampling.
The ideal is random sampling but this is usually impractical.
The various methods described in Ray are usually applicable to
non-experimental survey-based research.
Random assignment in experimental designs is sufficient to
allow the inference of causation (assuming all other confound-
ing variables have been controlled).

Quantitative and Qualitative Approaches
Most of the research you will encounter is of the quantitative
type and that is what we will be dealing with in this unit. In
such research, we rely on measuring variables and comparing
groups on those variables, or examining the strength of the
relationship between two or more variables. The belief here is
that objectivity in the data collection process is paramount.
Whoever was repeating this study or using the same instru-
ments and methods would get approximately the same
numbers.
However, another branch of research uses more qualitative
approaches. These approaches employ more subjective ap-
proaches and frequently use interviews, focus groups, or single
case designs, that lack objective measurement or have restricted
generalisability. However, these methods are becoming more
widely used these days as analysis methods improve and people
search for better ways of gathering data about a problem. Focus
groups recruit six to eight participants into a group in which the
researcher has a structured set of questions which direct the
discussion in the group to the research question. Usually, the
whole discussion has to be tape-recorded or video-recorded and

all interactions transcribed. The researchers then have to go back
over the transcripts and extract the information they need. This
can be a quite subjective, laborious, and costly process, but with
a standardised set of guidelines, specific training, and greater
familiarity with the technique, the considerable richness of these
methods has been able to be tapped.

Qualitative Research Techniques
Although qualitative research can be used as part of formal or
conclusive research, it is most commonly encountered when
conducting exploratory research. Qualitative research
techniques are part of  primary research. However, secondary
sources should not be ignored, since they will help provide
solid background and a level of understanding of the issues
before asking people for their opinions.
Qualitative research is particularly helpful in identifying the
scope of the research that should be pursued to fully under-
stand the views, opinions and attitudes that may be
encountered. It also allows to probe in depth how consumers
reach a decision in the buying process. Qualitative research can
even lead to formulating the hypotheses that will be tested
through quantitative research.
Survey instruments can be pre-tested in part using qualitative
research techniques. Ensuring that the right wording or terms
are used, and that the closed-ended questions cover all possible
choices, is best accomplished through qualitative techniques,
such as focus groups. They are also ideal for generating new
ideas, fine tuning concepts and testing advertisements.
Qualitative research differs from quantitative research in the
following ways:
• The data is usually gathered using less structured research

instruments
• The findings are more in-depth since they make greater use

of open-ended questions
• The results provide much more detail on behaviour,

attitudes and motivation
• The research is more intensive and more flexible, allowing

the researcher to probe since s/he has greater latitude to do
so

• The results are based on smaller sample sizes and are often
not representative of the population,

• The research can usually not be replicated or repeated, giving
it low reliability; and

• The analysis of the results is much more subjective.
Because of the nature of the interaction with respondents, the
training and level of expertise required by the person engaging
in the direct communication with the respondents must be
quite high.
The most common qualitative research techniques include:
• Experience survey
• Case study
• Pilot study, itself  composed of

• In-depth interview
• Focus group
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• Panels, and
• Projective techniques

The Experience Survey
Any time a researcher or decision-maker needs to gain greater
insight into a particular problem, he or she is likely to question
knowledgeable individuals about it. This is usually done
through an informal, free-flowing conversation with anyone
who is believed to be able to shed light on the question both
within the organization and outside it. Such an approach is
referred to as an experience survey. It is only meant to help
formulate the problem and clarify concepts, not develop
conclusive evidence.
People seen as providing the insight necessary are not only
found in the top ranks of an organization or amongst its
“professional” staff, but can also involve front line employees.
Who else, for instance, is better placed to comment on recurring
complaints from guests? In an experience survey, respondents
are not selected randomly nor are they representative of the
organization or department within which they work. Rather,
they are knowledgeable, articulate and thoughtful individuals.

The Case Study
When it is deemed desirable to learn from the experience of
others, researchers often resort to the case study. In this
comprehensive description and analysis of one or a few
situations that are similar to the one being studied, the
emphasis is on an entire organization with great attention paid
to detail in order to understand and document the relationships
among circumstances, events, individuals, processes, and
decisions made.
In order to obtain the information required, it is usually
necessary to conduct a depth interview with key individuals in
the organization as well as consulting internal documents and
records or searching press reports. Observation of  actual
meetings, sales calls or trips, negotiations, etc. can also prove
insightful, since “actions speak louder than words”, even when
it comes to understanding how decisions are made in an
organization or why some organizations are more successful
than others.
However, caution must be exercised in transferring lessons to
other situations: there is no “formula” that can be applied, but
rather a context that must be understood and interaction
among individuals that must be appreciated. Individual
personalities, their vision and drive contribute as much if not
more to the success of an organization than processes.

The Pilot Study
When data is collected from a limited number of subjects
selected from the population targetted by the research project,
we refer to it as a pilot study. A pilot study can also take the
form of a trial run. For instance, an advertising campaign is
tested in a specific market before it goes nation-wide, to study
the response by potential consumers.
In a pilot study, the rigorous standards used to obtain precise,
quantitative estimates from large, representative samples are
often relaxed, since the objective is to gain insight into how
subjects will respond prior to administering the full survey
instrument. Although a pilot study constitutes primary

research, it tends to be used in the context of a qualitative
analysis.
There are four major qualitative research techniques that can be
used as part of  a pilot study. These are
• Depth interview
• Focus group (or group depth interview)
• Panel
• Projective technique

The Depth Interview
When it is important to explore a subject in detail or probe for
latent attitudes and feelings, the in-depth interview may be the
appropriate technique to use. Depth interviews are usually
conducted in person, although telephone depth interviewing is
slowly gaining greater acceptance.
With the approval of  the respondent, the interview is audio
taped, and may even be video-taped, in order to facilitate record
keeping. Although it is a good idea to prepare an interview
guide ahead of time to be sure to cover all aspects of the topic,
the interviewer has significant freedom to encourage the
interview to elaborate or explain answers. It is even possible to
digress from the topic outline, if it is thought to be fruitful.
Interviewers must be very experienced or skilled, since it is
critical that s/he and the respondent establish some kind of
rapport, and that s/he can adapt quickly to the personality and
mood of  the person being interviewed. This will elicit more
truthful answers. In order to receive full cooperation from the
respondent, the interviewer must be knowledgeable about the
topic, and able to relate to the respondent on his/her own
terms, using the vocabulary normally used within the sector
being studied. But the interviewer must also know when it is
necessary to probe deeper, get the interviewee to elaborate, or
broaden the topic of discussion.
Since an interview can last anywhere from 20 to 120 minutes, it
is possible to obtain a very detailed picture about the issues
being researched. Even without considering the potential from
interviewer bias, analyzing the information obtained requires
great skill and may be quite subjective. Quantifying and
extrapolating the information may also prove to be difficult.

The Focus Group
In the applied social sciences, focus group discussions or group
depth interviews are among the most widely used research tool.
A focus group takes advantage of the interaction between a
small group of people. Participants will respond to and build
on what others in the group have said. It is believed that this
synergistic approach generates more insightful information, and
encourages discussion participants to give more candid answers.
Focus groups are further characterized by the presence of a
moderator and the use of a discussion guide. The moderator
should stimulate discussion among group members rather
than interview individual members, that is to say every partici-
pant should be encouraged to express his/her views on each
topic as well as respond to the views expressed by the other
participants. In order to put focus group participants at ease, the
moderator will often start out by assuring everyone that there
are no right or wrong answers, and that his/her feelings cannot
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be hurt by any views that are expressed since s/he does not
work for the organization for whom the research is being
conducted.
Although the moderator’s role is relatively passive, it is critical in
keeping the discussion relevant. Some participants will try to
dominate the discussion or talk about aspects that are of little
interest to the research at hand. The type of data that needs to
be obtained from the participants will determine the extent to
which the session needs to be structured and therefore just how
directive the moderator must be.
Although focus group sessions can be held in many different
settings, and have been known to be conducted via conference
call, they are most often conducted in special facilities that
permit audio recording and/or video taping, and are equipped
with a one-way mirror. This observation of  research process as
it happens can be invaluable when trying to interpret the results.
The many disparate views that are expressed in the course of
the 1 to 2 hour discussion make it at times difficult to capture
all observations on each topic. Rather than simply summarizing
comments, possible avenues for further research or hypotheses
for testing should be brought out.
Focus groups are normally made up of anywhere between 6
and 12 people with common characteristics. These must be in
relation to what is being studied, and can consist of demo-
graphic characteristics as well as a certain knowledge base or
familiarity with a given topic. For instance, when studying
perceptions about a certain destination, it may be important to
have a group that has visited it before, while another group
would be composed of non-visitors. It must, however, be
recognized that focus group discussions will only attract a
certain type of participant, for the most part extroverts. (Read
the set-up for a focus group on the perception and image
of  a destination in Southwestern Ontario, and then watch
an excerpt of the actual focus group.)

It is common practice to provide a monetary incentive to focus
group participants. Depending on the length of the discussion
and the socio-demographic characteristics of the participants
being recruited, this can range anywhere from $30 to $100 per
hour and more for professionals or other high income catego-
ries. Usually several focus groups are required to provide the
complete diversity of views, and thus this is a fairly expensive
option among the research techniques.
This incentive makes it easier to recruit participants, but can also
lead to ‘professional’ respondents. These are people who
participate in too many focus groups, and thus learn to
anticipate the flow of the discussion. Some researchers believe
that these types of respondents no longer represent the
population. See the following letter “Vision is blurred...” and
response “Focus groups gain key insights...” that appeared in
the Toronto Star, for instance.

Panels
When it is important to collect information on trends, whether
with respect to consumer preferences and purchasing behaviour
or changes in business climate and opportunities, researchers
may decide to set up a panel of individuals which can be
questioned or surveyed over an extended period of  time.

There are Essentially three Different Types of Panels

• Consumer Panels
• Nominal Group Technique
• Delphi Method

The Most Common uses for Panels are

• Trend monitoring and future assessment,
• Test marketing and impact assessment, and
• Priority setting for planning and development.
There are some clear advantages to using panels. These include
the fact that recall problems are usually minimized, and that it is
even possible to study the attitudes and motivation of non-
respondents. However, it must also be recognized that
maintaining panels is a constant effort. Since there is a tendency
for certain people to drop out (those that are too busy, profes-
sionals, senior executives, etc.), this can lead to serious bias in
the type of respondent that remains on the panel. Participants
can also become too sensitized to the study objectives, and thus
anticipate the responses they “ should” be giving.

Consumer Panels
When researchers are interested in detailed information about
purchasing behaviour or insight into certain leisure activities,
they will often resort to panels of consumers. A panel will allow
the researcher to track behaviour using the same sample over
time. This type of longitudinal research provides more reliable
results on changes that occur as a result of life cycle, social or
professional status, attitudes and opinions. By working with
the same panel members, intentions can be checked against
action, one of the more problematic challenges that researchers
face when studying planned purchases or intentions to engage
in certain behaviour (e.g. going on trips, visiting certain sites,
participating in sports, etc.).
But looking at trends is not the only use for panels. They can
also provide invaluable insight into product acceptance prior to
the launch of  a new product or service, or a change in packaging,
for instance. Panels, whether formally established or tracked
informally through common behaviour (e.g. membership in a
club, purchase of  a specific product, use of  a fidelity card, etc.),
can also be used to study the reaction to potential or actual
events, the use of promotional materials, or the search for
information.
Compared to the depth interview and the focus group, a
panel is less likely to exaggerate the frequency of  a behaviour or
purchase decision, or their brand loyalty. Although panels only
require sampling once, maintaining the panel can be both time-
consuming and relatively costly as attrition and hence finding
replacements can be quite high. In order to allow researchers to
obtain more detailed follow-up information from panel
members, they are usually paid for their services. At the same
time, this can introduce a bias into the panel, since the financial
incentive will be more or less important depending on the
panelists economic status.
Possibly one of the more interesting advantages of panels is
that they can provide significant insight into non-response as
well as non-participation or decisions not to purchase a given
product.
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The Nominal Group Technique
Originally developed as an organizational planning technique by
Delbecq, Van de Ven and Gustafson in 1971, the nominal
group technique is a consensus planning tool that helps
prioritize issues.
In the nominal group technique, participants are brought
together for a discussion session led by a moderator. After the
topic has been presented to session participants and they have
had an opportunity to ask questions or briefly discuss the scope
of the topic, they are asked to take a few minutes to think about
and write down their responses. The session moderator will
then ask each participant to read, and elaborate on, one of their
responses. These are noted on a flipchart. Once everyone has
given a response, participants will be asked for a second or third
response, until all of their answers have been noted on
flipcharts sheets posted around the room.
Once duplications are eliminated, each response is assigned a
letter or number. Session participants are then asked to choose
up to 10 responses that they feel are the most important and
rank them according to their relative importance. These rankings
are collected from all participants, and aggregated. For example:

Overall Measure

Response Participant 1 Participant 2 Participant 3  .. of importance 
A ranked 1st ranked 2nd ranked 2nd  5 = ranked 1st 
B ranked 3rd ranked 1st ranked 3rd 7 = ranked 3rd  
C  ranked 2nd ranked 3rd ranked 1st 6 = ranked 2nd 
 D ranked 4th  ranked 4th ranked 4th 12 = ranked 4th 

Sometimes these results are given back to the participants in
order to stimulate further discussion, and perhaps a readjust-
ment in the overall rankings assigned to the various responses.
This is done only when group consensus regarding the
prioritization of issues is important to the overall research or
planning project.
The nominal group technique can be used as an alternative to
both the focus group and the Delphi techniques. It presents
more structure than the focus group, but still takes advantage
of the synergy created by group participants. As its name
suggests, the nominal group technique is only “nominally” a
group, since the rankings are provided on an individual basis.

The Delphi Method
Originally developed by the RAND Corporation in 1969 for
technological forecasting, the Delphi Method is a group decision
process about the likelihood that certain events will occur. Today
it is also used for environmental, marketing and sales forecast-
ing.
The Delphi Method makes use of a panel of experts, selected
based on the areas of expertise required. The notion is that
well-informed individuals, calling on their insights and
experience, are better equipped to predict the future than
theoretical approaches or extrapolation of trends. Their
responses to a series of questionnaires are anonymous, and
they are provided with a summary of opinions before answer-
ing the next questionnaire. It is believed that the group will
converge toward the “best” response through this consensus
process. The midpoint of responses is statistically categorized

by the median score. In each succeeding round of question-
naires, the range of responses by the panelists will presumably
decrease and the median will move toward what is deemed to
be the “correct” answer.
One distinct advantage of the Delphi Method is that the
experts never need to be brought together physically, and indeed
could reside anywhere in the world. The process also does not
require complete agreement by all panelists, since the majority
opinion is represented by the median. Since the responses are
anonymous, the pitfalls of  ego, domineering personalities and
the “bandwagon or halo effect” in responses are all avoided. On
the other hand, keeping panelists for the numerous rounds of
questionnaires is at times difficult. Also, and perhaps more
troubling, future developments are not always predicted
correctly by iterative consensus nor by experts, but at times by
“off the wall” thinking or by “non-experts”.

Projective Techniques
Deeply held attitudes and motivations are often not verbalized
by respondents when questioned directly. Indeed, respondents
may not even be aware that they hold these particular attitudes,
or may feel that their motivations reflect badly on them.
Projective techniques allow respondents to project their
subjective or true opinions and beliefs onto other people or
even objects. The respondent’s real feelings are then inferred
from what s/he says about others.
Projective techniques are normally used during individual or
small group interviews. They incorporate a number of  different
research methods. Among the most commonly used are:
• Word association test
• Sentence completion test
• Thematic apperception test (TAT)
• Third-person techniques
While deceptively simple, projective techniques often require the
expertise of a trained psychologist to help devise the tests and
interpret them correctly.

Word Association Test
There are a number of ways of using word association tests:
• A list of words or phrases can be presented in random

order to respondents, who are requested to state or write
the word or phrase that pops into their mind;

• Respondents are asked for what word or phrase comes to
mind immediately upon hearing certain brand names;

• Similarly, respondents can be asked about slogans and what
they suggest;

• Respondents are asked to describe an inanimate object or
product by giving it “human characteristics” or associating
descriptive adjectives with it.

For example, a group of tourism professionals working on
establishing a strategic marketing plan for their community were
asked to come up with personality traits or “human characteris-
tics” for the villages as well as the cities within their area:

Villages

• Serene
• Conservative
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• Quaint
• Friendly
• Accessible
• Reliable

Cities

• Brash
• Rushed
• Liberal
• Modern
• Cold  
Most of the tourism industry representatives came from the
cities and had strongly argued that the urban areas had histori-
cally been neglected in promotional campaigns. As a result of
this and other exercises, they came to the realization that the
rural areas were a strong feature of the overall attractiveness of
the destination and needed to be featured as key elements in any
marketing campaign.

Sentence Completion Test
In the sentence completion method, respondents are given
incomplete sentences and asked to complete the thought. These
sentences are usually in the third person and tend to be
somewhat ambiguous. For example, the following sentences
would provide striking differences in how they were completed
depending on the personality of the respondent:
• “A beach vacation is……………………”
• “Taking a holiday in the mountains is….”
• “Golfing is for…”
• “The average person considers skiing…..”
• “People who visit museums are…………”
Generally speaking, sentence completion tests are easier to
interpret since the answers provided will be more detailed than
in a word association test. However, their intent is also more
obvious to the respondent, and could possible result in less
honest replies.
A variant of this method is the story completion test. A story
in words or pictures is given to the respondent who is then
asked to complete it in his/her own words.

Thematic Apperception Test (TAT)
In the Thematic Apperception Test (TAT), the respondents are
shown one or more pictures and asked to describe what is
happening, what dialogue might be carried on between
characters and/or how the “story” might continue. For this
reason, TAT is also known as the picture interpretation
technique.
Although the picture, illustration, drawing or cartoon that is
used must be interesting enough to encourage discussion, it
should be vague enough not to immediately give away what the
project is about.
TAT can be used in a variety of ways, from eliciting qualities
associated with different products to perceptions about the kind
of  people that might use certain products or services.
For instance, respondents were shown a schematic logo and

asked what type of  destination would have such a logo, and
what a visitor might expect to find. Some of the comments
were:
• That makes me think of the garden.
• It is the city in the country, very much so.
• It looks like New York, with the Empire State Building

right there.
• Calming, relaxing. There’s a tree there so you can see the

country-side and you’ve got the background with the city
and the buildings, so it’s a regional focus.

Third-Person Technique
The third-person technique, more than any other projective
technique, is used to elicit deep seated feelings and opinions
held by respondents, that might be perceived as reflecting
negatively upon the individual. People will often attribute
“virtues” to themselves where they see “vices” in others. For
instance, when asked why they might choose to go on an
Alaskan cruise, the response might be because of the quality of
the scenery, the opportunity to meet interesting people and
learn about a different culture. But when the same question is
asked as to why a neighbour might go on such a cruise, the
response could very well be because of ‘brag appeal’ or to show
off.
By providing respondents with the opportunity to talk about
someone else, such as a neighbour, a relative or a friend, they
can talk freely about attitudes that they would not necessarily
admit to holding themselves.
The third-person technique can be rendered more dynamic by
incorporating role playing or rehearsal. In this case, the respon-
dent is asked to act out the behaviour or express the feelings of
the third person. Particularly when conducting research with
children, this approach can prove to be very helpful since they
“know” how others would act but cannot necessarily express it
in words.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

1. Quantitative Research
2. Survey Techniques
3. Telephone
4. Self Administered
5. Interview

Quantitative Research Techniques

Quantitative research is most common encountered as part of
formal or conclusive research, but is also sometimes used when
conducting exploratory research. Quantitative research tech-
niques are part of primary research.

Quantitative Research Differs from Qualitative
Research in the Following Ways

• The data is usually gathered using more structured research
instruments

• The results provide less detail on behaviour, attitudes and
motivation

• The results are based on larger sample sizes that are
representative of the population,

• The research can usually be replicated or repeated, given it
high reliability; and

• The analysis of the results is more objective.

The Most Common Quantitative Research
Techniques Include:

• Observation technique
• Experimentation
• Survey technique
• Telephone
• Self-administered
• In-person interview

Survey Techniques
The survey technique involves the collection of  primary data
about subjects, usually by selecting a representative sample of

the population or universe under study, through the use of  a
questionnaire. It is a very popular since many different types of
information can be collected, including attitudinal, motivational,
behavioural and perceptive aspects. It allows for standardization
and uniformity both in the questions asked and in the method
of approaching subjects, making it far easier to compare and
contrast answers by respondent group. It also ensures higher
reliability than some other techniques.
If  properly designed and implemented, surveys can be an
efficient and accurate means of determining information about
a given population. Results can be provided relatively quickly,
and depending on the sample size and methodology chosen,
they are relatively inexpensive. However, surveys also have a
number of disadvantages, which must be considered by the
researcher in determining the appropriate data collection
technique.

Since in any survey, the respondent knows that s/he is being
studied, the information provided may not be valid insofar as
the respondent may wish to impress (e.g. by attributing him/
herself  a higher income or education level) or please (e.g.
researcher by providing the kind of response s/he believes the
researcher is looking for) the researcher. This is known as
response error or bias.
The willingness or ability to reply can also pose a problem.
Perhaps the information is considered sensitive or intrusive (e.g.
information about income or sexual preference) leading to a
high rate of refusal. Or perhaps the question is so specific that
the respondent is unable to answer, even though willing (e.g.
“How many times during the past month have you thought
about a potential vacation destination?”) If the people who
refuse are indeed in some way different from those who do not,
this is knows as a non-response error or bias.Careful wording
of the questions can help overcome some of these problems.
The interviewer can (inadvertently) influence the response
elicited through comments made or by stressing certain words
in the question itself. In interview surveys, the interviewer can
also introduce bias through facial expressions, body language or
even the clothing that is worn. This is knows as interviewer
error or bias.
Another consideration is response rate.Depending on the
method chosen, the length of the questionnaire, the type and/
or motivation of the respondent, the type of questions and/or
subject matter, the time of day or place, and whether respon-
dents were informed to expect the survey or offered an incentive
can all influence the response rate obtained. Proper question-
naire design and question wording can help increase response
rate.

There are Three Basic Types of Surveys

• Telephone
• Self-administered

LESSON 13:
THE RESEARCH PROCESS – IV

QUANTITATIVE RESEARCH TECHNIQUES
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• Interview

The Telephone Survey
The use of the telephone has been found to be one of the
most inexpensive, quick and efficient ways of  surveying
respondents. The ubiquity of telephone ownership as well as
the use of unlisted numbers are factors that must, however, be
considered as part of the sampling frame, even in North
America, where the number of households with phones
approaches 100%. Telephone surveys also allow for random
sampling, allowing for the extrapolation of characteristics from
the sample to the population as a whole.
There tends to be less interviewer bias than in interview
surveys, especially if  the interviewers are trained and supervised
to ensure consistent interview administration. The absence of
face-to-face contact can also be an advantage since respondents
may be somewhat more inclined to provide sensitive informa-
tion. Further, some people are reluctant to be approached by
strangers, whether at their home or in a more public location,
which can be overcome by the more impersonal use of the
telephone.
On the other hand, telephone surveys are also known to have a
number of  limitations. The length of  the survey has to be kept
relatively short to less than 15 minutes as longer interviews can
result in refusal to participate or premature termination of the
call. The questions themselves must also be kept quite short
and the response options simple, since there can be no visual
aids such as a cue card.
The increasing use of voice mail and answering machines has
made phone surveys more difficult and more costly to under-
take. Calls that go answered, receive a busy signal or reach a
machine, require callbacks. Usually, eligible respondents will be
contacted a pre-determined number of times, before they are
abandoned in favour of someone else. The potential for
response bias must be considered, however, when discussing
the results of a study that relied on the telephone.
The sample for a telephone survey can be chosen by selecting
respondents
• from the telephone directory, e.g. by calling every 100th name
• through random-digit dialling (RDD) where the last four

digits of a telephone number are chosen randomly for each
telephone exchange or prefix (i.e. first three numbers), or

• the use of a table of random numbers.
The importance of randomization is discussed under probabil-
ity sampling.

Two practices that are increasing in popularity and that raise
considerable ethical issues, since the respondents are misled into
believing that they are participating in research, are:
1. the survey sell (also known as sugging), whereby products

or services are sold, and
2. the raising of  funds for charity (also knows as frogging).

The Self-Administered Survey
Any survey technique that requires the respondent to complete
the questionnaire him/herself is referred to as a self-adminis-
tered survey. The most common ways of  distributing these

surveys are through the use of  mail, fax, newspapers/maga-
zines, and increasingly the internet, or through the place of
purchase of  a good or service (hotel, restaurant, store). They can
also be distributed in person, for instance as part of an intercept
survey. Depending on the method of  survey administration,
there are a number of sampling frame considerations, such as
who can or cannot be reached by fax or internet, or whether
there is a sample bias.
A considerable advantage of  the self-administered survey is the
potential anonymity of the respondent, which can lead to more
truthful or valid responses. Also, the questionnaire can be filled
out at the convenience of the respondent. Since there is no
interviewer, interviewer error or bias is eliminated. The cost of
reaching a geographically dispersed sample is more reasonable
for most forms of  self-administered surveys than for personal
or telephone surveys, although mail surveys are not necessarily
cheap.
In most forms of  self-administered surveys, there is no control
over who actually fills out the questionnaire. Also, the respon-
dent may very well read part or all of the questionnaire before
filling it out, thus potentially biasing his/her responses.
However, one of the most important disadvantages of self-
administered surveys is their low response rate. Depending
upon the method of administration chosen, a combination of
the following can help in improving the response rate:
1. A well written covering letter of appeal, personalized to the

extent possible, that stresses why the study is important
and why the particular respondent should fill in the
questionnaire.

2. If respondents are interested in the topic and/or the
sponsoring organization, they are more likely to participate
in the survey; these aspects should be stressed in the
covering letter

3. Ensuring confidentiality and/or anonymity, and providing
the name and contact number of the lead researcher and/or
research sponsor should the respondent wish to verify the
legitimacy of  the survey or have specific questions

4. Providing a due date that is reasonable but not too far off
and sending or phoning at least one reminder (sometimes
with another survey, in case the original one has been
misplaced)

5. Follow-up with non-respondents
6. Providing a postage paid envelope or reply card
7. Providing an incentive, particularly monetary, even if  only a

token
8. A well designed, visually appealing questionnaire
9. A shorter questionnaire, where the wording of questions

has been carefully considered. For instance, it might start
with questions of interest to the respondent, while all
questions and instructions are clear and straight forward

10. An envelope that is eye-catching, personalized and does not
resemble junk mail

11. Advance notification, either by phone or mail, of  the survey
and its intent
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The In-Person Interview Survey
Face-to-face interviews are a direct communication, primary
research collection technique. If relatively unstructured but in-
depth, they tend to be considered as part of qualitative research.
When administered as an intercept survey or door-to-door, they
are usually part of quantitative research.
The opportunity for feedback to the respondent is a distinct
advantage in personal interviews. Not only is there the oppor-
tunity to reassure the respondent should s/he be reluctant to
participate, but the interviewer can also clarify certain instruc-
tions or questions. The interviewer also has the opportunity to
probe answers by asking the respondent to clarify or expand on
a specific response. The interviewer can also supplement
answers by recording his/her own observations, for instance
there is no need to ask the respondent’s gender or the time of
day/place where the interview took place.
The length of  interview or its complexity can both be much
greater than in other survey techniques. At the same time, the
researcher is assured that the responses are actually provided by
the person intended, and that no questions are skipped.
Referred to as item non-response, it is far less likely to occur in
personal interviews than in telephone or self-administered
surveys. Another distinct advantage of  this technique is that
props or visual aid can be used. It is not uncommon, for
instance, to provide a written response alternatives where these
are complex or very numerous. Also, new products or concepts
can be demonstrated as part of  the interview.
Personal interviews provide significant scope for interviewer
error or bias. Whether it is the tone of voice, the way a question
is rephrased when clarified or even the gender and appearance of
the interviewer, all have been shown to potentially influence the
respondent’s answer. It is therefore important that interviewers
are well trained and that a certain amount of control is exercised
over them to ensure proper handling of  the interview process.
This makes the interview survey one of  the most costly survey
methods.
Although the response rate for interviews tends to be higher
than for other types of  surveys, the refusal rate for intercept
survey is higher than for door-to-door surveys. Whereas the
demographic characteristics of respondents tend to relatively
consistent in a geographically restricted area covered by door-to-
door surveys, intercept surveys may provide access to a much
more diversified group of respondents from different geo-
graphic areas. However, that does not mean that the
respondents in intercept surveys are necessarily representative of
the general population. This can be controlled to a certain extent
by setting quota sampling. However, intercept surveys are
convenience samples and reliability levels can therefore not be
calculated. Door-to-door interviews introduce different types of
bias, since some people may be away from home while others
may be reluctant to talk to strangers. They can also exclude
respondents who live in multiple-dwelling units, or where there
are security systems limiting access.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Questionnaire design
• Types of  questions
• Response rate
• Sample size

• Coding of data
• Missing values
• Open ended questions

• Questionnaire Design and Wording
• Measurement and Scaling
• Nominal Scale
• Ordinal Scale
• Interval Scale
• Ratio Scale
• Question Wording
• Question Types
• Considerations in Wording
• Design and Layout
• Layout and Sequencing
• Pretesting

Questionnaire Design
A widely used aspect of research in the behavioural sciences is
the self-report questionnaire. Personality traits, mood states,
disorders, illnesses, abilities, recollections, and all sorts of other
mental states are often assessed by self-report Ôpencil-and-
paperÕ tasks. As such these questionnaires constitute
important research tools. They are in fact measuring tools for
quantifying the amount of  some psychological substance. We
want to be able to say that someone has more of this substance
(or construct) than someone else (a ÔbetweenÕ comparison) or
we want to be able to say that one particular person has more
of this substance (construct) at one time than they do at some
other time (a Ôrepeated measuresÕ comparison).
Measuring tools therefore need to be valid (i.e., measure what
they are intended to measure) and reliable (i.e., get the same
answer each time you are measuring the same thing). If our
measuring tool is inaccurate than we cannot make precise claims
about the psychological construct we are interested in because
we cannot be confident that we know exactly how much of the
construct is actually there. Once a psychological measuring
instrument has been tested and improved and tested again in
terms of reliability and validity it is considered standardised. A
standardised test can then be used in a research project confident
about the reliability and validity of the test as a measuring tool.
The development and evaluation of  a new survey instrument

can be a long and involved process. See Ray Chapter 13 for detail
here. But essentially, the construct to be measured needs to be
clearly defined and the questions or items chosen to measure
the construct need to be carefully chosen and trialed on a few
people for clarity and ambiguous wording. Next, the trial
questionnaire needs to be given to a moderately sized sample
and all the responses examined for how well they satisfy various
criteria such as internal consistency (CronbachÕs alpha) or
response variation.

Types of Questions
The construction of  a new survey needs to consider how certain
information is to be gathered. Many psychological scales use
Likert type rating scales. But then you have to decide how many
anchor points to provide (as low as two - e.g., “Yes/No” or
“True of  me/Not True of  me” to seven, eight or nine). You
have to decide whether to measure frequency (“How often in
the past 3 months have you . . . “) or intensity (e.g., “How
strongly do you agree or disagree with the following state-
ments?”). You have to decide whether to use closed and
open-ended questions. There are also other types such as the
semantic differential.
One broad division of the types of questions you should be
familiar with is the distinction between “demographic”
questions and scale questions. Items that ask for factual
information such as your gender, how old you are, how many
dependents you have, or your income, are called demographic
items. The responses to these items can be evaluated against
some objective truth and they are rarely combined. Demo-
graphic questions include such things as gender, age, ethnicity,
religion, smoker or non-smoker, or occupation.
Scale questions are the ones that have the most psychological
interest. These items ask for your self-evaluation on some topic,
such as what you would do in a certain situation, or what you
have done in the past, or how strongly you agree or disagree
with a series of statements. They cannot be so readily gauged
against objective truth or there is no right or wrong answer and
they are usually combined into a total score on a construct.
When several items are used to measure the same psychological
substance or construct, we have a scale or index. For example,
if we want to measure extraversion, there would be several
items asking things about enjoying parties, entertaining people,
telling jokes etc which can be added up to form a total score for
extraversion. So the 20 items that make up the Arnett Sensation
seeking scale all form a scale because you add all the responses
together to get a total score on this construct for each person.
Often these scales have subscales
Another consideration when constructing scales is whether to
include some reverse-worded items or not. The AISS includes
such items and they are included to combat some peopleÕs
tendency to respond to the items in the same way. Some people

LESSON 14:
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QUESTIONNAIRE DESIGN
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tend to agree with statements that are put to them and so that
if you have all the items worded positively a bias might
develop. A few reverse worded items ensure that each person
stops to think about what the item is actually asking for.
Finally the survey needs to be set out clearly and unambigu-
ously. Respondents need to know what is being asked of  them.
You need to take into account the amount of  time you are
asking people to spend on your survey.

Response Rate
Another important consideration is response rate. If you give
out 300 surveys and only get 50 back, you have a poor response
rate (16.7%). You then have the major problem of  how
representative of the population of interest is your 50 returned
questionnaires? Are the characteristics of the 50 who returned
the survey somehow different to the 250 who did not return
the survey?
You need to maximise response rate. There is a whole literature
out there about enhancing response rate. But the most
important principle is to maximise the rewards or benefits for
the person responding while minimising the costs for the
person. So, things like including stamped addressed envelopes
for the return of  the survey and making the survey short and
interesting, with clear instructions need to be considered. Also,
the survey should not look formidable, with small print, many
arrows and boxes, and verbose instructions. Many researchers
include small tokens or payments for completing the survey
such as pencils or pens, tea bags, face washers, money (some of
the ones I have received!).

Sample Size
Finally you need to consider how many people you need for
your survey. The number of  people you target depends on the
trade off  between costs and benefits. You need enough people
to answer the questions you are asking in a valid and reliable
way, so, in general, the more the merrier. But the more you
recruit the more it is going to cost you in terms of money and
time. So you need to be able to determine some minimum
number. Ray and Howell consider some these issues in more
detail.

Coding of Data
The final phase in the data collection process is to convert the
observations and measurements you have made about a
construct into a case X variable matrix suitable for SPSS to
understand. This is referred to as coding. For our purposes, a
printout of the database with an explanation of the codes is
called a “data coding sheet”. There is more detail about this
process in the SPSS Screens & Output booklet, but some points
will be reiterated here.
In SPSS (but not necessarily so in other analysis packages) each
row in the database represents a different example or case of the
thing being measured. In the behavioural sciences these objects
are usually people, but they might also be rats. The columns in
the database represent the variables that have been measured
about each object. For each person we might measure their
gender, their birth order, their age, their IQ, their level of
sensation seeking, their frequency of marijuana use. Each of
these things is a variable and until some particular analysis is
undertaken they are all dependent variables.

For some variables such as age, or IQ, or a Likert scale response,
we can simply enter the number we measured. For gender or
ethnicity or religious affiliation we have to invent a coding
system. Such a system is therefore completely arbitrary. For
gender we might use a 0 for female and a 1 for male, or we
could use a 2 for female and a 1 for male. The main thing to
remember is that we need to enter numbers. SPSS will allow
you to enter “male” and “female” (by changing the Type of
variable from Numerical to a String), but you are very limited in
the sorts of analyses you can then conduct. For religious
affiliation we might decide to use a 1 for Catholic, 2 for
Anglican, 3 for United, 4 for other, and 5 for No religious
affiliation.

Missing Values
A common problem with research and particularly survey
research, is that some people do not answer every question.
Some psychological questionnaires have over 500 items (the
MMPI) and quite often somebody will miss answering a
question. Occasionally I have had people miss a whole page of
questions. What do you do with such data? Do you throw it
out or do you find a way to use what you have?
The general answer is to code the missing values in a particular
way and then tell SPSS that any occurrences of that code are to
be treated as missing values. I tend to use a “-1” because this
usually stands out clearly from the other data and you can get a
sense for how random or non-random the missing values are
by glancing over a printout of the data base. Other authors will
suggest a 9 or 99, as long as the code you use cannot be a real
number. To code a particular number as missing you need to
look under the Define Variables procedures and then under
Type. The large data base for Assignment II has one missing
value.

Open Ended Questions
Coding closed-ended questions is relatively easy. But a problem
occurs when you try to code open-ended questions. An open-
ended question might ask, “What is your occupation?” and you
want to be able to use this information in your analyses. First
you could code every different occupation with a different
number. This would work but you would only be able to carry
out very limited analyses. A better approach would be to group
occupations according to some dimension. It might be
socioeconomic status (SES) for example. So we might have
three levels of  SES: low, middle, high (and therefore use the
numbers 1, 2, and 3 respectively). Then when you come across
“truck driver” you decide to put this in “Low” and give it a 1. A
response of “doctor” might be put into “High” and be given a
3. You can see that this is very arbitrary and open to quite
different results depending upon who is doing the coding. So
obviously you need to find standardised ways or unambiguous
ways of  doing the coding. A good option is to get two people
to do the coding and see how well they agree (inter-rater or
inter-coder reliability). If the coding system you have is clear and
consistent you will get a high correlation and if it is poor you
will get a low correlation.

Questionnaire Design and Wording
The questionnaire is a formal approach to measuring characteris-
tics, attitudes, motivations, opinions as well as past, current and
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possible future behaviours. The information produced from a
questionnaire can be used to describe, compare or predict these
facts. Depending on the objectives, the survey design must vary.
For instance, in order to compare information, you must survey
respondents at least twice. If you are comparing travel inten-
tions and travel experience, you would survey respondents
before they leave on vacation and after they return to see in
which ways their perceptions, opinions and behaviours might
have differed from what they thought prior to experiencing the
destination.
Everything about a questionnaire – its appearance, the order the
questions are in, the kind of information requested and the
actual words used – influences the accuracy of  survey results.
Common sense and good grammar are not enough to design a
good questionnaire! Indeed, even the most experienced
researchers must pre-test their surveys in order to eliminate
irrelevant or poorly worded questions. But before dealing with
the question wording and design and layout of a questionnaire,
we must understand the process of measurement.

Measurements and Scaling
The first determination in any survey design is “What is to be
measured?” Although our problem statement or research
question will inform us as to the concept that is to be investi-
gated, it often does not say anything about the measurement of
that concept. Let us assume we are evaluating the sales perfor-
mance of  group sales representatives. We could define their
success in numerical terms such as dollar value of sales or unit
sales volume or total passengers. We could even express it in
share of sales or share of accounts lost. But we could also
measure more subjective factors such as satisfaction or perfor-
mance influencers.
In conclusive research (definition of conclusive research), where
we rely on quantitative techniques (definition of quantitative
research), the objective is to express in numeric terms the
difference in responses. Hence, a scale is used to represent the
item being measured in the spectrum of possibilities. The
values assigned in the measuring process can then be manipu-
lated according to certain mathematical rules. There are four
basic types of scales which range from least to most sophisti-
cated for statistical analysis (this order spells the French word
“noir”):
• nominal (definition of nominal scale)
• ordinal (definition of ordinal scale)
• interval (definition of  interval scale)
• ratio (definition of ratio scale)

Nominal Scale
Some researchers actually question whether a nominal scale
should be considered a “true” scale since it only assigns
numbers for the purpose of catogorizing events, attributes or
characteristics. The nominal scale does not express any values or
relationships between variables. Labelling men as “1” and
women as “2” (which is one of the most common ways of
labelling gender for data entry purposes) does not mean
women are “twice something or other” compared to men. Nor
does it suggest that 1 is somehow “better” than 2 (as might be
the case in competitive placement).

Consequently, the only mathematical or statistical operation that
can be performed on nominal scales is a frequency run or count.
We cannot determine an average, except for the mode – that
number which holds the most responses -, nor can we add and
subtract numbers.
Much of the demographic information collected is in the form
of nominal scales, for example:

In nominal scale questions, it is important that the response
categories must include all possible responses. In order to be
exhaustive in the response categories, you might have to include
a category such as “other”, “uncertain” or “don’t know/can’t
remember” so that respondents will not distort their informa-
tion by trying to forcefit the response into the categories
provided. But be sure that the categories provided are mutually
exclusive, that is to say do not overlap or duplicate in any way.
In the following example, you will notice that “sweets” is much
more general than all the others, and therefore overlaps some
of the other response categories:

Ordinal Scale
When items are classified according to whether they have more
or less of a characteristic, the scale used is referred to as an
ordinal scale (definition of ordinal scale). The main characteristic
of the ordinal scale is that the categories have a logical or
ordered relationship to each other. These types of scale permit
the measurement of degrees of difference, but not the specific
amount of difference. This scale is very common in marketing,
satisfaction and attitudinal research. Any questions that ask the
respondent to rate something are using ordinal scales. For
example,

How Would you Rate the Service of Our Wait-staff?
Excellent 0 Very good 0 Good 0 Fair 0 Poor 0
Although we would know that respondent X (“very good”)
thought the service to be better than respondent Y (“good”),
we have no idea how much better nor can we even be sure that
both respondents have the same understanding of what
constitutes “good service” and therefore, whether they really
differ in their opinion about its quality.
Likert scales are commonly used in attitudinal measurements.
This type of scale uses a five-point scale ranging from strongly
agree, agree, neither agree nor disagree, disagree, strongly
disagree to rate people’s attitudes. Variants of  the Likert-scale
exist that use any number of points between three and ten,
however it is best to give at least four or five choices. Be sure to
include all possible responses: sometimes respondents may not
have an opinion or may not know the answer, and therefore
you should include a “neutral” category or the possibility to
check off “undecided/uncertain”, “no opinion” or “don’t
know”.
Although some researchers treat them as an interval scale, we do
not really know that the distances between answer alternatives
are equal. Hence only the mode and median can be calculated,
but not the mean. The range and percentile ranking can also be
calculated.

IntervalScale
Interval scales (definition of  interval scale) take the notion of
ranking items in order one step further, since the distance
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between adjacent points on the scale are equal. For instance, the
Fahrenheit scale is an interval scale, since each degree is equal but
there is no absolute zero point. This means that although we
can add and subtract degrees (100° is 10° warmer than 90°), we
cannot multiply values or create ratios (100° is not twice as
warm as 50°). What is important in determining whether a scale
is considered interval or not is the underlying intent regarding
the equal intervals: although in an IQ scale, the intervals are not
necessarily equal (e.g. the difference between 105 and 110 is not
really the same as between 80 and 85), behavioural scientists are
willing to assume that most of  their measures are interval scales
as this allows the calculation of of averages – mode, median
and mean – , the range and standard deviation.
Although Likert scales are really ordinal scales (definition of
ordinal scale), they are often treated as interval scales. By treating
this type of agreement scale or attitudinal measurement as
interval, researchers can calculate mean scores which can then be
compared. For instance, the level of agreement for men was 3.5
compared to 4.1 for women, or it was 3.3 for first time visitors
compared to 2.8 for repeat visitors.

RatioScale
When a scale consists not only of equidistant points but also
has a meaningful zero point, then we refer to it as a ratio scale.
If we ask respondents their ages, the difference between any
two years would always be the same, and ‘zero’ signifies the
absence of age or birth. Hence, a 100-year old person is indeed
twice as old as a 50-year old one. Sales figures, quantities
purchased and market share are all expressed on a ratio scale.
Ratio scales should be used to gather quantitative information,
and we see them perhaps most commonly when respondents
are asked for their age, income, years of participation, etc. In
order to respect the notion of equal distance between adjacent
points on the scale, you must make each category the same size.
Therefore, if your first category is $0-$19,999, your second
category must be $20,000-$39,999. Obviously, categories should
never overlap and categories should follow a logical order, most
often increasing in size.
Ratio scales are the most sophisticated of scales, since it
incorporates all the characteristics of nominal (definition of
nominal scale), ordinal (definition of  ordinal scale) and interval
scales (definition of  interval scale). As a result, a large number
of descriptive calculations are applicable.

Question Wording

Designing questionnaires can be an exercise in cross-communi-
cation, since words often have a special meaning to some people
and the key to good surveys is to elicit the information we need,
but also to know what the respondents mean when they

respond. Remember the conversation between Humpty
Dumpty and Alice in Lewis Carroll’s “Alice in Wonderland”?
Humpty Dumpty: “…There are three hundred and sixty-four
days when you might get unbirthday presents.”
“Certainly”, said Alice.
“And only one for birthday presents, you know. There’s glory
for you.”
“I don’t know what you mean by ‘glory’.” Alice said.
Humpty Dumpty smiled contemptuously. “Of  course you
don’t – till I tell you. I meant ‘there’s a nice knock-down
argument’.”
“But ‘glory’ doesn’t mean ‘a nice knock-down argument’.
“It means just what I choose it to mean – neither more nor
less.”
Or how about this example of cross-communication from
Hagar?

In order to avoid this kind of frustrating exercise in communi-
cation, let us first look at the two different question types, and
then look at common errors in question wording to avoid.

Question Types
There are two primary forms of questions. When respondents
are given a number of predetermined responses, we are dealing
with a closed or close-ended question (also known as fixed-
alternative questions). If they are required to respond in their
own words, we are dealing with an open or open-ended
question.
Closed questions are much easier to interpret since they are
standardized and therefore can be analyzed statistically. They are
also quicker to complete for the respondent, but they are more
difficult to write since the answers must be anticipated in
advance. Ultimately, the respondent is being asked to choose the
answer that is closest to their own viewpoints, but not necessar-
ily their point of  view. All too often the choices presented in
closed questions could be answered with “it depends…”!
The answer could clearly depend on how long a flight it is. For
instance, you might be willing to put up with a lot of discom-
fort if the price is right and the flight is only short, but would
prefer to pay a bit more for a long-haul or transcontinental
flight in order to have more leg and arm room.
There are basically four different types of closed-ended ques-
tions:
1. Simple dichotomy: requires respondent to choose one of

two alternatives, e.g. “yes”/”no”
Open questions, which are also known as free-answer ques-
tions, allow the respondent to answer in their own words.
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While they can provide an extremely useful set of responses,
and do not require that the answer be anticipated, they can also
present some significant problems when trying to code and
analyze the information resulting from them. But how you
catalogue answers can introduce serious bias. For instance, when
asked:
“How often during the past month did you search for informa-
tion about specific destinations?”
Possible responses could be:
“Not often” “A few times” “A bit less than the month before”
“A couple of  times a week”
Do all of these answers mean the same thing? Much is left to
the researcher’s interpretation. Correct interpretation of  most
open-ended questions requires expertise and experience.
A combination of open and closed question is often used to
identify and compare what respondents will state spontane-
ously and what they will choose when given categories of
responses. For instance, the open question:
“What do you think are the major issues facing your organiza-
tion?”
Could be followed up with a checklist question:
Use the following checklist developed by Arlene Fink
(1995).How to Ask Survey Questions. Sage Publications, to
help you determine whether to use open or closed questions:

 

Considerations in Wording
Words are extremely powerful and we react instinctively to their
underlying meanings. Knowing how to word questions in a
neutral yet effective is therefore an art to which many books
have been dedicated.
There are a number of common errors in question wording
that should be avoided.
1. Loaded words, or words that stir up immediate positive or

negative feelings. When loaded words are used, respondents
react more to the word itself than to the issue at hand. Not
surprisingly, the estimated speed of  the car was much
higher for group A than for group B in the following
experiment:
Two groups of  people (A & B) were shown a short film
about a car crash. Group A was asked “How fast was car X
going when it smashed into car Y?” while Group B was
asked “How fast was car X going when it contacted car Y?”
Many similar experiments have shown the power of words
to introduce such a bias.

2. Loaded response categories, or providing a range of
responses that will skew the answers in one direction or
another.
You have biased the answers towards “increase” since there
are two categories that address degrees of increase,
compared to only one category for a potential decrease. You
need to balance this scale by changing “decreased” to
“decreased a lot” and “decreased slightly”.

3. Leading questions, or questions that suggest socially
acceptable answers or in some way intimate the viewpoint
held by the researcher, can lead respondents to answer in a
way that does not reflect their true feelings or thoughts. For
instance, in a survey about all-inclusive holidays, the
question “How much time did you devote to your
child(ren) during your vacation?” will lead people to
overestimate the time spent, since to answer “I did not
spend any time or little time” would almost be like saying
they were not devoted to their offspring. It is very
important to find words that do not make assumptions
about the respondents or are neutral in nature.

4. Double-barrelled questions are questions that require
more than one answer, and therefore should be broken into
at least two questions. For instance, “How would you rate
the quality of  service provided by our restaurant and room-
service staff ?” does not allow you determine which is being
rated, the restaurant staff  or the room-service staff, nor
whether either or both were used. It would be far better to
have separate questions dealing with these issues.

5. Vague words or phrases can pose a special problem, since
sometimes you want to be deliberately vague because you
are exploring an issue and don’t want to pre-determine or
influence the answers being considered. However, there are
some common rules that you can follow:

• Always specify what “you” refers to as in “you, personally”
or “you and your family”

• Always give a precise time frame: “How often in the last
two months…”, “In 1998…(not “last year”)”, “July and
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August (instead of “during the summer”)”
• Stay away from terms such as “rarely” or “often”, if you can

since they can be interpreted in many different ways. Use
terms such as “once a month”, “several times a week” that
are more specific.

• When probing for specific quantitative details, don’t tax the
respondent’s memory unreasonably. “How many ads for
different destinations did you see in the last month?” is an
almost impossible question to answer even though the
time frame is ‘only’ a month. Since most of us are
inundated with advertising messages of all types, you
cannot expect a meaningful answer. It would be better to
probe for destinations that have stood out or ads that have
marked the respondent in some way.

6. Offensive or threatening questions, even if inadvertent,
can lead to a dishonest answer or refusal. This applies even
to a blunt question about income as in “What is your
income?_______” It is better to rephrase such a question
by providing broad categories.
It is rare that you really need very precise income
information, and for most types of research this type of
broad category would be sufficient. This is part of the
considerations around “nice to know” information versus
information needed to specifically answer the research
problem.

7. Jargon, acronyms and technical language should be
avoided in favour of more conversational language and the
use of terms that are readily understood by everyone. It
should not be taken for granted, for instance, that everyone
would be familiar with even relatively common terms such
as “baby boomer”, “GTA” or “brand image”, and it is far
better to spell them out: “those born after the Second
World War but before 1960”, “the cities in the Oshawa-
Hamilton corridor” and “the image reflected by the name or
symbol used to identify a service provided”, even if  this
may appear to be cumbersome.

Design and Layout
The design of the questionnaire will determine whether the
data collected will be valid (definition of validity) and reliable
(definition of  reliability). Although the researcher’s input is
invaluable, ultimately the responsibility for approving the
questionnaire lies with the manager. Therefore, s/he must be
able to not only evaluate the questionnaire itself, but also the
specific wording of questions.

There are Three Steps to Questionnaire Design

1. What information is needed to answer the research
question(s): this requires a thorough understanding of the
research objectives and data gathering method chosen as
well as of the respondents’ reaction to the research and
willingness to provide the information needed;

2. How are the questions to be asked, that is to say the types
of questions that will be used and the actual wording; and

3. In which order will the questions be asked: this includes the
visual layout and physical characteristics of the questionnaire
(see layout and sequencing), and the pretesting of the
instrument to ensure that all steps are properly carried out.

Layout and Sequencing
Probably the most challenging questionnaires to design are for
self-administered surveys, since their appearance is critical in
motivating respondents. If the font is too small, the instruc-
tions confusing, the look unprofessional or cluttered, you can
be sure that it will have an immediate impact on both the
overall response rate and non-response error.
Even if  there is a covering letter to accompany the survey, it is a
good idea to reiterate the key points about the importance of
the survey, due date and where to return it at the top of  the
questionnaire, in case it gets separated from the covering letter.
It is critical that the first several questions engage the respon-
dent. They should also be relevant to the study itself so that the
respondent quickly understands what the survey is about and
becomes engaged in is objectives. These questions should be
straightforward with relatively few categories of  response. Also,
respondents should not be asked to agree or disagree with a
position at the outset, but rather eased into the survey by
asking them what they think is important or what they prefer.
Because of these considerations, it is not a good idea to put
demographic questions at the beginning of the questionnaire.
Since they are easy to answer and often seen as simple “house-
keeping” items, they are much better at the end when
respondents are getting tired. The same holds true for any
questions considered a bit more sensitive. If  placed too early,
they can lead the respondent to abandon and it is better that
there only be one or two questions at the end that suffer from
non-response bias rather than that the response rate as a whole
be reduced.
Questions themselves should be grouped in sections, and these
sections should have a logical sequence. You want to avoid
making the respondent “jump around” mentally, and if
necessary, may even want to help him/her “shift gears” by
introducing a new section. For instance, “Now we will shift
slightly to ask about…” or “We would like to get your opinion
on some related areas” can help the respondent travel through
the questionnaire or interview.
One other important aspect to watch out for is “position bias”.
This bias can occur in lists, where the first items are treated
differently (often seen as more important) from the last items.
It is therefore a good idea to have several versions of the
questionnaire, where this is an option, and change the order of
the lists in question.
Instructions should clearly stand out. Too often, it is the
questions themselves that are bolded or italicized, rather than
the instructions. Remember that respondents will always read
the questions, but unless their attention is really drawn to the
instructions, they are likely to skip these. This could lead to
response error, particularly if you are asking them to skip certain
questions based on their response.
Be sure to also consider coding of the questionnaire to save
time and confusion during the data entry stage. Whatever
rationale you chose for coding, it should be discreet (i.e. not
distract the respondent in a self-administered questionnaire)
and consistent throughout.
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Pretesting
No matter how experienced you are in developing question-
naires or how “routine” the survey might be considered, it is
always important to pretest your instrument before it is printed
and fielded. Start by reading it aloud – the flow of words
should sound conversational/read smoothly and communicate
clearly. Instructions should not leave any doubt about what the
respondent is supposed to do. Check each question carefully to
ensure that it will indeed provide the information you need,
and that the meaning of every word is clear. Go back and
revise your survey!

Next, give the questionnaire to a small group of people, who
preferably know little or nothing about the research itself. Ask
them to read the questionnaire to see if  they, too, can clearly
understand what is required and whether the flow makes sense
to them. Go back and revise your survey!

And finally, select a small number of  people from your
sampling frame, if at all possible, and test your questionnaire
with them (even if your questionnaire turns out to be “pretty
good”, you should not include these respondents in your final
sample). Look at the frequency distribution: if there are too
many “neutral”, “don’t know” or “don’t remember” re-
sponses, you need to revise the questions themselves. If the
questions that require a written response look too “squished”,
provide more generous spacing.
You should ask the respondents to also comment on the
questionnaire itself, and on whether you should perhaps be
asking some additional questions relevant to the research
problem as stated in the introduction. Since people are often
reluctant to admit that they might have difficulty responding,
ask them whether they believe other people would have
difficulty and which questions in particular might pose prob-
lems? You will elicit many useful comments, so: Go back and
revise your survey!

And remember that you will have to go through the same steps
for each language used for the survey, and that you will need to
check for cultural and regional differences as well in these cases.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Questionnaire Design
1. Introduction
2. Types Of  Questions
3. Steps In Designing A Questionnaire/Interview Guide
4. Checklists
5. Interview Skills

I. Introduction
The quality of research depends to a large extent on the quality
of  the data collection tools. Interviewing and administering
questionnaires are probably the most commonly used research
techniques. Therefore designing good ‘questioning tools’ forms
an important and time-consuming phase in the development
of most research proposals.
Once the decision has been made to use these tools, the
following questions should be considered before designing
them:
• What exactly do we want to know, according to the

objectives and variables we identified earlier?
• Is questioning the right technique to obtain all answers, or

do we need additional techniques, such as observations or
analyses of records?

• Of whom will we ask questions and what techniques will
we use? Do we understand the topic sufficiently to design a
questionnaire, or do we need some loosely structured
interviews with key informants or a FGD first to orientate
ourselves?

• Are our informants mainly literate or illiterate? (If illiterate,
the use of self-administered questionnaires is out of the
question.)

• How large is the sample that will be interviewed? Studies
with many respondents often use shorter, highly structured
questionnaires while smaller studies allow more flexibility
and may use interview guides or questionnaires with a
number of open-ended questions.

II. Types of Questions
In this module we will concentrate on interactive (usually face-
to-face) interviews. Before examining the steps in designing a
questionnaire, we need to review the types of questions used in
interviews. Depending on how questions are asked and
recorded we can distinguish two major possibilities:
• open-ended questions, (allowing for completely open as

well as partially categorised answers), and
• closed questions.

1. Completely Open-ended Questions
Open-ended Questions permit free responses which should be
recorded in the respondents’ own words.

Such questions are useful for obtaining in-depth information
on:
• facts with which the researcher is not very familiar,
• opinions, attitudes and suggestions of  informants, or
• sensitive issues.

For Example
‘What is your opinion on the services provided in the ANC?’
(Explain why.)
‘What do you think are the reasons some adolescents in this
area start using drugs?’
‘What would you do if you noticed that your daughter (school
girl) had a relationship with a teacher?’
The answers to these questions are written down as closely as
possible in the words of the respondents.

Advantages of Completely Open-ended Questions

• Allow you to probe more deeply into issues of interest
being raised.

• Issues not previously thought of when planning the study
may be explored, thus providing valuable new insights on
the problem.

• Information provided in the respondents’ own words
might be useful as examples or illustrations, which add
interest to the final report.

• Often, re-reading an answer in a later phase of the analysis
offers the possibility for different interpretations in relation
to other data collected, which would have been impossible
if the answer had been pre-categorised.

Risks of Completely Open-ended Questions

• Skilled interviewers are needed to get the discussion started
and focused on relevant issues and to record all information
collected. A big risk is incomplete recording of all relevant
issues covered in the discussion.

• Analysis is time-consuming and requires experience;
otherwise important data may be lost.

Suggestions to Improve Use of Completely Open-ended

Questions

• Thoroughly train and supervise the interviewers or select
experienced research assistants. (See section V of this
module.)

• Prepare a list of further questions to keep at hand to use to
‘probe’ for answer(s) in a systematic way.

• Pre-test open-ended questions and, if possible, pre-
categorise the most common responses, leaving enough
space for other answers (see 2).

2. Partially Categorised Questions
In interviews questions are often asked as open-ended

LESSON 15:
THE RESEARCH PROCESS-V
QUESTIONNAIRE DESIGN-II
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questions, but to facilitate recording and analysis, some answers
can already be pre-categorised.

For Example
‘How did you become a member of the Village Health
Committee?’

In this case the first four categories of answers are known, but
there may be other possibilities. Therefore there is a category
‘other’ where other answers can be recorded. During the
analysis, these responses can still be further categorised.
For open-ended questions, more than one answer is usually
allowed. The interviewers will have to be trained to wait for
additional answers

Advantages of Pre-categorised Answers

• Answers can be recorded quickly, and
• Analysis is easier.

Risks of Pre-categorised Answers

• If  one pre-categorises too early, a lot of  interesting and
valuable information may never be recorded, or may end up
in the category ‘other’.

• Interviewers may try to force the information into the
categories that are listed and, by merely ticking these,
additional valuable information will be lost.

• Interviewers may stop after receiving the first answer,
whereas more than one response could be applicable.

• Sometimes, if the respondent hesitates in answering, the
interviewer may be tempted to present some possible
answers, thereby causing bias.

• Frequently, questionnaires have very little space for recording
full responses under ‘other’, forcing the interviewer to write
down a response that summarises the respondent’s answer,
thereby losing valuable information.

Suggestions to Minimise Risks Associated with Pre-
Categorised Answers
Clear guidelines have to be provided to interviewers on
important issues. For example:
• If a question leads to an interesting discussion, it should be

written down as completely as possible, in addition to
being coded. Space should be reserved to record these
discussions.

• Interviewers should be trained to solicit discussion when
questions allow respondents to choose more than one
option. The different options may be elaborated in
subsequent questions.

• In case of  non-response, the interviewer should repeat or
rephrase the question without providing options for
answers. The interview guidelines should provide
suggestions for further probing which all interviewers
should follow (see section V).

• Adequate space should be provided so that ‘other’

responses can be recorded as close as possible to the
respondents’ own words. Otherwise categorisation of these
responses may be difficult afterwards.

Note

There may be open-ended questions for which all possible
categories of  responses are known, e.g., some health practices
(family planning methods: currently using, ever used, and never
used). These may be fully categorised. However, these ques-
tions, when used in HSR, will always be followed by other
questions asking for elaboration on reasons and conditions for
use or non-use of the practice.

3. Closed Questions
Closed Questions have a list of possible options or answers
from which the respondents must choose.
Closed questions are most commonly used for background
variables such as age, marital status or education, although in
the case of age and education you may also take the exact values
and categorise them during data analysis (see Module 13).
Closed questions may be used to get the respondents to
express their opinions or attitudes by choosing rating points on
a scale.

For Example
What is your opinion on the following statement:
‘Women who have induced abortion should be severely
punished.’

Closed questions may also be used if one is only interested in
certain aspects of an issue and does not want to waste time
obtaining more information than one needs.
For example, a researcher who is only interested in the sources
of protein in a family diet may ask:
‘Did you eat any of the following foods yesterday?’ (Circle yes if
at least one item in each set of items is eaten.)

Using attitude scales in face-to-face interviews with literate
respondents is most objectively carried out if the various
options for each answer are provided on different cards. The
respondents can be asked to put the cards in the order preferred
by them while making their choice. If the researcher only reads
the options, the respondents might not consider all options
equally and the scale will not accurately measure the attitudes.

Advantages of Closed Questions

• It saves time
• Comparing responses of different groups, or of the same

group over time, becomes easier.
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Risks of Closed Questions

• In case of  illiterate respondents, the interviewer may be
tempted to read the list of possible answers in the given
sequence, thereby influencing the choice of response and
introducing bias.

• If  there is no question to elaborate on the informant’s
reasons for choosing a certain rating, uniformity in rating
may still be deceptive, as there may be considerable variation
in reason for choosing the same ratings.

Suggestions to Minimise Risk Associated with Using
Closed Questions

• Develop picture codes can be used for illiterates as well as
literates (e.g., five, four, three, two and one stars indicating a
5-point scale).

• First present the extremes and then the values in between
so that the respondent is straight away aware of the range
of answers.

• Ensure inclusion of follow up questions to elaborate on
reasons for choosing a given rating.

Note

Sometimes it is useful, especially in small-scale studies, to use
pictures or drawings when asking certain questions in order to
get the discussion going. In the case of  illiterates, a question-
naire may even consist exclusively of pictures (See Annex 1).

III. Steps in Designing A Questionnaire/
Interview Guide*
Designing a good questionnaire always takes several drafts. In
the first draft we should concentrate on the content. In the
second, we should look critically at the formulation and
sequencing of the questions. Then we should scrutinise the
format of  the questionnaire. Finally we should do a test-run to
check whether the questionnaire gives us the information we
require and whether interviewers as well as respondents feel at
ease with it. Usually the questionnaire will need some further
adaptation before we can use it for actual data collection.
* For the sake of simplicity we take semi-structured question-
naires used (containing completely open as well as partially
pre-categorised and closed questions) in face-to-face interviews
as an example. The same steps apply to designing other
‘questioning tools’.

Step 1: Content

Take your Objectives and Variables as A Starting Point
Decide what questions will be needed to measure or (in the case
of qualitative studies) to define your variables and reach your
objectives.
When developing the questionnaire, you should reconsider the
variables you have chosen and, if  necessary, add, drop or change
some. You may even change some of  your objectives at this
stage.

Step 2: Formulating Questions
Formulate one or more questions that will provide the
information needed for each variable.
Take care that questions are specific and precise enough so that
different respondents don’t interpret them differently. For

example, a question such as: ‘Where do community members
usually seek treatment when they are sick?’ cannot be asked in
such a general way because each respondent may have some-
thing different in mind when answering the question:
• One informant may think of measles with complications,

and say he goes to the hospital, another of cough, and say
he goes to the private pharmacy

• Even if both think of the same disease, they may have
different degrees of seriousness in mind and thus answer
differently

• In all cases, self-care may be overlooked
The question therefore, as a rule, has to be broken up into
different parts and made so specific that all informants focus on
the same thing. For example, one could:
• Concentrate on illnesses that have occurred in the family

over the past 14 days and ask what has been done to treat
these from the onset; or

• Concentrate on selected diseases, ask whether they have
occurred in the family over the past x months (chronic or
serious diseases have a longer recall period than minor
ailments) and what has been done to treat each of them
from the onset.

Check Whether Each Question Measures One Thing at A
Time
For example: the question, ‘Do you think that the war
situation leads to mental problems that require treatment by
health staff ?’ brings three topics, which should be split up in
• mental problems resulting from the war,
• treatment required, and
• who should provide the treatment.

Avoid Leading Questions
A question is leading if  it suggests a certain answer. For
example: the question, ‘Do you think that people have to give
bribes at hospital X to be seen by a doctor?’ hardly leaves room
for ‘no’ or for other options. A better question would be: ‘Have
you recently visited hospital X?’ This would be followed by a
series of other probing questions such as, ‘By whom were you
seen?’ ‘What were the complaints?’ ‘How much were you asked
to pay?’ ‘Are the fees fixed?’ ‘Do they include an examination by
the doctor if the condition of a patient is serious?’ ‘Do all
patients have equal access to a doctor in case of  need?’ ‘Was this
what you expected?’
Sometimes, a question is leading because it presupposes a
certain condition. For example: ‘What action did you take the
last time your child had diarrhoea?’ presupposes the child has
had diarrhoea. A better set of questions would be: ‘Has your
child ever had diarrhoea?’ (If yes:) ‘When was the last time?’
‘Did you do anything to treat it?’ (If yes:) ‘What?’
Avoid words with double or vaguely defined meanings or
that are emotionally laden. Concepts such as dirty (clinics),
lazy (patients), or unhealthy (food), for example, should be
omitted.

Ask Sensitive Questions in A Socially Acceptable Way
Questions relating to abortion, sexual practices of adolescents,
or AIDS and mental illness in the family are usually sensitive.
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Such questions should be formulated in such a way that the
question does not judge or embarrass the respondent. Making
the subject more socially acceptable and then asking a question
about the respondent’s own preference or practice could lead to
a more accurate response. For example: ‘Many teenagers have
had abortions for unwanted pregnancies. Do you know girls
who had this problem? Have you ever had an abortion?’
Another way to deal with sensitive questions (as indicated by
the respondent’s hesitation in answering the question) is by
asking the question indirectly. For example you could ask: ‘If
your friend was considering abortion for her daughter who
became pregnant while in school, what would you advise her?’
A common weakness in questionnaires is the inappropriate
transformation of  research questions into interview
questions. You cannot ask informants: ‘Would a woman’s
educational status influence her health?’ That is exactly what you
have to find out by relating individual women’s level of
education to a number of health conditions.

Note

Ask the questions to yourself or to a friend and check whether
the answers you get are the type of responses you want.

Step 3: Sequencing the Questions
Design your interview schedule or questionnaire to be ‘infor-
mant friendly’.
• The sequence of questions must be logical for the

informant and allow, as much as possible, for a ‘natural’
conversation, even in more structured interviews.

• At the beginning of  the interview a limited number of
questions concerning ‘background variables’ (e.g., age,
education, marital status) may be asked.

• As informants may be reluctant to provide ‘personal’
information and may become worried about confidentiality,
or bored by a list of unrelated and, to them, senseless
questions, you should restrict yourself to an essential
minimum. You may postpone questions on religion until
later when cultural questions are being asked. Socio-
economic status/ occupation/ income questions can also
better be postponed until later when you can link them to
problems (e.g., low service utilisation).

• Start with an interesting but non-controversial question
(preferably open) that is directly related to the subject of the
study. This type of  beginning should help to raise the
informants’ interest and lessen suspicions concerning the
purpose of  the interview.

• Pose more sensitive questions as late as possible in the
interview (e.g., questions pertaining to income, political
matters, sexual behaviour, or stigma experienced in case of
stigmatising diseases).

• Use simple, everyday language.
• If  interviews are carried out in English (or any other

secondary language), local terminology should be used for
crucial concepts that do not have the exact equivalent in the
secondary language.

Step 4: Formatting the Questionnaire
When you finalise your questionnaire, be sure that:

• A separate, introductory page is attached to each
questionnaire, explaining the purpose of  the study,
requesting the informant’s consent to be interviewed and
assuring confidentiality of the data obtained.

• Each questionnaire has a heading and space to insert the
number, date and location of  the interview, and, if
required, the name of  the informant. You may add the
name of  the interviewer, to facilitate quality control.

• Layout is such that questions belonging together appear
together visually. If  the questionnaire is long, you may use
subheadings for groups of questions.

• Sufficient space is provided for answers to open-ended
questions, categories such as ‘other’ and for comments on
pre-categorised questions.

• Boxes for pre-categorised answers are placed in a consistent
manner (e.g., on the right half  of  the page). (See example in
Module 13, Annex 13.1.)

If you use a computer, the right margin of the page should be
reserved for boxes intended for computer codes. (Consult an
experienced facilitator when designing your questionnaire.)
Your questionnaire should not only be INFORMANT - but
also RESEARCHER FRIENDLY!

Step5:Translation
If  interviews will be conducted in one or more local languages,
the questionnaire should be translated in order to standardise
the way questions will be asked.
After having it translated you should have it retranslated into
the original language by a different person. You can then
compare the two versions for differences and make decisions
concerning the final phrasing of difficult concepts.

Self-administered (Written) Questionnaires
All steps discussed above apply to written questionnaires as well
as to guides/questionnaires used in interviews. For written
questionnaires, however, clear guidelines will have to be added
on how the answers to questions should be filled in.
Self-administered questionnaires are most commonly used in
large-scale surveys using predominantly pre-categorised answers
among literate study populations.
As a response rate of 50% or less to written questionnaires is
not exceptional, these tools will rarely be used in small-scale
studies. In exploratory studies which require intensive interac-
tion with informants in order to gain better insight in an issue,
self-administered questionnaires would, more over, be inad-
equate tools.
However, written questionnaires may sometimes be useful in
small-scale studies on sensitive topics.
Even then, they are usually combined with other tools:
For example: during a FGD on sensitive issues such as sexual
behaviour, a facilitator cannot always be sure that all participants
dare to speak freely. A short, written questionnaire with open
questions may then be used to explore remaining sensitive
questions or worries of participants without revealing their
identities.
Sometimes, a self-administered questionnaire seems the only
possibility:
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For example, on one of the smaller islands in the Indian
Ocean, the shortage of nurses was acute and public complaints
about the functioning of health facilities abounded. A relatively
high number of nurses had been leaving the profession over
the past ten years and the vacancies could not all be filled as less
and less young people were choosing nursing as a career. The
research team that investigated the problem (all MOH staff)
appreciated the sensitivity of the topic. Aware that everyone on
the island knew each other, it was decided to use a flexible self-
administered questionnaire which members of the research
team personally delivered at each health facility, stressing the
importance of filling it in. In that way they hoped to ensure
anonymity as well as increase participation in the study. (Still, the
response rate was only slightly over 50%.)

IV. Checklists
Checklists can be used to systematically observe human
behaviour or the condition of  specific equipment (e.g., fridge,
expiring dates of medicines, or completeness of records).
Observations can be relatively open or can be predetermined
comparisons of reality against fixed standards. Sometimes the
aim is systematic content analysis (e.g., newspaper articles, health
information system). The objectives of the study determine the
content of a checklist. A checklist includes all the items or points
that must be considered during an observation in the field, or
when extracting data from existing records.
An observation checklist for rating the cleanliness and use of
Blair/Ventilated Improved Pit Latrines (VIP) in a study on
hygiene practices is presented below, as an example:

V. Interview Skills

1. The Interviewer-informant Relationship and
Interview Conditions
An interviewer needs to have the skills of  a detective. (S)he
should carefully, step-by-step, delve for the truth. Here the
comparison stops, because the truth researchers are looking for,
in general, has nothing to do with criminality. To the contrary,
our respondents are possible partners who with their
information help solve a shared problem, or at least help to
better understand why people behave as they do.
To turn an informant into a partner, a researcher has to invest in
the relationship. First of  all, (s)he has to be clear to the infor-
mant about the purpose of  the interview and the study.
Enough information should be given to raise the interest of
informants and to enable them to judge whether they would
like to participate or not. Consent has to be obtained before the
interview. (See Module 10A.) On the other hand, not too many
details should be given about what will be asked and why.
Otherwise, the researcher runs the risk informants become

selective in what they tell, and conceal information in order to
‘help’ or please him/her (interviewer bias).
When sensitive topics are being explored anonymity should be
ensured, for example, by not including a name in the interview
notes. If  a second interview would be useful, one may ask a
name and address, but make sure this will never appear in the
report.
Further, before the research starts, the possibility of involving
informants in the discussion of  the results and recommen-
dations should be considered and discussed with informants.
Feedback sessions with informants are usually rewarding for
both informants and researchers. If it is impossible to organise
such sessions for all participants, an interviewer can at least
summarise the main results of  the interview at the end and
check if  this is what the informant meant to say. Usually the
informant will react, elaborate on the responses already given, or
sometimes withdraw a statement if it seems too personal.
Partnership between interviewer and informant implies that the
interviewer will try to minimise the social distance between
him/herself  and the informant. Interviewers should try to
blend in the environment. In order to do so:
• Clothing of  interviewers should be culturally acceptable and

as simple as possible (no fancy dresses, high heels or tight
jeans in rural areas).

• Sitting arrangements for interviewer(s) and informant(s)
should preferably be at the same height (no straight chair
when the informant is sitting on a mat on the floor) and
beside each other, forming an angle of 90 degrees, rather
than opposite each other.

• Gender relations have to be respected. When interviewer
and informant are of opposite sex, more physical distance
will usually be required than when they are of the same sex.
In some societies, a male researcher may have to ask consent
from a woman’s husband or father before he can interview
her, or may have to employ a female research assistant to
interview women. One has to ask advice from key
informants and try out what works, as ‘opposite sex
interviews’ sometimes also produce interesting information
that in ‘same sex interviews’ would not so easily be
obtained. Differences in age and culture, if exploited with
care, may have the same surprising effect of generating
useful information on sensitive topics.

• A general rule is that, through his or her behaviour, an
interviewer should show interest in what the informant
says, be at ease (never in a hurry) and make the informant
feel at ease. This implies that the interviewer should never
show any disapproval of the information received during
the interview. Otherwise the informant will close up. The
interviewer should only try to listen and understand WHY
people do what they do, even if  the practice seems
dangerous. Only after the interview or after the research is
finished, can the interviewer try to address problems
identified through the interviews.

For example: A research team headed by a Regional Medical
Officer (RMO) carried out a study into reasons for low
utilisation of  delivery services in a district in Tanzania. When
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interviewing Traditional Birth Attendants (TBAs), the team
discovered that TBAs delivered services in case of  highly
complicated deliveries which could be dangerous to the
mothers. The RMO was surprised about the practices of the
TBAs and asked many details about what they did with respect
to various complications, but did not show his surprise. After
finalising the study he organised a training course for TBAs in
which he took their level of knowledge as a point of departure
and explained why some practices were dangerous and could
better be replaced by safer alternatives.
The environment should also be supportive of  the interview
situation. Anything that disturbs (noise, other people listening,
a formal surrounding) should if possible be avoided.
For example: A hospital-ward, with nurses running in and
out, may not be a good place to ask a patient’s treatment history
including traditional treatment, or his/her opinion about the
treatment in the hospital. An adolescent home is not an
appropriate environment for an interview with adolescents
about their sexual behaviour, even if the parents are absent. A
quiet place outside would be better.
If it appears impossible to prevent others from joining the
interview, even after having made clear that one would like to
speak undisturbed with the informant, there are different
possibilities.

For Example

• If the information is personal but not very sensitive, one
may just continue, hoping that others may get bored and
disappear.

• Depending on the sensitivity of the data and who joins,
one can turn the interview into a mini focus group
discussion, asking indirect instead of personal questions
(e.g., ‘how would a husband react if  he found out that his
wife was using the pill to prevent pregnancy without his
knowledge’, instead of ‘how would your husband
react. . .’).

• One may try to make a new appointment and hope the
informant will be able to assure more privacy then.

• Or one may tell the visitors that they will be visited later.
Tape recording may be an enabling or a disturbing environ-
mental factor in the interview. If  the informant accepts the
argument of  the interviewer that (s)he will not be able to
remember everything that is said nor write it down, it is an
asset. Playing with it at the beginning of  the interview and
letting informants hear themselves may help to overcome
hesitation among informants who have never experienced the
use of a tape recorder. Informants should be asked for their
consent before use, and be assured confidentiality. If  they
hesitate or refuse, the only solution is to take notes. This is in
any case advisable, as the tape-recorder may not always function
correctly. Usually, informants forget quickly that the recorder is
on, but if they appear disturbed despite their consent that it be
used, it should be stopped.

Note

• The interviewer should always make notes on disturbances
or ‘enabling factors’ that emerge during the interview.

Likewise, it should be noted when an informant asks for
assistance from others in answering certain questions.

• Remember that an interviewer can also be a ‘disturbing
factor’ in the daily activities of informants. Identify the
most suitable time for the interview and share in tasks that
lend themselves to that purpose.

• The interviewer should be very conversant with the
interview guide/questionnaire so that eye contact is
maintained throughout the interview. If  the discussion
touches on sensitive issues, few or no notes should be
taken, in order not to lose eye contact. The information
collected should then be written down immediately after
the interview.

2. The Interviewer’s Tasks
Apart from the introduction to the interview, which includes
building a partnership that needs to last throughout the
interview and even beyond, the interviewer has a number of
other tasks:
•  Posing questions
•  Evaluating answers and probing for elaboration or more

 precision in case of a superficial or invalid answer
• Noting down answers
• Leading the discussion, but at the same time encouraging

the informant to give spontaneous information relevant to
the topic by letting him/her talk

Unless the interview is carried out in pairs, the interviewer will
have to carry out all these tasks at the same time.
1. The introduction to the interview should be written as

the interview guide is being developed, even if  there is only
one researcher, but certainly if a research team conducts the
interviews. This will ensure consistency, which prevents bias
due to interviewer variation.
We have already paid much attention to

2. the art of posing questions in the preceding parts of this
module. Not yet covered is the issue of what to do when an
answer is unsatisfactory. Clearly, the quality of  an interview
will be determined by the skills of  the interviewer in

3. evaluating answers and diagnosing what went wrong and
why, so that corrective action can be taken on the spot.
An answer can be unsatisfactory in many ways:

• There may be no answer at all, either because the informant
did not understand the question or because the question
touched on sensitive information that the informant
hesitated to divulge.
Possible remedy: If you suspect that the question was not
understood, you may say: ‘Perhaps, I was not so clear. What
I meant to ask was . . .’, followed by the question, phrased
slightly more elaborately. If  you suspect the informant is
hesitant to answer, then repeat that if (s)he wishes (s)he can
skip this question. If the informant has no objection to
continuing, stress again that the information will remain in
confidence. Then repeat the question.

• The answer may be incomplete, or unclear.
Possible remedy: Repeat what was said and encourage the
informant to continue with phrases such as: ‘I do not fully
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understand what you mean. Could you elaborate a bit?’ or:
‘Could you mention more possibilities?’
Or, if the informant has started to give an example but did
not finish, you can probe with questions such as: ‘When
was that?’, ‘Why did you do that?’, ‘How often does that
happen?’,
‘Why do you think so?’, etc.

• The answer may be irrelevant to your question.
Possible remedy: Say something such as ‘That is not
exactly what I meant to ask about’ and repeat the question,
slightly elaborated.

• You suspect the informant is not telling the truth (invalid
answer), either because various parts of the answer
contradict each other or because the informant knows the
‘desirable’ answer and gives it to please the interviewer.
Both can happen at the same time.
For example: in an interview about sexual behaviour, a
young man reports that he has used condoms last month.
Later he says that he only uses condoms with casual
partners. When asked to elaborate a bit on casual partners
(who they are, where he finds them, how often, when the
last time was) he states that he has not had a casual partner
over the past three months, since he has a regular partner.
Probably the first answer was a ‘socially acceptable’
statement to please you, but the contradicting data may also
mean that the truth (actual sexual behaviour) is quite
complicated. It may be ‘socially unacceptable’ to his new
girlfriend that he still has other sexual contacts; he may be
denying those contacts, and the first answer (that he used
condoms with a casual partner last month) may be right.
Possible remedy: Summarise the three contradicting
statements, and ask the informant: ‘How should I interpret
this: You said that you have used condoms last month.
You also said that you use condoms only with casual
partners, and that since three months you have not had
casual partners as you have a regular partner now. . .’ Then
wait and see what comes. Avoid the slightest sign of
disbelief or irritation. Make clear by an attentive and
interested look that you would appreciate it highly if he told
something more about himself and when he does and
does not use condoms with his different girlfriends.
Note that when something goes ‘wrong’ in an interview
the interviewer should always take the blame. (S)he is
the one who ‘did not ask the question clearly enough’, or
who ‘did not understand the answer’, and so is asking the
question again. The interviewer is the one who receives a
‘present’ in the form of information and has to show by
word and body language that (s)he appreciates this highly.
Nodding, humming, or repeating the last few words may all
be perceived as encouragement. A silence from the side of
the interviewer may also work as encouragement for the
informant to continue.

4. Noting down answers should never go at the cost of the
cost of the eye contact with the informant, even if the
information collected is not sensitive. Scribbles in a small
notebook are preferable over more extensive notes,

provided they are elaborated straight after each interview. It
is advisable to take brief notes even when a tape recorder is
used, just in case the recording fails. Elaborating notes after
an interview takes more time than the interview itself, and
the full transcription of  a taped interview may take between
5-10 times the duration of  the interview, and often longer.

5. Keeping control over the interview without imposing
oneself is a skill each researcher has to learn. Even though
an interviewer may encourage the provision of  (often
valuable) spontaneous information, some spontaneous
information may distract from the main issues. The
interviewer has to take care that there is not only a good
beginning but also a satisfactory end to the interview. In
between, all topics should have been adequately covered.
Otherwise the information provided by different
informants will not be comparable or, in case of key
informants, not be comprehensive. Therefore an interviewer
will also sometimes have to stop informants who go
enthusiastically off track. This can be done politely: ‘Thank
you, this is interesting, but do you mind if I go back to the
previous (or next) question? This (specify) is not yet fully
clear to me.’

At the end, the interviewer should not only summarise the
interview, which may lead to a valuable new discussion, but
also respond to questions that came up during the interview,
give advice (if necessary or asked for) and give an opportunity
for further questions of  the informant. Such ‘after-interview’
discussions and questions should always be recorded, like
all spontaneous information, because discussions can shed
light on complicated, not yet fully clear issues from many
preceding interviews. (Remember the researcher’s function of
detective!)

3. Training the Research Team/Assistants
Those who for the first time conduct a face-to-face interview
will need training in the application of all the advice provided
above. Good quality interview data form the heart of  an HSR
study. Obtaining such data presupposes more than appropriate
knowledge and skills; also specific attitudes (e.g., not imposing
one self) and insight (e.g., appreciating signs of  discomfort in
an informant, and recognising evading or, to the contrary, highly
illuminating answers) are required.
The learning process therefore preferably consists of reading
and listening/observing, as well as doing. ‘Doing’ may involve
a written exercise, a role-play, or actual field practice during a pre-
test. The following exercise may be helpful:

Exercise: Interview Training

1. Written exercise: Write introductions for one of  the
interviews your team will be developing for your study.
Then meet in small groups and critique each other’s
introductions.

2. Role-play: Six participants will be asked to participate in a
role-play. Three will act as interviewers - staff  members
from a health centre with a high percentage of  unsupervised
deliveries who wish to find out the reasons for the low
coverage. The other three will play the roles of mothers
who have delivered in the last six months. Each of the
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mothers will be given a particular role to play by the
facilitators. The rest of the group will know what the roles
are, but the interviewers will have to find out while they are
interviewing and try to cope as best they can.
While the three interviews are taking place, observe the
interactions closely. Following the interviews a brief
discussion will be held focusing on the attitudes of the
interviewers and their skills. We will discuss what has been
done well in each of  the interviews, and suggestions for
how the process could be improved so as to gain more
accurate and complete information.

3. Real interview: As in 2, but now on a topic relevant to all
participants. (For example, what made them join medical
training.)

Group Work  (4 hours or more)

1. Prepare your data-collection tools (instruments), taking
care that you cover all important variables. Refer back to
the table that your group prepared during the group work
session at the end of Module 10A, which specifies the
methods of  data collection you must use. (You might
divide up the work, assigning different members of the
group to design the various data collection instruments
required.)

2. Take care that you have an optimal mix between open-
ended and pre-categorised questions.

3. If methods are needed other than those presented in
Modules 10A and 10B, refer to Module 10C on FGD or
other text-books on (participatory) methods.

4. Discuss the possibilities for bias, which may occur when
using the data-collection tools. Try to avoid bias as much as
possible.

Exercise: Review of Data Collection Tools

1. Review in detail data collection tools of one other research
team in relation to their objectives and variables and prepare
suggestions for improving them. Be prepared to present
your comments in plenary.

2. If there is time, review the data collection tools of the other
research teams in the course as well.

* This questionnaire which was made for use by non-literate
health workers was shared by Dr. Peter Lamptey.

Trainee’s Notes

Introduction and Discussion

• The introduction should be straightforward but interactive,
providing participants with an opportunity to comment on
obviously poor questions and come up with suggestions
for improvement.

• The handling of half open-ended, partly pre-categorised
questions, which appear in many questionnaires, may need
special attention. Participants should be aware of the danger
of bias if these questions are not asked uniformly with
guidelines for probing.

• The formatting of questionnaires should be illustrated with
examples.

Exercise:InterviewTraining

1. Written exercise: Ask each participant to write an
introduction for one of  the interviews his or her team will
be developing for its study. Then ask each team to meet in a
small group and critique each other’s introductions.

2. Role-play: Ask six participants to volunteer to participate in
the role play - three as interviewers (health care staff
working in an area with a high percentage of  unsupervised
deliveries) and three as mothers who have delivered in the
past 6 months. Announce that the task of the three
interviewers is to interview the mothers to determine the
reasons for the low percentage of  deliveries supervised by
the health centres and possible ways to increase coverage.
Ask the three interviewers to go out of  the room and each
separately jot down ideas on the questions he or she might
ask the mothers in five minutes interviews. While the
interviewers are doing this, discuss the roles of  the three
mothers with the participants who have volunteered to play
them and the rest of the class. (One mother may have given
birth at home and honestly will tell why; another may have
given birth at home and is hesitant to disclose why; and the
third may have given birth in the hospital, but is not an easy
talker; the interviewer will have to draw the information out
of her to get a complete picture.)

Once the ‘stage is set’, ask each of  the interviewers to interview
one of the mothers in turn, while the rest of the class watches.
When the three interviews are completed, lead a discussion on
the attitudes of  the interviewers, their skills, what has been
done well and suggestions for improving the interview. The
‘mothers’ can be asked what their feeling were about the
interviews and what the interviewers could have done to obtain
more accurate and complete information.
Another possibility is to take a ‘real life’ situation and let three
pairs of  participants interview each other on a topic of  com-
mon interest. Discuss this first with the participants and ask for
their suggestions for a topic.

Group Work

• All facilitators should be aware that the quality of the data
collection tools determines the quality of the data with
which the participants return from the field. Skilful guidance
of the groups is therefore essential.

• If participants are relatively inexperienced in research, the
first version of  an interview guide/ questionnaire is often
too general and has too many closed questions. It is
extremely important that the groups try their tools out in a
‘real life’ situation during the workshop.

• The time needed to develop the data collection tools may
exceed four hours. Usually groups continue working in the
evening. There should be two opportunities in the
workshop program for the teams to revise the data
collection tools: after the exercise on reviewing the data
collection tools in class and after the exercise in the field, so
that they can include what they learned from their own
experience and the comments of facilitators and other
course participants. In their own research situations the
teams will then do full pre-tests (see Module 14).



53

Exercise: Review of Data Collection Tools

• If possible, have all groups review and critique the data
collection tools of all other groups, with special attention to
the tools of  one group. In plenary, the group that has the
primary responsibility for reviewing a particular group’s
tools should comment first. Then other groups should be
asked to give any additional suggestions, after which the
group whose tools have been discussed can reply, if
necessary.

• When groups have many different data collection tools
(questionnaires, checklists, schedules for FGDs), it may not
be possibly to discuss all tools of all groups in two hours.
Then two groups could swap their tools and discuss them
in mini plenaries of the two groups. Facilitators,
however, should read and comment on the data
collection tools of all groups.

Note

When groups are preparing their data collection tools they
should have ideas concerning which tools they would like to
pre-test and where. At this point of time, the course manage-
ment team should therefore start organising the pre-test.

Notes -
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LESON 16:
CLASS QUESTIONNAIRE PREPARATION EXCERCISE
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Objective
The Objective of this lesson is to give you insight in to:

• Probability Sampling
1. Simple Random Sampling
2. Stratified Sampling
3. Cluster Sampling
4. Nonprobability Sampling
5. Judgement Sampling
6. Quota Sampling
7. Convenience Sample
• Validity
• Reliability

Sampling and Sample Design

The procedure by which a few subjects are chosen from the
universe to be studied in such as way that the sample can be
used to estimate the same characteristics in the total is referred
to as sampling. The advantages of  using samples rather than
surveying the population are that it is much less costly, quicker
and, if  selected properly, gives results with known accuracy that
can be calculated mathematically. Even for relatively small
samples, accuracy does not suffer even though precision or the
amount of detailed information obtained, might. These are
important considerations, since most research projects have
both budget and time constraints.
Determining the population targeted is the first step in selecting
the sample. This may sound obvious and easy, but is not
necessarily so. For instance, in surveying “hotel guests” about
their experiences during their last stay, we may want to limit the
term to adults aged 18 or older. Due to language constraints, we
may want to include only those guests that can speak and/or
read English. This more operational definition of population
would be considered the “respondent qualifications”. They
make the research more doable, but also introduce delimitations
of  the study’s scope.
Next, the sampling units themselves must be determined. Are
we surveying all hotel guests that fit our operational definition,
one person per room occupied, one person per party (and
who?), households, companies, etc.?

The list from which the respondents are drawn is referred to as
the sampling frame or working population. It includes lists that
are available or that are constructed from different sources
specifically for the study. Directories, membership or customer
lists, even invoices or credit card receipts can serve as a sampling
frame. However, comprehensiveness, accuracy, currency, and
duplication are all factors that must be considered when
determining whether there are any potential sampling frame
errors. For instance, if  reservations and payments for certain
business travellers is made by their companies without specify-
ing the actual guest name, these would not be included if the
sampling frame is the hotel’s guest list. This could lead to
potential underrepresentation of business travellers.
Please see these two helpful articles by Pamela Narins from the
SPSS site about calculating the Survey Sample Size and correct-
ing the Finite Population. Also, this article by Susanne Hiller
from the National Post highlights the problems you can run
into in interpreting survey results when your sample size is too
small. In this article published in the Globe and Mail on
Consistent Mistakes that Plague Customer Research, George
Stalk, Jr. and Jill Black discuss common problems and their
implications. Reuter’s Washington office reported on the
misuse of polls and how results can be biased because of the
question wording in this Toronto Star article dealing with the
Microsoft case.

Introduction
This tutorial is a discussion on sampling in research it is mainly
designed to eqiup beginners with knowledge on the general
issues on sampling that is the purpose of sampling in research,
dangers of sampling and how to minimize them, types of
sampling and guides for deciding the sample size. For a clear
flow of ideas, a few definitions of the terms used are given.

What is Research?
According Webster(1985), to research is to search or investigate
exhaustively. It is a careful or diligent search, studious inquiry or
examination especially investigation or experimentation aimed
at the discovery and interpretation of facts, revision of accepted
theories or laws in the light of new facts or practical application
of such new or revised theories or laws, it can also be the
collection of information about a particular subject.

What is a Sample?
A sample is a finite part of a statistical population whose
properties are studied to gain information about the
whole(Webster, 1985). When dealing with people, it can be
defined as a set of respondents(people) selected from a larger
population for the purpose of  a survey.
A population is a group of individuals persons, objects, or
items from which samples are taken for measurement for
example a population of presidents or professors, books or
students.

LESSON 17:
SAMPLING AND SAMPLE DESIGN
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What is sampling? Sampling is the act, process, or technique of
selecting a suitable sample, or a representative part of a popula-
tion for the purpose of determining parameters or
characteristics of the whole population.
What is the purpose of  sampling? To draw conclusions about
populations from samples, we must use inferential statistics
which enables us to determine a population‘s characteristics by
directly observing only a portion (or sample) of  the population.
We obtain a sample rather than a complete enumeration (a
census ) of  the population for many reasons. Obviously, it is
cheaper to observe a part rather than the whole, but we should
prepare ourselves to cope with the dangers of using samples. In
this tutorial, we will investigate various kinds of sampling
procedures. Some are better than others but all may yield
samples that are inaccurate and unreliable. We will learn how to
minimize these dangers, but some potential error is the price we
must pay for the convenience and savings the samples provide.
There would be no need for statistical theory if a census rather
than a sample was always used to obtain information about
populations. But a census may not be practical and is almost
never economical. There are six main reasons for sampling
instead of doing a census. These are; -Economy -Timeliness -
The large size of many populations -Inaccessibility of some of
the population -Destructiveness of  the observation -accuracy
The economic advantage of using a sample in research Obvi-
ously, taking a sample requires fewer resources than a census.
For example, let us assume that you are one of the very curious
students around. You have heard so much about the famous
Cornell and now that you are there, you want to hear from the
insiders. You want to know what all the students at Cornell
think about the quality of teaching they receive, you know that
all the students are different so they are likely to have different
perceptions and you believe you must get all these perceptions
so you decide because you want an indepth view of every
student, you will conduct personal interviews with each one of
them and you want the results in 20 days only, let us assume
this particular time you are doing your research Cornell has only
20,000 students and those who are helping are so fast at the
interviewing art that together you can interview at least 10
students per person per day in addition to your 18 credit hours
of  course work. You will require 100 research assistants for 20
days and since you are paying them minimum wage of $5.00
per hour for ten hours ($50.00) per person per day, you will
require $100000.00 just to complete the interviews, analysis will
just be impossible. You may decide to hire additional assistants
to help with the analysis at another $100000.00 and so on
assuming you have that amount on your account.
As unrealistic as this example is, it does illustrate the very high
cost of census. For the type of information desired, a small
wisely selected sample of  Cornell students can serve the
purpose. You don‘t even have to hire a single assistant. You can
complete the interviews and analysis on your own. Rarely does a
circustance require a census of the population, and even more
rarely does one justify the expense.

The Time Factor
A sample may provide you with needed information quickly.
For example, you are a Doctor and a disease has broken out in a

village within your area of jurisdiction, the disease is contagious
and it is killing within hours nobody knows what it is. You are
required to conduct quick tests to help save the situation. If you
try a census of those affected, they may be long dead when you
arrive with your results. In such a case just a few of those
already infected could be used to provide the required informa-
tion.

The Very Large Populations
Many populations about which inferences must be made are
quite large. For example, Consider the population of high
school seniors in United States of America, agroup numbering
4,000,000. The responsible agency in the government has to
plan for how they will be absorbed into the differnt depart-
ments and even the private sector. The employers would like to
have specific knowledge about the student‘s plans in order to
make compatiple plans to absorb them during the coming year.
But the big size of the population makes it physically impos-
sible to conduct a census. In such a case, selecting a
representative sample may be the only way to get the informa-
tion required from high school seniors.

The Partly Accessible Populations
There are Some populations that are so difficult to get access to
that only a sample can be used. Like people in prison, like
crashed aeroplanes in the deep seas, presidents e.t.c. The
inaccessibility may be economic or time related. Like a particular
study population may be so costly to reach like the population
of planets that only a sample can be used. In other cases, a
population of some events may be taking too long to occur
that only sample information can be relied on. For example
natural disasters like a flood that occurs every 100 years or take
the example of the flood that occured in Noah‘s days. It has
never occured again.
The destructive nature of  the observation Sometimes the very
act of  observing the desired charecteristic of  a unit of  the
population destroys it for the intended use. Good examples of
this occur in quality control. For example to test the quality of a
fuse, to determine whether it is defective, it must be destroyed.
To obtain a census of  the quality of  a lorry load of  fuses, you
have to destroy all of them. This is contrary to the purpose
served by quality-control testing. In this case, only a sample
should be used to assess the quality of the fuses
Accuracy and sampling A sample may be more accurate than a
census. A sloppily conducted census can provide less reliable
information than a carefully obtained sample.

Bias and Error in Sampling
A sample is expected to mirror the population from which it
comes, however, there is no guarantee that any sample will be
precisely representative of the population from which it comes.
Chance may dictate that a disproportionate number of untypical
observations will be made like for the case of  testing fuses, the
sample of fuses may consist of more or less faulty fuses than
the real population proportion of faulty cases. In practice, it is
rarely known when a sample is unrepresentative and should be
discarded.

Sampling Error
What can make a sample unrepresentative of its population?
One of the most frequent causes is sampling error.
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Sampling error comprises the differences between the sample
and the population that are due solely to the particular units
that happen to have been selected.
For example, suppose that a sample of 100 american women
are measured and are all found to be taller than six feet. It is very
clear even without any statistical prove that this would be a
highly unrepresentative sample leading to invalid conclusions.
This is a very unlikely occurance because naturally such rare cases
are widely distributed among the population. But it can occur.
Luckily, this is a very obvious error and can be etected very easily.
The more dangerous error is the less obvious sampling error
against which nature offers very little protection. An example
would be like a sample in which the average height is overstated
by only one inch or two rather than one foot which is more
obvious. It is the unobvious error that is of much concern.
There are two basic causes for sampling error. One is chance:
That is the error that occurs just because of bad luck. This may
result in untypical choices. Unusual units in a population do
exist and there is always a possibility that an abnormally large
number of them will be chosen. For example, in a recent study
in which I was looking at the number of trees, I selected a
sample of households randomly but strange enough, the two
households in the whole population, which had the highest
number of trees (10,018 and 6345 ) were both selected making
the sample average higher than it should be. The average with
these two extremes removed was 828 trees. The main protec-
tion agaisnt this kind of error is to use a large enough sample.
The second cause of sampling is sampling bias.
Sampling bias is a tendency to favour the selection of units that
have paticular characteristics.
Sampling bias is usually the result of a poor sampling plan. The
most notable is the bias of non response when for some
reason some units have no chance of appearing in the sample.
For example, take a hypothetical case where a survey was
conducted recently by Cornell Graduate school to find out the
level of stress that graduate students were going through. A
mail questionnaire was sent to 100 randomly selected graduate
students. Only 52 responded and the results were that students
were not under strees at that time when the actual case was that
it was the highest time of stress for all students except those
who were writing their thesis at their own pace. Apparently, this
is the group that had the time to respond. The researcher who
was conducting the study went back to the questionnaire to find
out what the problem was and found that all those who had
responded were third and fourth PhD students. Bias can be
very costly and has to be gaurded against as much as possible.
For this case, $2000.00 had been spent and there were no
reliable results in addition, it cost the reseacher his job since his
employer thought if he was qualified, he should have known
that before hand and planned on how to avoid it. A means of
selecting the units of analysis must be designed to avoid the
more obvious forms of bias. Another example would be where
you would like to know the average income of some commu-
nity and you decide to use the telephone numbers to select a
sample of the total population in a locality where only the rich
and middle class households have telephone lines. You will end
up with high average income which will lead to the wrong policy
decisions.

Non Sampling Error (measurement error)
The other main cause of unrepresentative samples is non
sampling error. This type of error can occur whether a census or
a sample is being used. Like sampling error, non sampling error
may either be produced by participants in the statistical study or
be an innocent by product of the sampling plans and proce-
dures.
A non sampling error is an error that results solely from the
manner in which the observations are made.
The simplest example of non sampling error is inaccurate
measurements due to malfuntioning instruments or poor
procedures. For example, Consider the observation of  human
weights. If persons are asked to state their own weights
themselves, no two answers will be of  equal reliability. The
people will have weighed themselves on different scales in
various states of poor caliberation. An individual‘s weight
fluctuates diurnally by several pounds, so that the time of
weighing will affect the answer. The scale reading will also vary
with the person‘s state of undress. Responses therefore will not
be of comparable validity unless all persons are weighed under
the same circumstances.
Biased observations due to inaccurate measurement can be
innocent but very devastating. A story is told of  a French
astronomer who once proposed a new theory based on
spectroscopic measurements of light emitted by a particular star.
When his colleques discovered that the measuring instrument
had been contaminated by cigarette smoke, they rejected his
findings.
In surveys of  personal characteristics, unintended errors may
result from: -The manner in which the response is elicited -The
social desirability of  the persons surveyed -The purpose of  the
study -The personal biases of  the interviewer or survey writer

TheInterwiersEffect

No two interviewers are alike and the same person may provide
different answers to different interviewers. The manner in
which a question is formulated can also result in inaccurate
responses. Individuals tend to provide false answers to
particular questions. For example, some people want to feel
younger or older for some reason known to themselves. If you
ask such a person their age in years, it is easier for the idividual
just to lie to you by over stating their age by one or more years
than it is if you asked which year they were born since it will
require a bit of quick arithmetic to give a false date and a date of
birth will definitely be more accurate.

The Respondent Effect

Respondents might also give incorrect answers to impress the
interviewer. This type of  error is the most difficult to prevent
because it results from out right deceit on the part of the
respondee. An example of this is what I witnessed in my recent
study in which I was asking farmers how much maize they
harvested last year (1995). In most cases, the men tended to lie
by saying a figure which is the reccomended expected yield that
is 25 bags per acre. The responses from men looked so uniform
that I became suspicious. I compared with the responses of the
wives of the these men and their responses were all different.
To decide which one was right, whenever possible I could in a
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tactful way verify with an older son or daughter. It is important
to acknowledge that certain psychological factors induce incorrect
responses and great care must be taken to design a study that
minimizes their effect.

Knowing the Study Purpose

Knowing why a study is being conducted may create incorrect
responses. A classic example is the question: What is your
income? If a government agency is asking, a different figure may
be provided than the respondent would give on an application
for a home mortgage. One way to guard against such bias is to
camouflage the study‘s goals; Another remedy is to make the
questions very specific, allowing no room for personal interpre-
tation. For example, “Where are you employed?” could be
followed by “What is your salary?” and “Do you have any extra
jobs?” A sequence of such questions may produce more
accurate information.

Induced Bias

Finally, it should be noted that the personal prejudices of  either
the designer of the study or the data collector may tend to
induce bias. In designing a questionnaire, questions may be
slanted in such a way that a particular response will be obtained
even though it is inacurrate. For example, an agronomist may
apply fertilizer to certain key plots, knowing that they will
provide more favourable yields than others. To protect against
induced bias, advice of an individual trained in statistics should
be sought in the design and someone else aware of search
pitfalls should serve in an auditing capacity.

Selecting the Sample
The preceding section has covered the most common problems
associated with statistical studies. The desirability of a sampling
procedure depends on both its vulnerability to error and its
cost. However, economy and reliability are competing ends,
because, to reduce error often requires an increased expenditure
of resources. Of the two types of statistical errors, only
sampling error can be controlled by exercising care in determin-
ing the method for choosing the sample. The previous section
has shown that sampling error may be due to either bias or
chance. The chance component (sometimes called random error)
exists no matter how carefully the selection procedures are
implemented, and the only way to minimize chance sampling
errors is to select a sufficiently large sample (sample size is
discussed towards the end of this tutorial). Sampling bias on
the other hand may be minimized by the wise choice of a
sampling procedure.

Probability Sampling Techniques
In probability sampling, the sample is selected in such a way
that each unit within the population or universe has a known
chance of being selected. It is this concept of “known chance”
that allows for the statistical projection of characteristics based
on the sample to the population.
Most estimates tend to cluster around the true population or
universe mean. When plotted on a graph, these means form
what is called the normal or bell curve. This theoretical distribu-
tion allows for the calculation of the probability of a certain
event occurring (e.g. the likelihood that an activity studied will
be undertaken by people over 65 years old, if those are the
variables being studied).

There are three main types of probability or random sampling
that we will review more closely:
• (Simple) Random
• Stratified
• Cluster

Simple Random Sampling
A sampling procedure that assures that each element in the
population has an equal chance of being selected is referred to as
simple random sampling .Let us assume you had a school with
a 1000 students, divided equally into boys and girls, and you
wanted to select 100 of  them for further study. You might put
all their names in a drum and then pull 100 names out. Not
only does each person have an equal chance of being selected,
we can also easily calculate the probability of a given person
being chosen, since we know the sample size (n) and the
population (N) and it becomes a simple matter of division:
n/N x 100 or 100/1000 x 100 = 10%
This means that every student in the school as a 10% or 1 in 10
chance of being selected using this method.
Many statistics books include a table of random numbers,
which are predetermined sets of random numbers. It is
possible to start at any point on the table and move in any
direction to choose the numbers required for the sample size.
However, technology has given us a number of other alterna-
tives: many computer statistical packages, including SPSS, are
capable of generating random numbers and some phone
systems are capable of  random digit dialling.
If a systematic pattern is introduced into random sampling, it is
referred to as “systematic (random) sampling”. For instance, if
the students in our school had numbers attached to their
names ranging from 0001 to 1000, and we chose a random
starting point, e.g. 533, and then pick every 10th name thereafter
to give us our sample of 100 (starting over with 0003 after
reaching 0993). In this sense, this technique is similar to cluster
sampling, since the choice of the first unit will determine the
remainder.
There are a number of potential problems with simple and
systematic random sampling. If  the population is widely
dispersed, it may be extremely costly to reach them. On the
other hand, a current list of the whole population we are
interested in (sampling frame) may not be readily available. Or
perhaps, the population itself is not homogeneous and the
sub-groups are very different in size. In such a case, precision
can be increased through stratified sampling.
Some problems that arise from random sampling can be
overcome by weighting the sample to reflect the population or
universe. For instance, if in our sample of 100 students we
ended up with 60% boys and 40% girls, we could decrease the
importance of the characteristics for boys and increase those of
the girls to reflect our universe, which is 50/50.

Stratified Sampling
In this random sampling technique, the whole population is
first into mutually exclusive subgroups or strata and then units
are selected randomly from each stratum. The segments are
based on some predetermined criteria such as geographic
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location, size or demographic characteristic. It is important that
the segments be as heterogeneous as possible. Let us assume
you wanted to determine the spending patterns of  a hotel’s
guests. Knowing that the business clientele behaves quite
differently from the leisure guests, you might want to separate
them into different groups or strata. You are, however, dealing
with a downtown property where 80% of the clientele stays in
fact on business, with only 20% of the guests there for leisure
purposes. In simple random sampling, there is no assurance
that a sufficient number of leisure travellers would actually be
included in the sample.
Using the rule of thumb about sample size determination, we
need at least 100 respondents for our leisure segment. This
means that we would need four times as many business
travellers, since they represent four times as many guests at the
hotel, for a total of 500 respondents. This is referred to as
“proportionate stratified sampling”. Disproportionate sam-
pling is only undertaken if a particular strata is very important
to the research project but occurs in too small a percentage to
allow for meaningful analysis unless is representation is
artificially boosted.
In this technique you oversample and then weight your data to
re-establish the proportions. Let us assume you only have
enough budget to survey 300 guests, but you still want at least
100 leisure travellers to have a sufficient number for further
analysis. This means that you oversample for leisure travellers at
a ratio of 2:1. Therefore, you would need to weight each of
your business travellers by 2 (i.e. 2 x 2 = 4) to end up with the
proper proportions.

Cluster Sampling
Contrary to simple random sampling and stratified sampling,
where single subjects are selected from the population, in cluster
sampling the subjects are selected in groups or clusters. This
approach allows to overcome the constraints of costs and time
associated with a very dispersed population. Let us assume you
wanted to conduct interviews with hotel managers in a major
city about their training needs. You could decide that each hotel
in the city represents one cluster, and then randomly select a
small number, e.g. 10. You would then contact the managers in
these 10 properties for interviews. When all units of  the
selected cluster are interviewed, this is referred to as “one-stage
cluster sampling”. If  the subjects to be interviewed are selected
randomly within the selected clusters, it is call “two-stage cluster
sampling”. This technique might be more appropriate if the
number of  subjects within a unit is very large (e.g. instead of
interviewing managers, you want to interview employees).
You could also combine cluster sampling with stratified
sampling. For instance, in the above example of  wanting to
interview employees in randomly selected clusters, you might
want to stratify the employees based on some characteristic
deemed most relevant to your study (e.g. seniority, job function,
etc.) and then randomly select employees from each of these
strata. This type of sampling is referred to as “multistage
sampling”.

Non-Probability Sampling Techniques
In non-probability sampling, the sample is selected in such a
way that the chance of being selected of each unit within the

population or universe is unknown. Indeed, the selection of
the subjects is arbitrary or subjective, since the researcher relies
on his/her experience and judgement. As a result, there are no
statistical techniques that allow for the measurement of
sampling error, and therefore it is not appropriate to project the
sample characteristics to the population.
In spite of this significant shortcoming, non-probability
sampling is very popular in hospitality and tourism research for
quantitative research. Almost all qualitative research methods
rely on non-probability sampling techniques.
There are three main types of non-probability sampling that we
will review more closely:
• Judgment Sampling
• Quota Sampling
• Convenience Sampling

Judgement Sampling
In judgement sampling, the researcher or some other “expert”
uses his/her judgement in selecting the units from the popula-
tion for study based on the population’s parameters.
This type of sampling technique might be the most appropriate
if the population to be studied is difficult to locate or if some
members are thought to be better (more knowledgeable, more
willing, etc.) than others to interview. This determination is
often made on the advice and with the assistance of the client.
For instance, if  you wanted to interview incentive travel
organizers within a specific industry to determine their needs or
destination preferences, you might find that not only are there
relatively few, they are also extremely busy and may well be
reluctant to take time to talk to you. Relying on the judgement
of some knowledgeable experts may be far more productive in
identifying potential interviewees than trying to develop a list
of the population in order to randomly select a small number.

Quota Sampling
In quota sampling, the population is first segmented into
mutually exclusive sub-groups, just as in stratified sampling.
Then judgement is used to select the subjects or units from
each segment based on a specified proportion. It is this second
step which makes the technique one of non-probability
sampling.
Let us assume you wanted to interview tourists coming to a
community to study their activities and spending. Based on
national research you know that 60% come for vacation/
pleasure, 20% are VFR (visiting friends and relatives), 15%
come for business and 5% for conventions and meetings. You
also know that 80% come from within the province. 10% from
other parts of Canada, and 10% are international. A total of
500 tourists are to be intercepted at major tourist spots
(attractions, events, hotels, convention centre, etc.), as you
would in a convenience sample. The number of  interviews
could therefore be determined based on the proportion a given
characteristic represents in the population. For instance, once
300 pleasure travellers have been interviewed, this category
would no longer be pursued, and only those who state that one
of the other purposes was their reason for coming would be
interviewed until these quotas were filled.
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Obvious advantages of quota sampling are the speed with
which information can be collected, the lower cost of doing so
and the convenience it represents.

Convenience Sampling
In convenience sampling, the selection of units from the
population is based on easy availability and/or accessibility. The
trade-off made for ease of sample obtention is the representa-
tiveness of  the sample. If  we want to survey tourists in a given
geographic area, we may go to several of the major attractions
since tourists are more likely to be found in these places.
Obviously, we would include several different types of  attrac-
tions, and perhaps go at different times of the day and/or week
to reduce bias, but essentially the interviews conducted would
have been determined by what was expedient, not by ensuring
randomness. The likelihood of the sample being unrepresenta-
tive of the tourism population of the community would be
quite high, since business and convention travellers are likely to
be underrepresented, and – if  the interview was conducted in
English – non-English speaking tourists would have been
eliminated.
Therefore, the major disadvantage of this technique is that we
have no idea how representative the information collected about
the sample is to the population as a whole. But the information
could still provide some fairly significant insights, and be a
good source of data in exploratory research

Purposeful Sampling
Purposeful sampling selects information rich cases for indepth
study. Size and specific cases depend on the study purpose.
There are about 16 different types of  purposeful sampling.
They are briefly described below for you to be aware of them.
The details can be found in Patton(1990)Pg 169-186.
Extreme and deviant case sampling This involves learning from
highly unusual manifestations of the phenomenon of interest,
suchas outstanding successes, notable failures, top of the class,
dropouts, exotic events, crises.
Intensity sampling This is information rich cases that manifest
the phenomenon intensely, but not extremely, such as good
students,poor students, above average/below average.
Maximum variation sampling This involves purposefully
picking a wide range of variation on dimentions of interest.
This documents unique or diverse variations that have emerged
in adapting to different conditions. It also identifies important
common patterns that cut across variations. Like in the example
of  interviewing Cornell students, you may want to get students
of different nationalities, professional backgrounds, cultures,
work experience and the like.
Homogenious sampling This one reduces variation, simplifies
analysis, facilitates group interviewing. Like instead of  having
the maximum number of nationalities as in the above case of
maximum variation, it may focus on one nationality say
Americans only.
Typical case sampling It involves taking a sample of  what one
would call typical, normal or average for a particular phenom-
enon.

Stratified purposeful sampling This illustrates charecteristics of
particular subgroups of interest and facilitates comparisons
between the different groups.
Critical case sampling> This permits logical generalization and
maximum application of information to other cases like “If it
is true for this one case, it is likely to be true of all other cases.
You must have heard statements like if  it happenned to so and
so then it can happen to anybody. Or if  so and so passed that
exam, then anybody can pass.
Snowball or chain sampling This particular one identifies, cases
of interest from people who know people who know what
cases are information rich, that is good examples for study,
good interview subjects. This is commonly used in studies that
may be looking at issues like the homeless households. What
you do is to get hold of one and he/she will tell you where the
others are or can be found. When you find those others they
will tell you where you can get more others and the chain
continues.
Criterion sampling Here, you set a criteria and pick all cases that
meet that criteria for example, all ladies six feet tall, all white cars,
all farmers that have planted onions. This method of sampling
is very strong in quality assurance.
Theory based or operational construct sampling. Finding
manifestations of a theoretical construct of interest so as to
elaborate and examine the construct.
Confirming and disconfirming cases Elaborating and deepening
initial analysis like if  you had already started some study, you are
seeking further information or confirming some emerging
issues which are not clear, seeking exceptions and testing
variation.
Opportunistic Sampling This involves following new leads
during field work, taking advantage of the unexpected flexibil-
ity.
Random purposeful sampling This adds credibility when the
purposeful sample is larger than one can handle. Reduces
judgement within a purposeful category. But it is not for
generalizations or representativeness.
Sampling politically important cases This type of sampling
attracts or avoids attracting attention undesired attention by
purposisefully eliminating from the sample political cases.
These may be individuals, or localities.
Convenience sampling It is useful in getting general ideas about
the phenomenon of interest. For example you decide you will
interview the first ten people you meet tomorrow morning. It
saves time, money and effort. It is the poorest way of getting
samples, has the lowest credibility and yields information-poor
cases.
Combination or mixed purposeful sampling This combines
various sampling strategies to achieve the desired sample. This
helps in triangulation, allows for flexibility, and meets multiple
interests and needs. When selecting a sampling strategy it is
necessary that it fits the purpose of  the study, the resources
available, the question being asked and the constraints being
faced. This holds true for sampling strategy as well as sample
size.
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Sample Size
Before deciding how large a sample should be, you have to
define your study population. For example, all children below
age three in Tomkin‘s County. Then determine your sampling
frame which could be a list of all the chidren below three as
recorded by Tomkin‘s County. You can then struggle with the
sample size.
The question of how large a sample should be is a difficult one.
Sample size can be determined by various constraints. For
example, the available funding may prespecify the sample size.
When research costs are fixed, a useful rule of thumb is to
spent about one half of the total amount for data collection
and the other half for data analysis. This constraint influences
the sample size as well as sample design and data collection
procedures.
In general, sample size depends on the nature of the analysis to
be performed, the desired precision of the estimates one wishes
to achieve, the kind and number of comparisons that will be
made, the number of variables that have to be examined
simultaneously and how heterogenous a universe is sampled.
For example, if the key analysis of a randomized experiment
consists of computing averages for experimentals and controls
in a project and comparing differences, then a sample under 100
might be adequate, assuming that other statistical assumptions
hold.
In non-experimental research, most often, relevant variables
have to be controlled statistically because groups differ by factors
other than chance.
More technical considerations suggest that the required sample
size is a function of the precision of the estimates one wishes
to achieve, the variability or variance, one expects to find in the
population and the statistical level of confidence one wishes to
use. The sample size N required to estimate a population mean
(average) with a given level of precision is:
The square root of N=(1.96)*(&)/precision Where & is the
population standard deviation of the for the variable whose
mean one is interested in estimating. Precision refers to width
of  the interval one is willing to tolerate and 1.96 reflects the
confidence level. For details on this please see Salant and
Dillman (1994).
For example, to estimate mean earnings in a population with an
accuracy of  $100 per year, using a 95% confidence interval and
assuming that the standard deviation of earnings in the
population is $1600.0, the required sample size is
983:[(1.96)(1600/100)] squared.
Deciding on a sample size for qualitative inquiry can be even
more difficult than quantitative because there are no definite
rules to be followed. It will depend on what you want to know,
the purpose of  the inquiry, what is at stake, what will be usefull,
what will have credibility and what can be done with available
time and resources. With fixed resources which is always the
case, you can choose to study one specific phenomenon in
depth with a smaller sample size or a bigger sample size when
seeking breadth. In purposeful sampling, the sample should be
judged on the basis of the purpose and rationale for each study
and the sampling strategy used to achieve the studies purpose.

The validity, meangfulness, and insights generated from
qualitative inquiry have more to do with the information-
richness of  the cases selected and the observational/analytical
capabilities of the researcher than with sample size.

Validity
Validity determines whether the research truly measures that
which it was intended to measure or how truthful the research
results are. In other words, does the research instrument allow
you to hit “the bull’s eye” of  your research object? Researchers
generally determine validity by asking a series of questions, and
will often look for the answers in the research of others.
Starting with the research question itself, you need to ask
yourself whether you can actually answer the question you have
posed with the research instrument selected. For instance, if you
want to determine the profile of Canadian ecotourists, but the
database that you are using only asked questions about certain
activities, you may have a problem with the face or content
validity of the database for your purpose.
Similarly, if  you have developed a questionnaire, it is a good
idea to pre-test your instrument. You might first ask a number
of people who know little about the subject matter whether the
questions are clearly worded and easily understood (whether
they know the answers or not). You may also look to other
research and determine what it has found with respect to
question wording or which elements need to be included in
order to provide an answer to the specific aspect of your
research. This is particularly important when measuring more
subjective concepts such as attitudes and motivations. Some-
times, you may want to ask the same question in different ways
or repeat it at a later stage in the questionnaire to test for
consistency in the response. This is done to confirm criterion
validity. All of  these approaches will increase the validity of  your
research instrument.
Probing for attitudes usually requires a series of questions that
are similar, but not the same. This battery of questions should
be answered consistently by the respondent. If it is, the scale
items are said to have high internal validity.
What about the sample itself? Is it truly representative of  the
population chosen? If a certain type of respondent was not
captured, even though they may have been contacted, then your
research instrument does not have the necessary validity. In a
door-to-door interview, for instance, perhaps the working
population is severely underrepresented due to the times during
which people were contacted. Or perhaps those in upper income
categories, more likely to live in condominiums with security
could not be reached. This may lead to poor external validity
since the study results are likely to be biased and not applicable
in a wider sense.
Most field research has relatively poor external validity since the
researcher can rarely be sure that there were no extraneous factors
at play that influenced the study’s outcomes. Only in experi-
mental settings can variables be isolated sufficiently to test their
impact on a single dependent variable.
Although an instrument’s validity presupposes that it’s
reliability, the reverse is not always true. Indeed, you can have a
research instrument that is extremely consistent in the answers it



62

provides, but the answers are wrong for the objective the study
sets out to attain.

Reliability
The extent to which results are consistent over time and an
accurate representation of the total population under study is
referred to as reliability. In other words, if  the results of  a study
can be reproduced under a similar methodology, then the
research instrument is considered to be reliable.
Should you have a question that can be misunderstood, and
therefore is answered differently by respondents, you are dealing
with low reliability. The consistency with which questionnaire
items are answered can be determined through the test-retest
method, whereby a respondent would be asked to answer the
same question(s) at two different times. This attribute of the
instrument is actually referred to as stability. If  we are dealing
with a stable measure, then the results should be similar. A
high degree of  stability indicates a high degree of  reliability,
since the results are repeatable. The problem with the test-retest
method is that it may not only sensitize the respondent to the
subject matter, and hence influence the responses given, but
that we cannot be sure that there were no changes in extraneous
influences such as an attitude change that has occurred that
could lead to a difference in the responses provided.
Probing for attitudes usually requires a series of questions that
are similar, but not the same. This battery of questions should
be answered consistently by the respondent. If it is, the
instrument shows high consistency. This can be tested using the
split-half method, whereby the researcher takes the results
obtained from one-half of the scale items and checks them
against the results of the other half.
Although the researcher may be able to prove the research
instrument’s repeatability and internal consistency, and therefore
reliability, the instrument itself  may not be valid (definition of
validity). In other words, it may consistently provide similar
results, but it does not measure what the research proposed to
determine.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Confidence Intervals
Part I
Part II

• Finite Population Correction factor

Confidence Intervals
Our goal is to get to the point were we can read, understand,
and write statements like
• A 95% confidence interval for the mean yield of  corn from

farms using integrated pest management is 142.7 to 153.9
bushels per acre. OR Farms that practice integrated pest
management while growing corn have a mean yield of 142.7
to 153.9 bushels per acre (95% confidence interval).

• We are 95% confident that mean caloric intake of  infants of
low-income mothers receiving WIC assistance is 80 to 200
kcal per day greater than that of infants of low-income
mothers who do not receive assistance. OR Infants of low-
income mothers receiving WIC assistance have a greater
mean daily caloric intake than infants of low-income
mothers not receiving assistance (95%CI: 80 to 200 kcal).

• We are 95% confident that the mean total cholesterol level
resulting from a canola oil diet is between 9.3 mg/dl less
and 17.2 mg/dl more than the mean cholesterol level
resulting from a rice oil diet. OR Our study was unable to
distinguish between rice and canola oil. Based on our data,
the effect of canola oil could do anything from reducing the
mean cholesterol level 9.3 mg/dl to increasing it 17.2 mg/dl
relative to a rice oil diet.

Confidence Intervals

PartI
Does the mean vitamin C blood level of smokers differ from
that of  nonsmokers? Let’s suppose for a moment they do, with
smokers tending to have lower levels. Nevertheless, we
wouldn’t expect every smoker to have levels lower than those
of every nonsmoker. There would be some overlap in the two
distributions. This is one reason why questions like this are
usually answered in terms of  population means, namely, how
the mean level of all smokers compares to that of all nonsmok-
ers.
The statistical tool used to answer such questions is the
confidence interval (CI) for the difference between the two
population means. But let’s forget the formal study of  statistics
for the moment. What might you do to answer the question if
you were on your own? You might get a random sample of
smokers and nonsmokers, measure their vitamin C levels, and
see how they compare. Suppose we’ve done it. In a sample of
40 Boston male smokers, vitamin C levels had a mean of 0.60

mg/dl and an SD of 0.32 mg/dl while in a sample of 40
Boston male nonsmokers (Strictly speaking, we can only talk
about Boston area males rather than all smokers and nonsmok-
ers. No one ever said research was easy.), the levels had a mean
of 0.90 mg/dl and an SD of 0.35 mg/dl. The difference in
means between nonsmokers and smokers is 0.30 mg/dl!
The difference of 0.30 looks impressive compared to means of
0.60 and 0.90, but we know that if we were to take another
random sample, the difference wouldn’t be exactly the same. It
might be greater, it might be less. What kind of population
difference is consistent with this observed value of  0.30 mg/dl?
How much larger or smaller might the difference in population
means be if we could measure all smokers and nonsmokers? In
particular, is 0.30 mg/dl the sort of sample difference that
might be observed if  there were no difference in the population
mean vitamin C levels? We estimate the difference in mean
vitamin C levels at 0.30 mg/dl, but 0.30 mg/dl “give-or-take
what”? This is where statistical theory comes in.
One way to answer these questions is by reporting a 95%
confidence interval. A 95% confidence interval is an interval
generated by a process that’s right 95% of  the time. Similarly, a
90% confidence interval is an interval generated by a process
that’s right 90% of  the time and a 99% confidence interval is an
interval generated by a process that’s right 99% of  the time. If
we were to replicate our study many times, each time reporting a
95% confidence interval, then 95% of  the intervals would
contain the population mean difference. In practice, we perform
our study only once. We have no way of  knowing whether our
particular interval is correct, but we behave as though it is. Here,
the 95% confidence interval for the difference in mean vitamin
C levels between nonsmokers and smokers is 0.15 to 0.45 mg/
dl. Thus, not only do we estimate the difference to be 0.30 mg/
dl, but we are 95% confident it is no less than 0.15 mg/dl or
greater than 0.45 mg/dl.
In theory, we can construct intervals of  any level of  confidence
from 0 to 100%. There is a tradeoff between the amount of
confidence we have in an interval and its length. A 95%
confidence interval for a population mean difference is con-
structed by taking the sample mean difference and adding and
subtracting 1.96 standard errors of the mean difference. A 90%
CI adds and subtracts 1.645 standard errors of the mean
difference, while a 99% CI adds and subtracts 2.57 standard
errors of the mean difference. The shorter the confidence
interval, the less likely it is to contain the quantity being
estimated. The longer the interval, the more likely to contain the
quantity being estimated. Ninety-five percent has been found to
be a convenient level for conducting scientific research, so it is
used almost universally. Intervals of  lesser confidence would
lead to too many misstatements. Greater confidence would
require more data to generate intervals of  usable lengths.

LECTURE 18:
SAMPLING AND SAMPLE DESIGN - II
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PartII
[Zero is a special value. If a difference between two means is 0,
then the two means are equal!]
Confidence intervals contain population values found to be
consistent with the data. If  a confidence interval for a mean
difference includes 0, the data are consistent with a population
mean difference of 0. If the difference is 0, the population
means are equal. If  the confidence interval for a difference
excludes 0, the data are not consistent with equal population
means. Therefore, one of the first things to look at is whether a
confidence interval for a difference contains 0. If  0 is not in the
interval, a difference has been established. If  a CI contains 0,
then a difference has not been established. When we start
talking about significance tests, we’ll refer to differences that
exclude 0 as a possibility as statistically significant. For the
moment, we’ll use the term sparingly.
A statistically significant difference may or may not be of
practical importance. Statistical significance and practical
importance are separate concepts. Some authors confuse the
issues by taking about statistical significance and practical
significance or by talking about, simply, significance. In these
notes, there will be no mixing and matching. It’s either statisti-
cally significant or practically important any other combination
should be consciously avoided.
Serum cholesterol values (mg/dl) in a free-living population
tend to be between the mid 100s and the high 200s. It is
recommended that individuals have serum cholesterols of 200
or less. A change of 1 or 2 mg/dl is of no importance. Changes
of 10-20 mg/dl and more can be expected to have a clinical
impact on the individual subject. Consider an investigation to
compare mean serum cholesterol levels produced by two diets
by looking at confidence intervals for 1 - 2 based on .
High cholesterol levels are bad. If is positive, the mean
from diet 1 is greater than the mean from diet 2, and diet 2 is
favored. If is negative, the mean from diet 1 is less
than the mean from diet 2, and diet 1 is favored. Here are six
possible outcomes of experiment.

For each case, let’s consider, first, whether a difference between
population means has been demonstrated and then what the
clinical implications might be.
In cases 1-3, the data are judged inconsistent with a population
mean difference of 0. In cases 4-6, the data are consistent with a
population mean difference of 0.

• Case 1: There is a difference between the diets, but it is of
no practical importance.

• Case 2: The difference is of practical importance even
though the confidence interval is 20 mg/dl wide.

• Case 3: The difference may or may not be of practical
importance. The interval is too wide to say for sure. More
study is needed.

• Case 4: We cannot claim to have demonstrated a difference.
We are confident that if  there is a real difference it is of  no
practical importance.

• Cases 5 and 6: We cannot claim to have demonstrated a
difference. The population mean difference is not well
enough determined to rule out all cases of practical
importance.

Cases 5 and 6 require careful handling. While neither interval
formally demonstrates a difference between diets, case 6 is
certainly more suggestive of  something than Case 5. Both cases
are consistent with differences of practical importance and
differences of no importance at all. However, Case 6, unlike
Case 5, seems to rule out any advantage of practical importance
for Diet 1, so it might be argued that Case 6 is like Case 3 in that
both are consistent with important and unimportant advan-
tages to Diet 2 while neither suggests any advantage to Diet 1.
It is common to find reports stating that there was no differ-
ence between two treatment. As Douglas Altman and Martin
Bland emphasize, absence of evidence is not evidence of
absence, that is, failure to show a difference is not the same
thing as showing two treatments are the same. Only Case 4
allows the investigators to say there is no difference between the
diets. The observed difference is not statistically significant and,
if it should turn out there really is a difference (no two popula-
tion means are exactly equal to an infinite number of decimal
places), it would not be of any practical importance.
Many writers make the mistake of interpreting cases 5 and 6 to
say there is no difference between the treatments or that the
treatments are the same. This is an error. It is not supported by
the data. All we can say in cases 5 and 6 is that we have been
unable to demonstrate a difference between the diets. We
cannot say they are the same. The data say they may be the same,
but they may be quite different. Studies like this—that cannot
distinguish between situations that have very different implica-
tions—are said to be underpowered, that is, they lack the power
to answer the question definitively one way or the other.
In some situations, it’s important to know if  there is an effect
no matter how small, but in most cases it’s hard to rationalize
saying whether or not a confidence interval contains 0 without
reporting the CI, and saying something about the magnitude
of the values it contains and their practical importance. If a CI
does not include 0, are all of  the values in the interval of
practical importance? If the CI includes 0, have effects of
practical importance been ruled out? If the CI includes 0 AND
values of  practical importance, YOU HAVEN’T LEARNED
ANYTHING!

Finite Population Correction Factor
A correction factor applied to the expression for the variance of
the means of samples drawn from an infinite parent popula-
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tion, to allow for it being of finite size.
The finite population correction factor is (N-n) / (N-1).
(refer to the “Standard Error” section to see an example of its
use. Also refer to the formula for b^2 at the bottom of page 36
in “The Theory of Blackjack” for a different example, this time
for a single deck where N=52)

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

LESSON 19:
CASE STUDY: SAMPLING
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Objective
The Objective of this lesson is to give you insight in to:

• Data Analysis
• Analysing the Data (Descriptive Statistics)
• Introduction
• Frequency Distributions

• Histograms and bar charts
• The shape of a distribution
• Determining if skewness and kurtosis are significantly

non-normal

Data Analysis
After questionnaire development, pre testing the instrument
and designing the sample, fieldwork – or the actual gathering of
the required data – must be undertaken. However, we will not
be discussing the complex and expensive tasks associated with
fieldwork as part of this course.
Once the results start to come back from the field, the informa-
tion needs to be prepared for input in order to be tabulated and
analyzed. Before the questionnaires are given to someone for
data-entry, they must be edited and coded. There should be no
ambiguity as to what the respondent meant and what should
be entered. This may sound simple, but what do you do in the
following case:

So is it their first trip or not? And what do you instruct the
data-entry person to do? In spite of clear instructions, this type
of confusing response is not as rare as we might think,
particularly in self-administered surveys.
If the questionnaire was not pre-coded, this will be done at the
same time as the editing by the researcher. Coding involves
assigning a label to each question or variable (as in “q15” or
“1sttrip”) and a number or value to each response category (for
instance 1 for “yes” and 2 for “no”). Sometimes, people will
write in a response such as “can’t remember” or “unsure”, and
the editor must decide on what to do. This could either be
ignored or a new code and/or value could be added. All of
these decisions as well as the questions and their codes are
summarized in a “codebook” for future reference. Pamela
Narins and J. Walter Thomson of  SPSS have prepared some
basic guidelines for preparing for data entry, that you should be
sure to read.
Even in a structured questionnaire, you may have one or two
open-ended questions, which do not lend themselves to
coding. This type of  question needs to be content analyzed and

hopefully grouped into categories that are meaningful. At this
point, they can be either tabulated manually or codes can be
established for them.
Once the data has been input into the computer, usually with
the assistance of a statistical package such as SPSS, it needs to be
‘cleaned’. This is the process of ensuring that the data entry was
correctly executed and correcting any errors. There are a number
of ways for checking for accuracy:
• Double entry: the data is entered twice and any discrepancies

are verified against the original questionnaire;
• Running frequency distributions and scanning for errors in

values based on the original questionnaire (if only four
responses are possible, there should be no value “5”, for
instance); and

• Data listing refers to the printout of the values for all cases
that have been entered and verifying a random sample of
cases against the original questionnaires.

The objective is of course to achieve more accurate analysis
through data cleaning, as explained by Pamela Narins and J.
Walter Thompson of  SPSS.
The data is now ready for tabulation and statistical analysis. This
means that we want to do one or more of the following:
• Describe the background of the respondents, usually using

their demographic information;
• Describe the responses made to each of the

questions;
• Compare the behaviour of various

demographic categories to one another to see
if the differences are meaningful or simply
due to chance;

• Determine if there is a relationship between two
characteristics as described; and

• Predict whether one or more characteristic can explain the
difference that occurs in another.

In order to describe the background of the respondents, we
need to add up the number of responses and report them as
percentages in what is called a frequency distribution (e.g.
“Women accounted for 54% of  visitors.”). Similarly, when we
describe the responses made to each of the questions; this
information can be provided as a frequency, but with added
information about the “typical” response or “average”, which is
also referred as measure of central tendency (definition of
central tendency) (e.g. “On average, visitors returned 13 times in
the past five years”.)
In order to compare the behaviour of various demographic
categories to one another to see if the differences are meaningful
or simply due to chance, we are really determining the statistical
significance (definition of statistical significance ) by tabulating
two or more variables against each other in a cross-tabulation

LESSON 20:
DATA ANALYSIS - I
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(definition of  cross-tabulation) (e.g. “There is clear evidence of  a
relationship between gender and attendance at cultural venues.
Attendance by women was statistically higher than men’s”.).
If we wish to determine if there is a relationship between two
characteristics as described; for instance the importance of
predictable weather on a vacation and the ranking of destination
types, then we are calculating the correlation (definition of 
correlation). And finally, when trying to predict whether one or
more characteristic can explain the difference that occurs in
another, we might answer a question such as “Are gender,
education and/or income levels linked to the number of times
a person attends a cultural venue?.

Analysing the Data (Descriptive
Statistics)
Descriptive statistics describe patterns and general trends in a
data set. In most cases, descriptive statistics are used to examine
or explore one variable at a time. However, the relationship
between two variables can also be described as with correlation
and regression. Inferential statistics test hypotheses about
differences or relationships in populations on the basis of
measurements made on samples. Inferential statistics can help
us decide us if a difference or relationship can be considered
real or just a chance fluctuation.
One of the goals of psychological science is to understand
human behaviour. But before we can understand it, we have to
be able to describe it. In some sense, descriptive statistics is one
of  the bridges between measurement and understanding. Use
of inferential and descriptive statistics is rarely an either-or
proposition. With a data set and array of research questions, we
are usually interested in both describing and making inferences
about the results. We describe the data, find reliable differences
or relationships, and estimate population values for the reliable
findings
Statistics can be viewed as a means of finding order and
meaning in apparent chaos. At the end of the data collection
phase of a research project, really all we’ve got is a bunch of
numbers with no apparent order or meaning. The first phase of
data analysis involves the placing of some order on that chaos.
Typically the data are reduced down to one or two descriptive
summaries like the mean and standard deviation or correla-
tion, or by visualisation of the data through various graphical
procedures like histograms, frequency distributions, and
scatterplots.
As an example, we will be using a real data set from a study by
Andrew Hayes. The study was concerned with the sexual
behaviour of university students. The data come from a
questionnaire where respondents were asked a number of
questions about their beliefs, values, and sexual behaviour. The
variable we will examine is the number of sexual partners each
respondent reported having in the past year. 177 people have
provided data on this variable. The raw scores can be found in
Figure 4.1.
Question: “How many sexual partners have you had in the last
year?”
Respondents: UNE students

Data: 1, 0, 2, 4, 5, 1, 1, 1, 2, 1, 1, 4, 1, 1, 10, 2, 6, 1, 1, 1, 1, 1, 1,
2, 5, 2, 1, 1, 6, 2, 4, 2, 1, 4, 1, 0, 1, 5, 0, 1, 0, 1, 1, 4, 2, 1, 1, 0, 1, 3,
1, 1, 3, 1, 4, 1, 0, 1, 1, 1, 0, 1, 8, 1, 15, 1, 1, 1, 2, 3, 1, 4, 3, 3, 1, 1,
2, 1, 1, 1, 1, 1, 4, 3, 2, 1, 0, 0, 1, 2, 1, 2, 3, 1, 7, 1, 2, 2, 1, 1, 1, 1, 0,
2, 0, 2, 1, 3, 0, 0, 2, 1, 1, 0, 1, 2, 1, 1, 2, 2, 1, 1, 1, 0, 0, 0, 0, 1, 1, 0,
1, 0, 2, 0, 1, 7, 1, 0, 1, 2, 2, 7, 2, 8, 0, 1, 3, 14, 1, 1, 0, 1, 3, 3, 1, 1,
4, 1, 1, 2, 1, 1, 0, 1, 1, 3, 3, 1, 0, 0, 1, 2, 5, 0, 6, 2, 2
Figure 4.1 Data for “number of sexual partners” variable.

Frequency Distributions
From the data in given above, a large number of questions can
be answered. For example, how many students had only 1
sexual partner in the past year? What was the maximum
number of sexual partners? Did more students abstain from
sex in the past year than who did not? What percent of
students who responded had fewer than 5 sexual partners past
year?
Some of these questions can be answered easily and others with
more difficulty. For example, to answer the first question,
youÕd have to count up all the ones. To answer the second
question, you would search through the data to find the
maximum. How easy this is depends on how distinctive the
maximum is and how many numbers you have to search
through. The answer to the third question would require first
counting up how many students responded with zero and how
many responded with other numbers. The last question would
require knowing how many 0s, 1s, 2s, 3s, and 4s there are in the
data compared to higher numbers.
Frequency distributions are a way of displaying this chaos of
numbers in an organised manner so such questions can be
answered easily. A frequency distribution is simply a table that,
at minimum, displays how many times in a data set each
response or “score” occurs. A good frequency distribution will
display more information than this although with just this
minimum information, many other bits of information can be
computed.
Frequency distributions usually display information from top
to bottom, with the scores in either ascending or descending
order (SPSS displays the data in ascending order unless you tell
it otherwise). In Output 4.1, the variable has been named
“sexparts” and the range of possible values for this variable is
displayed in the left-hand column. The number of times that
score occured in the data set is displayed under “Frequency.” So
83 of the 177 respondents had only one sexual partner last year,
which is the answer to the first question. This is derived from
the “83” in the “1.00” row. You can see that the most frequent
response was “1” with “0” and “2” occurring next most
frequently and about equally often. Interestingly, 3 people had
10 or more sexual partners last year. This is derived by noting
that there is only 1 “10” response, 1 “14” response, and 1 “15”
response, which sums to 3 responses greater than or equal to
10.
In general, it would more useful to answer these questions with
proportions or percentages. It is quite easy to convert these
absolute frequencies into proportions or percentages. A
proportion, sometimes called relative frequency, is simply the
number of times the score occurs in the data, divided by the
total number of responses. So the relative frequency for the “3”
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response is 13/177 or about .073. Notice that the relative
frequency, while not displayed in this frequency distribution, is
simply the percent divided by 100. So the relative frequency
for “0” is 0.158. Relative frequencies, like proportions, must be
between 0 and 1 inclusive.
A more meaningful way of expressing a relative frequency is as a
percentage. This is displayed in SPSS under the “Percent”
column (Ignore the column labelled “Valid Percent”). As can be
seen, 15.8 percent (from 100*28/177) of the students who
responded didnÕt have a sexual partner last year. Because the
percentages have to add up to 100, we know then that 100%-
15.8% or 84.2% of students who responded reporting having
at least one sexual partner in the last year. Thus, the answer to
the third question is “No.” Based on the responses we received,
more students had sex last year than abstained from sex entirely.
Note the difference between reporting absolute values and
reporting percentages. If we simply report that “3 people had
more than 10 sexual partners for the year” we are very limited in
drawing generalisations from this. We donÕt know if  “3” is a
small number or a large number. We canÕt draw any inferences
about the general population from this information. It all
depends on the total number in our sample. If the total was
177 as here, then we can conclude that about 1.7% of the
student population has more than 10 sexual partners in one
year. If the total was 30, then we would have a completely
different story! Whenever we conduct research we always
interested in drawing inferences from our sample to the
population at large.
Output - Summarize í FrequenciesÉ

Output 4.1 The result of using SPSS Summarise í FrequenciesÉ
on the “number of sex partners last year” variable.
Another useful statistic, which can be derived from a frequency
distribution, is the “cumulative percent”. The cumulative
percent for a given score or data value corresponds to the
percent of people who responded with that score or less than
that score. So 79.1 percent of the respondents had no more
than 2 sexual partners. If you defined a “promiscuous” person
as someone who had more than 5 sexual partners in a year, then
you would claim that, from these data, 6.2 percent of UNE
students could be called promiscuous (notice the

generalisation). This comes from the fact that the cumulative
percent for 5 is 93.8%. That is, 93.8% of students had 5 or
fewer sexual partners last year. So 100.0% - 93.8% or 6.2% of
students had more than 5 sexual partners.

Histograms and Bar Charts
A histogram is a graphical way of presenting a frequency
distribution. It is constructed by first selecting a number of
“intervals” to be used. The choice is between reducing the
information sufficiently while still providing enough variability
to picture the shape of the distribution. Most computer
programs that construct histograms will allow you to select the
number of  intervals, as well as their width. If  you donÕt tell
the computer how many intervals to use, it will make the
decision based on the data it has. In Figure 4.2 you will find a
histogram produced by SPSS of the sexual behaviour data in
Figure 4.1.

Figure - A histogram produced by SPSS for the “number of sex
partners in the past year” variable.
First of  all, notice that in this histogram, there are 7 intervals.
The numbers on the X axis (also called the “abscissa”) corre-
spond to the midpoints of  the interval. Halfway between
adjacent intervals are the real limits of  the interval, which
determine where a particular data point gets “counted” in the
histogram. For example, notice the third bar in this histogram.
The midpoint is 5. The lower real limit is half way between 2.5
and 5, or 3.75. The upper real limit is between 5 and 7.5, or
6.25. So by convention, any score in the data set equal to or
greater than 3.75 and LESS THAN 6.25 gets assigned to the “5”
bar. The “Y” axis (also called the “ordinate”) displays the
frequency or number of times a particular piece of data in the
data set falls into that interval. So, for example, you can see that
16 respondents in the data set reported having between 3.75
and 6.25 sexual partners last year (i.e., 4, 5, or 6). Now, this
might seem somewhat silly given that number of sexual
partners must be an integer (i.e., a discrete variable). For this
reason, histograms are best used with data where nonintegers
are actually possible. Regardless, this histogram does summarise
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the information in Figure 4.1 quite well. From the frequency
distribution (Output 4.1) we know that most people reported
having either no sexual partners or one sexual partner last year.
The histogram does reflect this (the numbers 0 and 1 occurred
111 times). We also know from the frequency distribution that
increasingly fewer people reported having many sexual partners.
The histogram also reflects this.
Sometimes histograms are constructed with relative frequencies
or percentages or proportions on the Y-axis. Because of  the
close relationship between counts or raw frequencies and relative
frequencies and percentages, the interpretation of the frequency
distribution remains the same.
Bar Charts. A graph very similar to a histogram is the bar chart.
Bar charts are often used for qualitative or categorical data,
although they can be used quite effectively with quantitative data
if the number of unique scores in the data set is not large. A
bar chart plots the number of times a particular value or
category occurs in a data set, with the height of the bar repre-
senting the number of  observations with that score or in that
category. The Y-axis could represent any measurement unit:
relative frequency, raw count, percent, or whatever else is
appropriate for the situation. For example, the bar chart in
Figure  plots the number of people, in millions, belonging in
one of the four major ethnic categories in the United States in
1990.

Figure - Ethnic category is a qualitative or categorical variable.
You can see that most of  the U.S. population is “White.”
Bar charts can be used quite effectively with quantitative data as
well but some problems occur. Figure   shows a bar chart of the
sex partners data.

Most computer programs that generate bar charts will treat each
quantitative score as a category. What this means is that the bar
chart may not space out the scores appropriately on the X axis
of the chart. As you can see in Figure , SPSS ignores the fact that
there are no 9s and no observations with values between 11 and
13. As a result, it places “8” and “10” right next to each other,
and then places “14” next to “10.” It simply treats these scores
with no observations as impossible. As a result, looking at a
bar chart can give a misrepresentation as to the shape of the
distribution. Second, if there are many unique scores in the data
set, each of  which occurs infrequently, a bar chart may provide
no additional information than could be obtained from just
looking at the data set. For example, imagine a bar chart of the
following data: 4.3, 6.5, 1.2, 6.9, 4.1, 0.4, 6.1, 3.6, 1.6, 2.3. There
is only one of every score. So a bar chart would provide little
information because it would just display 10 bars equal in
height (i.e., with a height of 1).

The Shape of A Distribution
Symmetry. A distribution of  scores may be symmetrical or
asymmetrical. Imagine constructing a histogram centred on a
piece of  paper and folding the paper in half  the long way. If  the
distribution is symmetrical, the part of the histogram on the
left side of the fold would be the mirror image of the part on
the right side of the fold. If the distribution is asymmetrical,
the two sides will not be mirror images of  each other. True
symmetric distributions include what we will later call the
normal distribution. Asymmetric distributions are more
commonly found.
Skewness. If a distribution is asymmetric it is either positively
skewed or negatively skewed. A distribution is said to be
positively skewed if the scores tend to cluster toward the lower
end of the scale (that is, the smaller numbers) with increasingly
fewer scores at the upper end of the scale (that is, the larger
numbers). Figure is an example of a positively skewed distribu-
tion, the majority of people report 0, 1, or 2 sexual partners for
the year and increasingly few report more.
A negatively skewed distribution is exactly the opposite. With
a negatively skewed distribution, most of the scores tend to
occur toward the upper end of the scale while increasingly fewer
scores occur toward the lower end. An example of a negatively
skewed distribution would be age at retirement. Most people
retire in their mid 60s or older, with increasingly fewer retiring at
increasingly earlier ages. A graphic example of a negatively
skewed distribution can be found in Figure.

Figure An example of a negatively skewed distributionFigure A bar chart of the “number of sex partners last year” variable.
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SPSS Example
If we select FrequenciesÉ from SPSS on the “number of sex
partners last year” variable and also select the appropriate
statistics (as shown in the SPSS Screens and Output booklet),
you will find the following output.
Output 4.2 Summarize É. FrequenciesÉwith statistics options.
Frequencies

Output The results of selecting Statistical options within the
SPSS FrequenciesÉ procedure.
Output shows many numerical descriptive measures for the
“number of sex partners” variable. Many we will deal with in
the next chapter. For the moment, we will focus on skewness
and kurtosis.
If a distribution is not skewed, the numerical value for
“Skewness” is zero. The fact that it is positive (3.076) in the
output above, shows that the variable is positively skewed.

Determining If Skewness and Kurtosis are Significantly
Non-normal
Skewness. The question arises in statistical analysis of deciding
how skewed a distribution can be before it is considered a
problem. One way of determining if the degree of skewness is
“significantly skewed” is to compare the numerical value for
“Skewness” with twice the “Standard Error of Skewness” and
include the range from minus twice the Std. Error of Skewness
to plus twice the Std. Error of Skewness. If the value for
Skewness falls within this range, the skewness is considered not
seriously violated.
For example, from the above, twice the Std. Error of Skewness
is 2 X .183 = .366. We now look at the range from Ð0.366 to +
.366 and check whether the value for Skewness falls within this
range. If it does we can consider the distribution to be approxi-
mately normal. If it doesnÕt (as here), we conclude that the
distribution is significantly non-normal and in this case is
significantly positvely skewed.
Kurtosis. Another descriptive statistic that can be derived to
describe a distribution is called kurtosis. It refers to the relative
concentration of scores in the center, the upper and lower ends

(tails), and the shoulders of  a distribution (see Howell, p. 29).
In general, kurtosis is not very important for an understanding
of statistics, and we will not be using it again. However it is
worth knowing the main terms here.
A distribution is platykurtic if it is flatter than the correspond-
ing normal curve and leptokurtic if  it is more peaked than the
normal curve.
The same numerical process can be used to check if the kurtosis
is significantly non normal. A normal distribution will have
Kurtosis value of  zero. So again we construct a range of
“normality” by multiplying the Std. Error of Kurtosis by 2 and
going from minus that value to plus that value. Here 2 X .363
= .726 and we consider the range from Ð0.726 to + 0.726 and
check if the value for Kurtosis falls within this range. Here it
doesnÕt (12.778), so this distribution is also significantly non
normal in terms of Kurtosis (leptokurtic).
Note, that these numerical ways of determining if a distribu-
tion is significantly non-normal are very sensitive to the
numbers of scores you have. With small sets of scores (say less
than 50), measures of skewness and kurtosis can vary widely
from negative to positive skews to perfectly normal and the
parent population from which the scores have come from could
still be quite normal. Numerical methods should be used as a
general guide only.
Modality. A distribution is called unimodal if  there is only
one major “peak” in the distribution of scores when repre-
sented as a histogram. A distribution is “bimodal” if there are
two major peaks. If there are more than two major peaks,
weÕd call the distribution multimodal. An example of a
bimodal distribution can be found in Figure.

Figure - An example of a bimodal distribution. The figure
shows the frequency of nicotine use in the data base used for
Assignment II. Nicotine use is characterised by a large number
of people not smoking at all and another large number of
people who smoke every day.
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Objective
The Objective of this lesson is to give you insight in to:

• Central Tendency
• Measures of central tendency
• Choose a measure of central tendency

• Variability
• Sums of squares
• Variance
• Standard deviation

Central Tendency
In the last section we explored various ways of describing a data
distribution. Our focus then was on determining the frequency
of each score in the data set, deriving percentages, and
visualising and describing the shape of the distribution. While
these are all important in the description process, numerical
descriptions of central tendency and variability are much
more important. The former gives a single description of the
average or “typical” score in the distribution and the latter
quantifies how “spread out” the scores are in the distribution.

Measures of Central Tendency
Measures of  central tendency, or “location”, attempt to quantify
what we mean when we think of as the “typical” or “average”
score in a data set. The concept is extremely important and we
encounter it frequently in daily life. For example, we often want
to know before purchasing a car its average distance per litre of
petrol. Or before accepting a job, you might want to know what
a typical salary is for people in that position so you will know
whether or not you are going to be paid what you are worth.
Or, if you are a smoker, you might often think about how
many cigarettes you smoke “on average” per day. Statistics
geared toward measuring central tendency all focus on this
concept of “typical” or “average.” As we will see, we often ask
questions in psychological science revolving around how groups
differ from each other “on average”. Answers to such a question
tell us a lot about the phenomenon or process we are studying.
Mode. By far the simplest, but also the least widely used,
measure of central tendency is the mode. The mode in a
distribution of data is simply the score that occurs most
frequently. In the distribution of  sexual partners data, the mode
is “1” because it is the most frequently occurring score in the
data set. If you have had only one sexual partner in the last year,
it would be reasonable therefore to say that you are fairly typical
of UNE students (or at least of those students who responded
to the question). Importantly, you canÕt necessarily claim that
“most” UNE students had only one sexual partner last year.
From the frequency distribution, notice that actually fewer than
half of the respondents reported having only one sexual
partner. So “most” students reported having something
different to 1 sexual partner. Still, “1” was the most frequent

single response to this question, and so it is the mode or
modal response. In some cases, however, such a conclusion
would be justified. For example, from Figure 3.4, you can see
that the modal ethnic group in the U.S. in 1990 was “white”
and “most” people living in the U.S. were “white.”
Recall that one way of describing a distribution is in terms of
the number of modes in the data. A unimodal distribution has
one mode. In contrast, a bimodal distribution has two. Now
this might seem odd to you. How can there be more than one
“most frequently occurring” score in a data set? I suppose
statisticians are a bit bizarre in this way. We would accept that a
distribution is bimodal if it seems that more than one score or
value “stands out” as occurring especially frequently in compari-
son to other values. But when the data are quantitative in
nature, weÕd also want to make sure that the two more
frequently occurring scores are not too close to each other in
value before weÕd accept the distribution as one that could be
described as “bimodal.” So there is some subjectivity in the
decision as to whether or not a distribution is best characterised
as unimodal, bimodal, or multimodal.
Median. Technically, the median of  a distribution is the value
that cuts the distribution exactly in half, such that an equal
number of scores are larger than that value as there are smaller
than that value. The median is by definition what we call the
50th percentile. This is an ideal definition, but often distribu-
tions canÕt be cut exactly in half  in this way, but we still can
define the median in the distribution. Distributions of
qualitative data do not have a median.
The median is most easily computed by sorting the data in the
data set from smallest to largest. The median is the “middle”
score in the distribution. Suppose we have the following scores
in a data set: 5, 7, 6, 1, 8. Sorting the data, we have: 1, 5, 6, 7, 8.
The “middle score” is 6, so the median is 6. Half of the
(remaining) scores are larger than 6 and half of the (remaining)
scores are smaller than 6.
To derive the median, using the following rule. First, compute
(n+1)/2, where n is the number of data points. Here, there are
5, so n = 5. If (n+1)/2 is an integer, the median is the value
that is in the (n+1)/2 location in the sorted distribution. Here,
(n+1)/2 = 6/2 or 3, which is an integer. So the median is the
3rd score in the sorted distribution, which is 6. If (n+1)/2 is
not an integer, then there is no “middle” score. In such a case,
the median is defined as one half of the sum of the two data
points that hold the two nearest locations to (n+1)/2. For
example, suppose the data are 1, 4, 6, 5, 8, 0. The sorted
distribution is 0, 1, 4, 5, 6, 8. n = 6, and (n+1)/2 = 7/2 = 3.5.
This is not an integer. So the median is one half of the sum of
the 3rd and 4th scores in the sorted distribution. The 3rd score
is 4 and the firth score is 5. One half of 4 + 5 is 9/2 or 4.5. So
the median is 4.5. Here, notice that half of the scores are above
4.5 and half  are below. In this case, the ideal definition is
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satisfied. Also, notice that the median may not be an actual
value in the data set. Indeed, the median may not even be a
possible value.
The median number of sexual partners last year is 1. Here, n =
177, and (n+1)/2 = 178/2 = 89, an integer. So in the sorted
distribution, the 89th data point is the median. In this case, the
89th score is a 1. Notice that this doesnÕt meet the ideal
definition, but we still call it the median. It certainly isnÕt true
that half of the people reported having fewer than 1 sexual
partner, and half reported having more than 1. Violations of
the ideal definition will occur when the median value occurs
more than once in the distribution, which is true here. There are
many “1”s in the data.
Computing the median seems like a lot of work. But comput-
ers do it quite easily (see Output 4.2). In real life, youÕd rarely
have to compute the median by hand but there are some
occasions where you might, so you should know how.
Mean. The mean, or “average”, is the most widely used
measure of  central tendency. The mean is defined technically as
the sum of all the data scores divided by n (the number of
scores in the distribution). In a sample, we often symbolise the
mean with a letter with a line over it. If the letter is “X”, then
the mean is symbolised as , pronounced “X-bar.” If we use
the letter X to represent the variable being measured, then
symbolically, the mean is defined as

For example, using the data from above, where the n = 5 values
of X were 5, 7, 6, 1, and 8, the mean is (5 + 7 + 6 + 1 + 8) / 5
= 5.4. The mean number of sexual partners reported by UNE
students who responded to the question is, from Figure 4.1, (1
+ 0 + 2 + 4 + . . . + 0 + 6 + 2 + 2)/ 177 = 1.864. Note that
this is higher than both the mode and the median. In a
positively skewed distribution, the mean will be higher than the
median because its value will be dragged in the direction of  the
tail. Similarly in a negatively skewed distribution, the mean will
be dragged lower than the median because of  the extra large
values in the left-hand tail. Distributions of qualitative data
do not have a mean.

While probably not intuitively obvious, the mean has a very
desirable property: it is the “best guess” for a score in the
distribution, when we measure “best” as LEAST IN ERROR.
This might seem especially odd because, in this case, no one
would report 1.864 sexual partners, so if you guessed 1.864 for
someone, youÕd always be wrong! But if you measure how far
off your guess would tend to be from the actual score that you
are trying to guess, 1.864 would produce the smallest error in
your guess. It is worth elaborating on this point because it is
important. Suppose I put the data into a hat, and pulled the
scores out of the hat one by one, and each time I ask you to
guess the score I pulled out of the hat. After each guess, I
record how far off your guess was, using the formula: error =
actual score - guess. Repeating this procedure for all 177 scores,
we can compute your mean error. Now, if  you always guessed
1.864, your mean error would be, guess what? ZERO! Any
other guessing strategy you used would produce a mean error
different from zero. Because of  this, the mean is often used to

characterise the “typical” value in a distribution. No other single
number we could report would more accurately describe
EVERY data point in the distribution.

Choosing A Measure of Central Tendency
With three seemingly sensible measures of  central tendency,
how do you know which one to use? Not surprisingly, the
answer depends a lot on the data you have and what you are
trying to communicate.
While the mean is the most frequently used measure of central
tendency, it does suffer from one major drawback. Unlike other
measures of  central tendency, the mean can be influenced
profoundly by one extreme data point (referred to as an
“outlier”). For example, suppose one additional respondent
answered that he (or she?) had 200 sexual partners last year (!)
The inclusion of this person would increase the mean from
1.864 to 2.977. Using the mean as our definition of “average”
or “typical,” weÕd conclude that UNE students sleep around
quite a bit more than we would conclude if this person was not
included in the data.
The median and mode clearly donÕt suffer from this problem.
With the “200” person included in the data, the mode would
still be “1”, as would the median. So the mode and median
tend not to be influenced much, if  any, by one or two extreme
scores in the data.
There are certainly occasions where the mode or median might
be appropriate, but it depends on what you are trying to
communicate. Suppose, for example, that you are an employee
at a company that pays its employees illegally small salaries.
Suppose in this small company, there are 100 employees who
make $5000/yr, one manager who makes $100,000/yr, and one
CEO who makes $2,000,000/yr. The owner of the company
could claim that the mean salary is over $25,000. But as an
employee, you might complain to the government, and point
out that the modal salary is only $5000/yr, or that half of the
employees make $5000 or less (the median). None of these
claims are wrong, and each serve a certain function for the
person attempting to make a point. In this context, most
would argue that the mean really isnÕt appropriate because the
CEOÕs salary is shifting the mean so much. If you take out
the CEOÕs salary, the mean drops considerably to almost
$6,000.

Variability
The average score in a distribution is important in many
research contexts. So too is another set of statistics that quantify
how variable (or “how dispersed”) the scores tend to be. Do
the scores vary a lot, or do they tend to be very similar or near
each other in value? Sometimes variability in scores is the
central issue in a research question. Variability is a quantitative
concept, so none of this applies to distributions of qualitative
data.
There are many intuitively appealing but little used measures of
variability. The range, for example, is the difference between the
largest and smallest score in the data set. The interquartile
range or IQR is the difference between what we will later call
the 25th and 75th percentile scores. By far the most widely used
measures of variability are those to do with averaging how
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spread out the scores are from the mean. These are the Sums of
Squares (SS), the standard deviation (s, or sd), and the
variance (s2 or “var”).

Sums of Squares
Consider for a minute transforming the original data in Table
4.1 to deviations. That is, each score is converted to the
difference between that score and the mean. So all 1s become 1
minus 1.864 or -0.864. All 0s become 0 minus 1.864 or -1.864.
All 2s become 2 minus 1.864 or 0.136. It might be obvious to
you that if the scores tended to differ a lot from the mean, then
these differences would tend to be large (ignoring the sign),
whereas these differences would tend to be small (ignoring
sign) if the scores tended vary little from the mean.
The measure typically used to quantify variability in a distribu-
tion is based on the concept of average squared deviation
from the mean.
LetÕs take each difference from the mean and square it. Then,
letÕs add up these squared deviations. When you do this you
have the sum of the squared deviations (which is then reduced
to “Sums of Squares”, or SS). Its formula is

The left-hand side of the equation is the definitional formula
and the right hand side is the computational formula. SPSS
output does not give the Sums of Squares for a variable when
you choose Frequencies. However, many later statistical
procedures do give this as part of the output. ItÕs value lies in
summarising the total amount of variability in the variable
being examined. For the sex partners data SS = 848.74 (calcu-
lated by the method below). The size of this number depends
on the size of the numbers in the data and how much data
there is (i.e., the sample size). There are no units for SS.
Sometimes there is confusion about the terms variability and
variance. Variability refers to the Sums of  Squares for a
variable, while variance refers to the Sums off Squares divided
by N-1. Sums of Squares are widely used because they are
additive. Once we divide by N-1, the additive property disap-
pears. When we later talk about the “proportion of variance
explained” we really mean the “proportion of variability
explained”. If a variable X explains 56% of the variability in
variable Y it refers to the proportion of YÕs Sums of Squares
that is attributable to variable XÕs Sums of Squares.

Variance
Variance (of  a sample) is defined as

Once we divide the Sums of Squares by N-1 we get the sample
variance which can be thought of as an averaged sums of
squares. While important in statistical theory and in many
statistical computations, it has the problem of being in squared
units and is therefore difficult to manipulate and visualise.

To get the SS for a variable from the Frequencies information,
you need to rearrange the above equation to get

 
 

Standard Deviation
To overcome the problem of  dealing with squared units,
statisticians take the square root of the variance to get the
standard deviation.
The standard deviation (for a sample) is defined symbolically
as

So if the scores in the data were 5, 7, 6, 1, and 8, their squared
differences from the mean would be 0.16 (from [5-5.4]2), 2.56
(from [7-5.4]2), 0.36 (from [6-5.4]2), 19.36 (from [1-5.4]2), and
6.76 (from [8-5.4]2). The mean of these squared deviations is
5.84 and its square root is 2.41 (if dividing by N), which is the
standard deviation of these scores. The standard deviation is
defined as the average amount by which scores in a
distribution differ from the mean, ignoring the sign of the
difference. Sometimes, the standard deviation is defined as the
average distance between any score in a distribution and the
mean of the distribution.
The above formula is the definition for a sample standard
deviation. To calculate the standard deviation for a population,
N is used in the denominator instead of N-1. Suffice it to say
that in most contexts, regardless of the purpose of your data
analysis, computer programs will print the result from the
sample sd. So we will use the second formula as our
definitional formula for the standard deviation, even
though conceptually dividing by N makes more sense (i.e.,
dividing by how many scores there are to get the average). When
N is fairly large, the difference between the different formulas is
small and trivial. Using the N-1 version of the formula, we still
define the standard deviation as the average amount by which
scores in a distribution differ from the mean, ignoring the sign
of the difference, even though this isnÕt a true average using
this formula.
The standard deviation in our sexual behaviour data is 2.196,
from the SPSS printout in Output 4.2. So the mean number of
sexual partners is 1.864 with a standard deviation of 2.196. The
units are now the same as the original data. But, is this a large
standard deviation? It is hard to say. In a normal distribution
the mean and standard deviation are independent of each other.
That is one could be large or small and the other large or small
without any influence on each other. However, in reality they are
often linked so that larger, means tend to have larger standard
deviations. This leads into the area of transformations that are a
way of reestablishing this independence.

A useful measure of a distribution that is sometimes used is
the ratio of  the standard deviation to the mean (Howell p. 48)
The standard deviation has one undesirable feature. Like the
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mean, one or two extreme scores easily influence the standard
deviation. So really atypical scores in a distribution (“outliers”)
can wildly change the distributionÕs standard deviation. Here,
adding a score of 200 increases the sd from 2.196 to 15.0115, a
seven-fold increase! Because both of these descriptive statistics
are influenced by extreme cases, it is important to note when
extreme values exist in your data and might be influencing your
statistics. How to define “extreme,” and what to do if you have
extreme data points is a controversial and complex topic out of
the scope of this class.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Normal Distribution

Normal Distribution
One of the more important distributions in statistics is the
“normal” distribution. The normal distribution is depicted in
Figure  below. Notice a few things about its features.
First, it is a symmetrical distribution, meaning that the left half
of the normal distribution is a mirror image of the right half.
Second, most of the scores in a normal distribution tend to
occur near the center, while more extreme scores on either side
of the center become increasingly rare. As the distance from the
center increases, the frequency of scores decreases.
Third, the mean, median, and mode of the normal distribution
are the same.

Figure. Histogram of Computer-Generated Normal Data

Some people claim that the many variables are distributed
normally, including such things are heights, IQ scores, perfor-
mance on psychological tests, and other things that
psychologists often study. While there is some truth to the
claim that many distributions are similar to the normal
distribution, I believe the ubiquity of  the normal curve as a
description of a distributionÕs shape has been somewhat
exaggerated. There is evidence that when you look carefully
enough, many of the things that appear normally distributed in
fact are not. Still, many of  the constructs that we study, when
measured, do approximate a normal distribution, so it is
worth understanding its properties. As well, a prominent
assumption or requirement for statistical tests is normality in
the parent population from which the scores came. We can only
check normality in the parent population by checking normality
in the sample of scores we have. For most purposes, an
approximately normal curve is fine. That is, one that does not
deviate significantly from our symmetry.

LESSON 22:
THE NORMAL DISTRIBUTION-I

Notes -
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• Transformations
• Dichotomization
• Z-scores
• The standard normal distribution
• Normalizing

Transformations
In many ways, the way in which we measure constructs is very
arbitrary. If  we measured height, we could use a ruler and
measure in feet and inches, or a ruler in centimetres and
millimetres. If it were a horse you could measure it in “hands”
rather than feet. Now these measurements can be converted
from one to the other by a rule or formula. One hand = x
inches = y centimetres. We do it all the time in the real world.
The position of the hands of the clock (angle in degrees)
measures the time (in hours and minutes,), level of mercury in
a thermometer (centimetres) = temperature (in degrees), scores
on a piece of paper (scores or points) = IQ (in some other
arbitrary units). Therefore, the data you have are not sacred in
terms of  the actual numbers assigned. So, there are many
options available to us in terms of converting scores from one
metric to another or to another set of points on the same
metric. The scaling of scores in the Higher School Certificate
examination is a common example.
In statistical practice there are a number of transformations that
are in common use. The ones we will mention are
dichotomisation, standardisation, normalising.

Dichotomisation
As discussed in Chapter 1, variables can be classified in many
ways. One way is continuous or discrete. A continuous variable
(e.g., length or IQ) takes on many values, it is not restricted to
just a few values such as gender (takes two values) or days of
the week (takes on seven values). A variable that takes on only
two values is a dichotomous variable. Male/female, yes/no,
agree/disagree, true/false, present/absent, less than/more than,
lowest half/highest half, experimental group/control group, are
all examples of dichotomous variables.
A continuous variable is said to contain more information
about a construct because it measures it more accurately or more
sensitively. Asking a person if  they Agree or Disagree to a
question does not give as much information about that
personÕs level of agreement as does a seven point (Likert) scale
1. Strongly Disagree
2. Moderately Disagree
3. Somewhat Disagree
4. Ambivalent
5. Somewhat Agree
6. Moderately Agree
7. Strongly Agree

So, in general, you should use continuous variables wherever
possible. However, there are times when only dichotomous
measures are possible. There are also times when dichotomous
variables are useful in their own right. This is mainly when you
are only interested in broad comparisons. To compare two or
three or four broad groupings can sometimes lead to a clearer
understanding of relationships in data than considering
continuous data.
It is possible to convert continuous measurements to smaller
numbers of  categories by recoding the variable. We could
recode height into below average or above average (call them 0
and 1, or 1 and 2). We could convert age into three categories of
young, middle, and old. We could recode the above Likert scale
to Disagree (all responses of 1, 2, and 3) and Agree (all re-
sponses of 5, 6, and 7) and ignore a response of 4. Whenever
you do this you are losing information about the construct
being measured. Note it is not possible to convert from a
dichotomous variable to a higher number of categories. If you
only have Agree/Disagree data, you cannot recode into a seven-
point scale. This is because you do not have the information
needed to regain that level of  sensitivity.

Z-scores
Another useful transformation in statistics is standardisation.
Sometimes called “converting to Z-scores” or “taking Z-scores”
it has the effect of tranforming the original distribution to one
in which the mean becomes zero and the standard devaition
becomes 1. A Z-score quantifies the original score in terms of
the number of standard deviations that that score is from
the mean of the distribution. The formula for converting
from an original or “raw” score to a Z-score is:

The following data will be used as an example.

id  REASON  CREATIVE  ZCREATIV  

1  15  12  -.23  

2  10  13  .04  

3  7  9  -1.05  

4  18  18  1.41  

5  5  7  -1.60  

6  10  9  -1.05  

7  7  14  .31  

LESSON 23:
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8  17  16  .86  

9  15  10  -.78  

10  9  12  -.23  

11  8  7  -1.60  

12  15  13  .04  

13  11  14  .31  

14  17  19  1.68  

15  8  10  -.78  

16  11  16  .86  

17  12  12  -.23  

18  13  16  .86  

19  18  19  1.68  

20  7  11  -.51  

Figure Data for creativity and logical reasoning example.

This data will be used more extensively later in this chapter. To
illustrate the calculation of the Z-score we will use the creativity
data in the above table. SPSS Summarise and Descriptives has
been used to generate the Z-scores and then converted to two
decimal places only Ð see SPSS screens and outputs booklet).
The mean for Creativity is 12.85 and the sd = 3.66
Therefore the z-score for case #5 (a raw creativity score of 7) =

The z-score for case #7 (a raw creativity score of 14) =

A negative Z-score means that the original score was below the
mean. A positive Z-score means that the original score was
above the mean. The actual value corresponds to the number
of standard deviations the score is from the mean in that
direction. In the first example, a raw creativity score of 7
becomes a z-score of Ð1.60. This implies that the original score
of 7 was 1.6 sd units below the mean. In the second example, a
z-score of 0.31 implies that the raw score of 14 was 0.31
standard deviations above the mean.
The process of  converting or transforming scores on a variable
to Z-scores is called standardisation. There are other things in
psychological science called “standardisation”, so if someone
says they “standardised” something, that doesnÕt necessarily
mean they converted raw scores to standard scores. A distribu-
tion in standard form has a mean of 0 and a standard deviation
of 1. However, it is important to note that a z-score transfor-
mation changes the central location of the distribution and the

average variability of the distribution. It does not change the
skewness or kurtosis.
Comparing Scores From Different Distributions. When
scores are transformed to a Z-score, it is possible to use these
new transformed scores to compare scores from different
distributions. Suppose, for example, you took an introductory
research methods unit and your friend studied English. You
got a 76 (of 100) and your friend got 82 (also of 100). Intu-
itively, it might seem that your friend did better than you. But
what if the class he took was easier than yours? Or what if
students in his class varied less or more than students in your
class in terms of final marks? In such situations, it is difficult to
compare the scores. But if we knew the mean and standard
deviations of the two distributions, we could compare these
scores by comparing their Z-scores.
Suppose that the mean mark in your class was 54 and the
standard deviation was 20 and the mean mark in your friendÕs
class 72 and the standard deviation was 15. Your Z score is (76-
54)/20 = 1.1. Your friendÕs Z score is (82-72)/15 = 0.67. So,
using standard scores, you did better than your friend because
your mark was more standard deviations above the class mean
than your friends was above his own class mean.
In this example, the distributions were different (different
means and standard deviations) but the unit of measurement
was the same (% of 100). Using standard scores or percentiles,
it is also possible to compare scores from different distributions
where measurement was based on a different scale. For
example, we could compare two scores from two different
intelligence tests, even if the intelligence test scores were
expressed in different units (eg, one as an intelligence quotient
and one as a percent of answers given correctly). All we would
need to know are the means and standard deviations of the
corresponding distributions.
Alternatively, we could have used other measures of  relative
standing to compare across distributions. Scores on
standardised tests are often expressed in terms of percentiles,
for example. This way, you can know how you did in compari-
son to other people who took that test that year, in the last five
years, or whatever the time period being used when the
percentiles were constructed. For example, if your score was in
the 65th percentile and your friendÕs was in the 40th percentile,
you could justifiably claim that you did better than your friend
because you outperformed a greater percent of students in your
class than he did in his class.

The Standard Normal Distribution
Any distribution can be converted to a standardised distribu-
tion. However the symmetry of the original distribution
remains unchanged. If the original distribution was skewed to
start with, it will still be skewed after the z-score transformation.
In the special case where the original distribution can be
considered normal, standardising will result in what is known
as the standard normal distribution. The advantage of  this is
that tables exist in any statistics textbook for the area under the
curve for the standard normal distribution (or “normal curve”).
From these tables you can estimate the answer to many
questions about the original distribution.
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Importantly, the percent (or proportion) of  scores falling above
or below any Z-score is known and tabled (in Howell, see
Appendix Z, p. 695). So, consider the following example.
Suppose the distribution of final exam marks in PESS202 is
roughly normally distribution with a mean of 68 and a
standard deviation of 10. What percent of students score above
73? To answer this question, you need to express 73 as a Z-
score. Using the procedure already described, the Z-score is 0.5.
In other words, 73 is one half of a standard deviation above
the mean. So we want to know what percent of the scores are
above one half of a standard deviation (that is, with a Z-score
greater than 0.5). By using the table in Appendix Z of Howell,
we see that the proportion of scores above a Z of 0.5 is .3085 if
the distribution is normal. So expressed as a percentage, 30.85%
or about 31% of students score above 73. Using the same
procedure described earlier and a standard normal table, it is
possible to entertain questions about percentages or propor-
tions of scores greater than, less than, or between any score or
set of scores.

Normalising
A common requirement for parametric tests is that the popula-
tion of  scores from which the sample observations came
should be normally distributed. While many variables are close
enough to a normal distribution and many of the tests that we
will encounter are quite robust to moderate departures,
occasionally there is a need to transform a variable so that the
requirement of normality is better met. Essentially this means
transforming the distribution such that the symmetry of  the
distribution is made to resemble a normal distribution more
closely.
Howell describes transformations on pages 323-329. You only
need to understand the principles behind such transformation
and the names of some of the main ones such as the logarith-
mic, reciprocal, and square root transformations. Assignment I
asks you to look more closely at some transformations.

Notes -

.
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Objective
The Objective of this lesson is to give you insight in to:

• Correlation and Regression
• Pearson’s Coefficient of  Correlation (r)

• Scatter plots

Correlation and Regression
So far we have been discussing a number of descriptive
techniques for describing one variable only. However, a very
important part of statistics is describing the relationship
between two (or more) variables. One of the most fundamen-
tal concepts in research, whether in psychological science or some
other field, is the concept of correlation. If two variables are
correlated, this means that you can use information about one
variable to predict the values of the other variable.
Despite the apparently ever-changing view of the environment,
when you look a little deeper, there are some things that do not
change that much or change in a systematic and predictable way
(sometimes referred to as invariant relationships). In some
areas of science we can predict things quite accurately indeed.
The movements of the planets, and the moons around the
planets, can be predicted quite accurately centuries into the future
from our current knowledge of orbits and physics. Alas, in the
behavioural sciences things are not quite as predictable. We can
only talk about an increased likelihood or a decreased likelihood
of  something happening. We try to make predictions in a much
more uncertain environment. But we can still discover relation-
ships and predict an increased likelihood or a decreased
likelihood of something happening, given that something else
has happened.
We now accept that more smoking goes with more ill-health in
later life, that exposure to certain chemicals such as asbestos
goes with a greater likelihood of later cancer, exposure to
childhood abuse and neglect goes with later increased likelihood
of crime and substance use, greater openness and communica-
tion goes with a more satisfying and prolonged marriage, an
early ability to delay gratification goes with greater social
competence in later life, a greater social competence goes with an
enhanced ability to lie (!). Discoveries such as these always start
with the repeated observation that two things in the environ-
ment are correlated. For this reason, it is worth getting a firm
grasp on the concept of correlation and the related statistical
procedure called linear regression.
To illustrate correlation and regression, consider a simple study.
Twenty people applying for a job as a graphic designer were
given two tests, one measuring the applicant’s logical reasoning
ability, the other measuring the applicant’s creativity. The logical
reasoning test is quite simple to administer, is very inexpensive,
and can be completed in only 15 minutes. The creativity test,
however, is quite lengthy and difficult to administer. It takes
two full days to give it and another 2 days to score the results.

Because someone has to be paid to administer and score the
test, it is also quite expensive.
Ultimately, the employer who sponsored this study wants to
hire the most creative people he or she can find, but selecting
people by using this creativity test is simply too expensive and
impractical. Of interest is whether scores on the logical reason-
ing test can be used to select the most creative people. In other
words, the employer wants to know whether you can predict a
person’s creativity (operationalised as the score on the creativity
test) from information about the person’s logical reasoning
ability (operationalised as the score on the logical reasoning
test). If the two variables are correlated with each other, this
means that in the future, the employer perhaps need not
administer the creativity test to applicants. The applicants will
only need to take the logical reasoning task, and those scores can
be used to predict what the person’s creativity is likely to be.
From that information, a hiring decision can be made without
spending lots of money assessing the creativity of every
applicant. No wonder the employer is willing to sponsor and
pay for such a study. The knowledge coming from this study
could be very useful to the employer and could possibly save
the company big bucks!
The data for the 20 applicants was shown previously in Figure
4.8. The independent variable (X, or “REASON”) is the score
on the logical reasoning task. The dependent variable (Y or
“CREATIVE”) is the score on the creativity test.
Examining the table, you can see that, for example, applicant #8
scored 17 on the reasoning test, and 16 on the creativity test.
This pairing of individualsÕ X and Y data is all we need to
measure the association or correlation between the variables, or
whether X can be used to predict Y in some way.

Pearson Coefficient of Correlation (r)
The most common measure of “correlation” or “predictability”
is Pearson coefficient of correlation, although there are
certainly many others. PearsonÕs r, as it is often symbolised,
can have a value anywhere between -1 and 1. The larger r,
ignoring sign, the stronger the association between the two
variables and the more accurately you can predict one variable
from knowledge of the other variable. At its extreme, a
correlation of 1 or -1 means that the two variables are perfectly
correlated, meaning that you can predict the values of one
variable from the values of the other variable with perfect
accuracy. At the other extreme, an r of  zero implies an absence
of a correlationÑthere is no relationship between the two
variables. This implies that knowledge of one variable gives you
absolutely no information about what the value of the other
variable is likely to be. The sign of the correlation implies the
“direction” of the association. A positive correlation means that
relatively high scores on one variable are paired with relatively
high scores on the other variable, and low scores are paired with

LESSON 24:
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relatively low scores. On the other hand, a negative correlation
means that relatively high scores on one variable are paired with
relatively low scores on the other variable

Output Correlate Bivariate

Output  A correlation matrix that results from using SPSS
Correlate -> BivariateÉ
There are many different computationally laborious formulas
for computing PearsonÕs r. However, we will not even try to
use them. The SPSS output for computing a PearsonÕs
correlation for the above data is shown in Output 4.3. Notice
that at the entry in the matrix of correlations where the
“CREATIVE” column and “REASON” row meet is the
number “.736.” This is Pearson correlation between REASON
and CREATIVE. Underneath, p = “.000” is a test of a
hypothesis about the “significance” of  the correlation. WeÕll
discuss this soon. Underneath, again, the “20” simply means
the number of “cases” contributing to this correlationÑthe
number of  applicants in this study.
From this output you can read PearsonÕs r = .736. The
correlation is positive, meaning that high scores on the creativity
test tend to be paired with relatively high scores on the reason-
ing test, and vice versa. In other words, if a person scored high
on the reasoning test, we would predict that the person scored
relatively high on the creativity test, and if the person scored low
on the reasoning test we would predict he or she also scored
low on the creativity test. Of course, this wonÕt be true for
every applicant (applicant # 7 for example), but it will tend to
be true. This implies that you can predict creativity from logical
reasoning, at least as the constructs are measured here. However,
because of the less than perfect correlation there is a degree of
uncertainty in our predictions. We will not be right all the time,
there will be a certain amount of prediction error. All we can say
is that given a high score on logical reasoning, there is a greater
chance that the person will also be more highly creative.
When interpreting the size of a correlation, it is common to
square it. When the correlation is squared (r2), we get a measure
of how much of the variability in one variable can be “ex-
plained by” variation in the other. In this case, 0.7362 squared is
about 0.54. We would therefore say that about 54% of  the
variability in creativity can be explained by (or “be accounted for
by”, or “is attributable to”) differences in logical reasoning
ability. There are no clear guidelines for determining how much
variability explained is a “large” or “important” amount. In my
opinion, this isnÕt really a statistical issue so much as it is a

theoretical one. A large squared correlation may be trivial or not
important in one context but very important or large in another
context. It depends on the research question.
While the correlation coefficient, r, is an important measure of
association between two variables, a couple of things about it
need to be kept in mind. PearsonÕs r is a measure of linear
association between two variables. That is, it is a quantifica-
tion of how well the association is represented by a straight line
(this will become clearer when we talk about regression). Two
variables may be highly related to each other, but PearsonÕs r
may be zero. For example, if  both low and high scores on X
tend to be paired with low scores on Y, but middle scores of  X
are paired with high scores on Y, the association is said to be
curvilinear. In a scatterplot, the configuration of  points in such
a situation would look like an inverted “U.” But the Pearson
correlation between the two variables may be quite small
because PearsonÕs r is a measure of how well the points fall on
a straight line. For this reason, scatterplots are important
supplements to statistical measures of association. If we found
a correlation of, say, zero, between two variables, we might be
tricked into thinking that the two variables are not associated
with or related to each other, or that you canÕt predict one
variable from the other. But a scatterplot might paint a different
picture-one where the variables are associated with each other,
but in a more complex way.
Restriction in range. Another important point is that
PearsonÕs r is influenced by “restriction in range”. What this
means is that PearsonÕs r can shrink or expand, depending on
how variable the scores on the variables tend to be. This is best
illustrated by an example of how PearsonÕs r can shrink by
decreasing the range of a variable. Suppose that the investigator
decided that if a person scored less than 11 on the logical
reasoning test, they were deemed simply too stupid to be in the
study or not representative of the types of people who would
tend to apply for the job. If  you discard these applicants (there
are nine of these) and re-compute the correlation, you get a
much smaller value, r = .47 (N = 11). So the conclusions about
the strength of the relationship between two variables can vary
depending on the range of  values observed on the variables.
Correlation does not necessarily mean causation. Two
variables may be related to each other, but this doesnÕt mean
that one variable causes the other. Just because logical reasoning
and creativity as measured here are correlated, that doesnÕt
mean that if we could increase peopleÕs logical reasoning
ability, we would produce greater creativity. WeÕd need to
conduct an actual experiment to unequivocally demonstrate a
causal relationship. But if  it is true that influencing someoneÕs
logical reasoning ability does influence their creativity, then the
two variables must be correlated with each other.

Scatterplots
PearsonÕs r is an elegant and fairly simple numerical concept to
understand. Still, it is important not to distance yourself too
much from your data by relying on simple numerical descrip-
tions. It is often desirable to get a “feel for” your data by other
means (sometimes called “eye-balling”). One way of represent-
ing association between variables is the scatterplot. The
scattering of plots in the scatterplot give a visual representation
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of the association between the variables. In Figure 4.9 you will
find the scatterplot of the creativity and reasoning data.
The dots depict the X and Y data for that particular applicant.
The numbers next to the dots refer to which applicant the point
corresponds to. For example, applicant #9 is found in the lower
right. The reasoning test score for #9 can be found by project-
ing the point location down to the X-axisÑ15. Similarly, the
creativity test score for applicant #9 corresponds to the height
of  that point on the Y-axisÑhere, at 10. The applicant numbers
wouldnÕt typically be displayed in a scatterplot and are
presented here only to aid you in seeing how each applicantÕs
data are represented in this scatterplot.
Figure Scatter plot of creativity and logical reasoning data.

Positive relationships show up on a scatter plot as a clustering
or pattern of dots that appear to move from the lower left to
the upper right, as here. Negative relationships show up as a
pattern moving from the upper left to the lower right. The
stronger the association, meaning the closer the correlation is to
-1 or 1, the more “line-like” the scattering of dots will appear.
Finally, a zero relationship will look like a random dispersion of
dots in the scatter plot (see Ray and Howell for examples).

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Linear Regression
• Least-squares regression line

• Correlation, Slope and Z-scores

Linear Regression
I have said that if two variables are correlated, you can use
values on one variable to predict the other. In human terms, for
example, perhaps we know that Jim is different from the other
boys on some dimension Y. He is also different from the boys
on some dimension X. If X and Y are correlated with each
other then we can understand or predict something about Jim
on Y knowing something about Jim on X. That is, if X and Y
are related to each other, some of what makes Jim different
from the boys on Y can be predicted from how Jim differs
from the boys on X.
The most classic application of linear regression is the genera-
tion of a mathematical formula that can be used to generate
those predictions. For example, ultimately an employer may use
the data from this creativity study to develop a formula that can
be used in the future for predicting how a person would have
performed on the creativity test, had they took it, from that
personÕs score on the logical reasoning test. From the value
that the equation predicts, the employer can decide whether or
not to hire the person. A decision rule such as “if the predicted
creativity score is above 15, then the person is probably pretty
creative, so we will hire the person” might be used. In this
example, the prediction process is explicit. The goal is actually to
generate a prediction. Making predictions is useful in many
contexts. Should we admit a person to university? We might
want to generate a prediction for how well a particular student is
likely to do at university from information about that student
on their high school performance, or a university entrance exam,
or their age, or their other work experience. Or a clinician might
want to know if a client is likely to attempt suicide. Knowing
something about that person on “predictors” of suicide may
give the clinician some knowledge about how this person may
behave. That is, it would allow the person to predict that
persons likely behaviour. To do this, we need to compute what
is called the “regression line” predicting Y (the dependent
variable) from X (the independent variable).

Least-squares Regression Line
Regression generates what is called the “least-squares” regres-
sion line. The regression line takes the form: = a + b*X,
where a and b are both constants, (pronounced y-hat) is the
predicted value of Y and X is a specific value of the indepen-
dent variable. Such a formula could be used to generate values
of for a given value of X. For example, suppose a = 10 and
b = 7. If X is 10, then the formula produces a predicted value
for Y of 45 (from 10 + 5*7). It turns out that with any two

variables X and Y, there is one equation that produces the “best
fit” linking X to Y. In other words, there exists one formula
that will produce the best, or most accurate predictions for Y
given X. Any other equation would not fit as well and would
predict Y with more error. That equation is called the least
squares regression equation.
But how do we measure best? The criterion is called the least
squares criterion and it looks like this:

You can imagine a formula that produces predictions for Y
from each value of X in the data. Those predictions will usually
differ from the actual value of Y that is being predicted (unless
the Y values lie exactly on a straight line). If you square the
difference and add up these squared differences across all the
predictions, you get a number called the residual or error sum
or squares (or SSerror). The formula above is simply the
mathematical representation of SSerror. Regression generates a
formula such that SSerror is as small as it can possibly be.
Minimising this number (by using calculus) minimises the
average error in prediction.
It is possible to derive by hand computation the values of a
and b that minimise SSerror. To do so, all you need to know is

, , the standard deviation of X, the standard deviation of
Y, and the correlation between X and Y. Or if  you have the
original data, you can apply the formulas discussed in every
statistics textbook. But computers do it all much more easily.
Output 4.4 provides the printout from SPSS for a linear
regression predicting scores on the creativity test from scores on
the logical reasoning test.

Output Regression Linear Selecting Descriptive Statistics

Regression

LESSON 25:
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More Detailed Comments on Output

Descriptive statistics comes from selecting this option in the
regression procedure. The most important information about a
variable is the mean, sd, and N.
Correlations comes as part of selecting Descriptive statistics
and is the same as we saw earlier. The correlation matrix
describes how all the variables that are in the analysis are related
to each other.
Variables Entered/Removed indicates which variables have
been selected to do the predicting and also gives the name of
the variable being predicted. You should check that these are
what you intend them to be.
Model Summary summarises the main information from
considering the regression line a “model” for fitting the data.
The correlation, variability explained, and standard error are
given here.
Anova gives the results of the significance tests on this model.
Ignore all except the “Sums of Squares” information until a
later chapter.
Coefficients gives the information we need to identify our
regression line. The value for a (the constant or Y-intercept) is
given under “B” as 5.231 and the value for b (the slope of the
line) is also given under “B” as .654. The standardized Coeffi-
cient is the slope of the line when the logical reasoning scores
and the creativity scores are transformed to z-scores before
computing the regression line. The “t” and “Sig.” can be
ignored for now.

So the Least Squares Regression Formula Is:

Predicted creativity score = 5.231 + 0.654*reasoning test score
Someone who scored 10 on the logical reasoning test would be
predicted to score 5.231+0.654*10 or about 11.77 on the
creativity test. This is the best fitting equation because it
minimises the sum of the squared differences between the

predicted values and the actual values. That value, called SSerror, is
displayed on the printout under “Sum of Squares” in the row
labelled “Residual.” So SSerror is 116.587. No other values of a
and b would produce a smaller value for SSerror.
The variability in creativity that can be predicted by knowing
logical reasoning can be found by

Notice the value for “Beta” under “Standardized Coefficients” is
the same as the correlation between the two variables.
The slope of the regression line (symbolised by “B) can be
computed from

Plotting the Regression Line

Figure  The regression line “fitted to” the scatterplot of values
shown in Figure.
This regression equation (or line of best fit) is depicted
graphically in Figure. The value of b in the regression equation
(also called the regression weight) is the “slope” of the
regression line, when moving from the lower left to the upper
right. The slope of the line is defined as the amount by which
Y is predicted to increase with each one unit increase in X. So
the regression weight for the logical reasoning score in this
regression formula, b, can be thought of  as the predicted
difference in the creativity score associated with a one unit
increase in X (logical reasoning score). In other words, two
people who differ by 1 point on the logical reasoning test are
predicted to differ by roughly. 654 points on the creativity test.
The slope is positive, which means that as you move to higher
values of X, also goes to higher values. As you go to lower
values of X, also goes to lower values. The height of the line
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over any value of X is the predicted value of Y for X. So this
regression line could be used as a rough way of finding . Pick
a value of X. Place your pen tip at that X value on the X axis,
and then move the pen tip straight up to the regression line.
Then, turn 90 degrees to the left, moving the pen straight over
to the Y axis. The value from the regression model is the Y
value where your pen hits the Y-axis.

Correlation, Slope and Z-scores
If the X and Y variables are first standardised (to Z-scores)
before the regression, the regression weight for X will be equal
to the correlation between X and Y. This illustrates another
interpretation of the correlation coefficient: it is the number of
standard deviations that two cases are predicted to differ on Y if
they differ by one standard deviation on X. So, for example, if
applicant A scored one standard deviation higher than applicant
B on the logical reasoning test, weÕd predict that applicant A
would be about 0.736 standard deviations above applicant B on
the creativity test (because the correlation is about 0.736).

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Introduction
• Probability

• Probability and “Proof ” in statistics
• Null and alternative hypotheses
• How unlikely is “unlikely”

Introduction
Our aim in statistical inference is to establish a logical decision-
making process that will allow us to say how valid or reliable a
finding is in terms of being indicative of the real or true state
of  affairs in the larger population. We can never be absolutely
sure that the relationship that we observe between two variables
in a sample is truly representative of the larger population. All
we can do is estimate how likely it is that what we observe in
the sample is representative of the true state of affairs. This is
where probability and the concept of “significance” comes in.
Probability is used to estimate how likely it is that a particular
finding is real or true, given a certain set of assumptions. The
question then becomes “How do I make the decision to accept
a finding as real or not?”
This decision making process abounds with conventions. In
particular, the conventions about what are the most appropriate
ways in which probability is to be handled and the correct
terminology that applies in a particular situation and the correct
way to present the results of your research. The decision making
process also has a number of intermediate decisions concerning
what is the most appropriate test in a particular situation, what
significance level to adopt, what pitfalls to look out for, and
many others.
In the previous chapter we considered the Normal Distribution
(ND) as a special kind of distribution. It is used as our ideal
distribution and many things in nature approximate it. The ND
has a number of desirable properties.
• The distribution is symmetrical and the mean, mode, and

median are the same
• The shape of the normal distribution depends only on the

mean and standard deviation.
• The area under the normal distribution is 1.
It is the last property that we deal with in this chapter. Probabil-
ity is the likelihood of  some future event actually happening.
This construct is traditionally operationalised as a number
between 0 and 1 where 0 implies a future event is impossible
and 1 implies a future event is certain to occur. Obviously there
are many grades of probability in between, so probability is a
continuous construct. The probability of someone drawing an
ace from a standard deck is 4/52 = 1/13 = .0769, the chance of
tossing a 3 on a standard die is 1/6 = .167. The chance of

tossing a 3 on a die is therefore more likely than choosing an ace
form a deck of cards.
Probability comes into statistics by assigning a probability to a
research event. Rather than the probability of drawing an ace
from a finite deck of cards, we want the probability that a
research event (usually a sample mean) has come from a
population of interest by some random process. If the
experiment were repeated what would be the chance of getting
the same result again? If  the evidence says that it is very
unlikely to get a result as extreme as this we conclude the
alternative, that the event has occurred as the result of some
non-random process or by some particular selection rule.
The logic of experimental design then allows us to infer that
this particular selection rule was in fact our manipulation of the
independent variable and hence the implication of cause and
effect.

Probability
It is important for you to have a grasp of some basic ideas in
probability. Although you will not be required to learn all of  the
combination/permutation rules presented in Howell, some
notions are fundamental to your understanding of psychologi-
cal research. This is because a misunderstanding of probability
is at the root of many fallacious ideas.
A central idea to the relative frequency view of probability is
the idea of sampling a vast number of times, and estimating
some parameter on the basis of how our sampling procedures
have turned out. There are other views of probability which are
described in Howell but are not mentioned in Ray. There is a
reason for that. While subjective probability is a fascinating area,
and important for understanding how people anticipate their
environments, it has historically been more of a subject of
study for psychologists, rather than a tool of research. Never-
theless, you will often see people relying on subjective estimates
of how likely things are when they donÕt have ready empirical
estimates in hand, often citing them as if they were actual data.
If you were to toss a coin five times, and it turned up “heads”
on every throw, would you be willing to bet that the next one
must be a tail, since it  had too many heads in a row already? If
so, you are committing the gambler fallacy. This belief  is false
because tosses of a coin are independent of one another, i.e.,
the result of one toss does not affect the result of the next.
While five heads in a row is unlikely, and six twice as unlikely,
such sequences are not impossible, and in fact are likely to
occur if you continue tossing the coin day in and day out for a
long time. This idea of the long run is what we tend to ignore
in our day-to-day thinking.
I said that six heads in a row is twice as unlikely as five. The
derivation of this depends on the multiplication rule of
probability for independent events. The probability of heads is
.5, and using this rule, we find that the probability of two

LESSON 26:
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heads in a row is .5 x .5 or .25. As a rule, the probability of n
heads in a row is .5n. Thus, p(5 heads in a row) is .55 or .03125 .
Likewise, p(6 heads in a row) is .56 or .015625 . You will find
that p(5H) / p(6H) = .03125/.015625 = 2 .
Another rule discussed in your texts is the addition rule. This
simply states that for mutually exclusive events, the probabil-
ity of either one or the other of the two events occurring is
equal to the sum of  the two probabilities. Trivially, this means
that the probability of getting either a head or a tail on a given
coin toss is equal to p(H) + p(T) = .5 +.5 =1.0 (this of course
assumes that it is impossible to have it land on the edge! If you
wish to explore the latter probability, you should toss a coin
until it does exactly that, which may mean sitting and tossing it
for a very long time, indeed.)
The assumption of independence becomes very important later
on when we discuss 2, because this test relies on showing that
two events are not independent, i.e., that the probabilities
donÕt “add up,” much as in HowellÕs example of  being
female and having a feminine name. Showing that two things
are not independent is a vital first step in establishing some
kind of scientific law that relates two or more constructs. The
ideas of joint and conditional probability also are important to
grasp. As Howell notes, joint probability may be compared to
the results of the multiplicative law assuming independence to
determine whether the joint probability (say, of  having no
children and not wearing a seatbelt) are independent. In
HowellÕs example, you can see that p(no children)x p(not wear
a belt) = .8 x .3 = .24 , however, the joint probability that was
observed was actually 15/100 or .15, just a little more than half
the expected value. This discrepancy argues against the indepen-
dence of the variables.
The full probability for two events occurring is given by
p(A or D) = p(A) + p(D) Ð p(A and D)
If the two events A and D are independent the probability of
them both occurring is zero and the above equation reduces to
just the sum of the separate probabilities for event A and event
B.
Conditional probability is also worth understanding. Condi-
tional probability is the probability that something will
happen given that something else has already happened. For
example, in a room there are 50 women and 50 men with
different names. The probability of selecting a woman is 50/
100 = 0.5. The probability of selecting the person with the
name “Jane” is 1/100 = 0.01. The chance of selecting a person
named “Jane” given that we have already selected a woman is 1/
50 = 0.02. But the chance of selecting a person named “Jane”,
given that we have already selected a man is considerably less
than this, probably close to zero! In notation, we write P(A|B)
to denote “the probability of  A, given B.” Consider another
example that will come up again in the context of hypothesis
testing. What is the probability that someone was Hanged,
given that they are Dead, or p[H|D]? Nowadays, IÕd guess
around .00001 . What is the probability that a person is Dead,
given that they were Hanged, or p[D|H]? Rather substantial, I
should sayÉ. around .99999. So not only should you never
confuse joint and conditional probabilities, but you should
never confuse p(A|B) with p(B|A).

One useful tool for thinking about probabilities is the Venn
diagram. In more advanced statistics courses  these are used to
illustrate complex correlations. However, they can be used for
much simpler demonstrations, as well. For example, in Figure
5.1 below, we consider the probability that we will randomly
select either a person with an Anxiety Disorder (A) or a person
with a Dissociative Disorder (D) from a group of 100 patients
in a psychiatric hospital. There are 20 people in group A, and 20
people in group D, but p (A or D) is not .4 as you would expect
with the addition rule you learned above. Rather, it is .35 . This
is due to the fact that there are 5 people who have both an
anxiety disorder and a dissociative disorder, illustrating the
principle that for events that are not mutually exclusive, p(A or
D) = p(A) + p(D) Ð p(A and D) . You can see how p(A and D)
= 0 for events that are mutually exclusive (such as the probabil-
ity of selecting someone who is both male and female Ð
ignoring the small logical problem of the very rare occurrence of
hermaphrodites!).

Figure Venn diagram for simple probability. Note that p(A and
D) is a joint probability. Five people were diagnosed with both
Anxiety and Depression. The two events are not mutually
exclusive. A and D are not independent events.

Probabilityand“Proof”inStatistics
Statistics can never “prove” anything. All a statistical test can do
is assign a probability to the data you have, indicating the
likelihood (or probability) that these numbers come from
random fluctuations in sampling. If  this likelihood is low, a
better decision might be to conclude that maybe these aren’t
random fluctuations that are being observed. Maybe there is a
systematic, predictable, or understandable, relationship
going on? In this case, we reject the initial randomness hypoth-
esis in favour of  one that says, “Yes we do have a real
relationship here” and then go on to discuss or speculate about
this relationship. How has this discovery of  a real relationship,
or this piece of new knowledge, going to help us understand
behaviour? How have we solved some particular theoretical or
practical problem out there in the general mass of humanity!
Uncertainty is present whenever we deal with samples rather
than populations in that we can never claim anything about
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populations with 100% certainty. The goal of  the game of
statistical inference, is to keep the level of uncertainty in our
results within acceptable limits. Notice how the word “accept-
able” implies an element of human judgement (i.e.,
subjectivity). This is a correct perception; what counts as an
acceptably low level of uncertainty (even though it may be an
objective or analytically established probability) depends upon
who you ask and how strong your arguments are in defence of
your claims. There is no absolute standard against which the
errors associated with statistical claims may be judged. We say
this to provide you with a realistic perspective on statistical
analysis of behavioural data - all statistical procedures do is
“crunch the numbers” (this is the “objective” aspect); however,
humans must ultimately decide what is to be made of those
numbers (this is the “subjective” part).

Null and Alternative Hypotheses
The logic of traditional hypothesis testing requires that we set
up two competing statements or hypotheses referred to as the
null hypothesis and the alternative hypothesis. These hypoth-
eses are mutually exclusive and exhaustive.
Ho: The finding occurred by chance
H1: The finding did not occur by chance
The null hypothesis is then assumed to be true unless we find
evidence to the contrary. If  we find that the evidence is just too
unlikely given the null hypothesis, we assume the alternative
hypothesis is more likely to be correct. In “traditional statistics”
a probability of something occurring of less than .05 (= 5% =
1 chance in 20) is conventionally considered “unlikely”.

How unlikely is “Unlikely”?
Let us consider what a probability of 5% means. How unlikely
is it? Well, imagine someone coming up to you and saying that
they could select an Ace on one draw from a standard pack of
cards. The chance of doing this would be = 0.067 (= about
7%). Now suppose this actually happened! At one selection
from the pack, this person picked out an Ace! This seems pretty
unlikely! Would you think that this was a trick (e.g., cut corners,
slightly thicker cards, more than 4 Aces in the deck!) or was it
just a fluke? In other words, was this likely to be a systematic
event with a logical explanation or ‘cause’, or, “just one of those
things”, a random coincidence?
Well in this case, we could describe our null hypothesis as being,
Ho: the selection process used was random. Assuming this to
be true, we then calculate the probability of drawing an Ace
from 52 cards as 7%. Using statistics here as the basis for
making a decision we would therefore have to conclude that this
is not a “significant” event. We would retain the null hypothesis
of a fair selection and conclude that the event was just a fluke
(i.e., nothing can explain it other than “It was just one of those
things!”, or a coincidence). Even though this is a pretty unlikely
event, there is not enough evidence to say that a systematic trick
is going on (or that a rule has been applied).
But what if this person did the same thing again!! The chance
of this (assuming our null hypothesis to be true) is about 0.07
x 0.07 = 0.0049 (or about 0.5%). In this case, the probability of
this event happening twice in a row (just by chance, or by Ôfair
selectionÕ) is pretty remote (about one chance in 200!). We

might be better advised to reject the null hypothesis and
conclude that a trick of some sort is going on! That is, there is
some selection rule being used here, some association or
relationship is going on that will allow us to understand how
such an unlikely event could have occurred. In effect, we have
decided that this is such an unlikely event that it could not
have occurred randomly!! One should be on the alert for
sleights of  hand, aces up sleeves, or a rigged deck!

Notes -
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Objective
The Objective of this lesson is to give you insight in to:
• Sampling Distributions

• Constructing a sampling distribution

Sampling Distributions
In order to evaluate the accuracy of any sample statistic in terms
of how well it is estimating its corresponding population
parameter, we need some standard against which we can tell
whether the sample statistic we calculate is a likely or an unlikely
estimate of a particular parameter. This comparative standard is
provided by a sampling distribution.
A standard is needed before we can say a particular number is a
big number or a small number. If I tell you the answer to a
question is 7 cm, you would say, “So what?”. It depends on
what is being measured. If it was a shoe size you would say
that it was pretty small If it was the size of an ant, you would
say that it was massive! We need a reference or norm for what
we are measuring so that we can compare the score we found to
the norm and decide if it is a large score or a small score relative
to that norm. In statistics, that norm is provided by what we
would expect by chance. We estimate how likely something is to
have occurred just by random fluctuations. Everything we
measure varies a little bit from day to day, from person to
person, from instrument to instrument. This variation is called
error variation or random error (or “white noise”). All the
things that cause our measurement to vary but we donÕt know
what those things are.
The previous example of a deck of cards allowed us to calculate
an expected probability easily because there was a finite number
of possibilities (i.e., only 52 cards). With statistics this is not
possible because the population we are sampling from is
infinite. We cannot calculate expected probabilities exactly, so we
need to resort to the concept of standard error to provide our
standard against which we decide if an obtained event is an
unlikely event or not.

Constructing a Sampling Distribution
An example of how a sampling distribution is constructed is
shown for a small population of five scores (0, 2, 4, 6, 8).
Population: [0, 2, 4, 6, 8] μ = 4.0   = 2.828
Repeated sampling with replacement for different sample sizes
is shown to produce different sampling distributions. A
sampling distribution therefore depends very much on sample
size. As an example, with samples of  size two, we would first
draw a number, say a 6 (the chance of this is 1 in 5 = 0.2 or
20%. We then put the number back and draw another one. Say
this is an 8. The mean of our N=2 sample is now (6 + 8)/2 =
7. We would again put the drawn number back into the
population.

 is calculated using N in the denominator rather than N-1
because we have a population, not a sample.
Different values for the sample mean which are possible for
each sample size along with the associated probability of each
mean value occurring are given. Also included is what you
would expect on the basis of 30 samples. For example, with N
= 2, the only way to get a mean of 0.0 is if both the first and
the second draw are zeros. Therefore, the probability is  X

 =  = 0.04; in 30 draws, that you would expect  X 30 =
1.2 (i.e., probably one and maybe two).
For a sample of size :

N = 3 N = 4 

b.  Expect  X  Prob.  Expect  X  Prob.  Expect  

4  1.2  0.00  0.008  0.24  0.00  0.0016  0.048  

8  2.4  0.67  0.024  0.72  0.50  0.0064  0.192  

2  3.6  1.33  0.048  1.44  1.00  0.0160  0.48  

6  4.8  2.00  0.080  2.4  1.50  0.0320  0.96  

0  6.0  2.67  0.120  3.6  2.00  0.0560  1.68  

6  4.8  3.33  0.144  4.32  2.50  0.0832  2.496  

2  3.6  4.00  0.152  4.56  3.00  0.1088  3.264  

8  2.4  4.67  0.144  4.32  3.50  0.1280  3.84  

4  1.2  5.33  0.120  3.6  4.00  0.1360  4.08  

0  30.0  6.00  0.080  2.4  4.50  0.1280  3.84  

  6.67  0.048  1.44  5.00  0.1088  3.264  

  7.33  0.024  0.72  5.50  0.0832  2.496  

  8.00  0.008  0.24  6.00  0.0560  1.68  

    1.000  30.0  6.50  0.0320  0.96  

        7.00  0.0160  0.48  

        7.50  0.0064  0.192  

        8.00  0.0016  0.048  

          1.0000  30.0  

Now, we can plot each sampling distribution using the
probability or proportion on the Y-axis to get a better feel for
what is happening.

LESSON 27
DATA ANALYSIS-III

SAMPLING DISTRIBUTIONS
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Note that the population mean (μ) is known to be 4.0 and the
population standard deviation (  ) is known to be 2.828 in
this small example. For sample sizes of n = 2, 3, and 4, the
most likely (or most probable) value for in the sampling
distribution is, in fact, 4.0 - the value for μ The fact that this
happens for the statistic we call the sample mean gives rise to
the idea that the sample mean is an unbiased estimator of the
population mean. In other words, on the average (or, equiva-
lently, in the long run), in a sample of  a given size, we expect
that the sample mean will equal the population value (it will not
be biased to one side or the other of the population value). For
any particular sample, we might miss, to some degree, the value
of μ with our estimate (either too high or too low), so our
sampling distribution will have a variance and a standard
deviation. We call this standard deviation of  the distribution of
possible sample means the standard error of the mean
(S.E.M.). An important feature of the standard error of the
mean is that as the sample size (N) increases, the value for the
standard error decreases. The actual relationship is
Standard error = S.E.M. = 

You can verify for yourself  that this is true using our three
example sampling distributions (to within rounding errors, at
least). Thus, with larger sample sizes, we will tend, in the long
run, to get more accurate estimates. The larger the size of the
samples you take each time, the “tighter” the distribution
becomes. The sampling distribution becomes less spread out,
or more focussed, around the central value as N increases.

You should also note that the larger the sample size, the more
“normal-looking” the sampling distribution appears (these last
two facts are a direct consequence of the Central Limit Theo-
rem). The values for X become less probable the further away
from the population value they are. See the accompanying
disk with these notes for an interactive demonstration of

the Central Limit Theorem.

From the sampling distributions given above we can answer a
number of questions about sample means. For example, how
likely is it that we could select a sample of size N = 4 from this
mini-population to have a mean of = 2.0 or less? From the
theoretical distribution for N =4, we can simply count up the
probabilities of X = 2.0 or less and find that this probability is
p = .112. From 0.0016 + 0.0064 + 0.0160 + 0.0320 + 0.0560 =
0.112 (This is a “one-tailed calculation”). Hence our estimate of

the expected probability of a sample mean of this size or less
occurring is 0.112. From our previous discussion this is not an
unlikely event.

Sampling distributions can be constructed for any statistic we
like. For instance, for each of our small samples in the exercise,
we could have simply recorded the largest number only. We
would then get a sampling distribution of maximums from
samples of  a given size. We might have been interested in
adding the first and last numbers and taking the cube root!. In
which case we get a sampling distribution having a particular
shape and having particular properties. In the present case we
have constructed a sampling distribution of the mean because it
is usually the average value for a variable that is of most interest
for us.

The General Pattern of Statistical Tests is:
Test Value = 

sample value - hypothesised value

standard error

For example, the single sample t test is a test of the mean of a
distribution and it looks like this

Note, the t-test is the ratio of (a) the difference between the
sample statistic and the hypothesised value it is supposed to
estimate if H0 is true, to (b) the standard error of that sample
statistic. Virtually all parametric significance tests we encounter
have a form similar to this: statistic (after adjusting for the H0

value) divided by its standard error. The resulting ratio yields
a number in units of standard error (analogous to a regular z-
score which is expressed in units of standard deviation). Thus,
the test statistic reports how many units of standard error
the sample statistic is away from the null hypothesis value.
If the ratio is large enough, that is, the sample statistic is far
enough away from the value hypothesised for H0 , then we
have the evidence we need to reject H0.
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Objective
The Objective of this lesson is to give you insight in to:

LESSON 28:
CASE STUDY BASED ON DATA ANALYSIS – III
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Objective
The Objective of this lesson is to give you insight in to:

• Hypothesis testing
• Steps in Hypothesis Testing
• Step 1: Stating the Statistical Hypothesis

• One or Two-tailed Tests
• What  level?

• Type I and Type II Errors
• Power
• Bonferroni
• Step 2: Checking Assumptions

• Normality and equality of variance
• Measurement level
• Independence of  observations

• Step 3: Calculating the Test Statistic
• Step 4: Evaluating the Test Statistic

• The practical significance of a finding
• Step 5: Interpretation of your results
• Confidence Intervals and Hypothesis Testing

• Confidence intervals

Hypothesis Testing
We are now moving beyond data description and summary to
being able to make probability-type statements about the values
of statistics. Generally speaking, statistical inference is concerned
with using sample statistics to estimate the likely values of
population parameters.

There are several statistics we use to estimate various kinds of
population parameters. For instance:

Statistic Estimates Population Parameter 

Mean  estimates μ [Population mean] 

Standard 
Deviation s (or sd) estimates  

[Population standard 
deviation] 

Correlation r estimates  
[Population 
correlation 
coefficient] 

Regression 
Coefficient b estimates  

[Population 
regression slope] 

Steps in Hypothesis Testing
Until you become quite familiar with the logic of hypothesis
testing we recommend that you adopt the following 5 steps:
1. State statistical hypotheses
2. Check assumptions

3. Calculate test statistic
4. Evaluate the statistic
5. Interpret your results
Note where these steps fit into the overall research process.
Good research does not begin by computing means and
standard deviations nor does it end with a “p-value”. You
should never lose sight of what your research question is
and how the statistics you are computing are helping to
answer your research question.
The following discussion will consider issues associated with
each step. Sometimes each step has a number of  intermediate
steps or decisions to work through.

Step 1: Stating the Statistical Hypotheses
The first step in the process is to set up the decision making
process. This involves identifying the null and alternative
hypotheses and deciding on an appropriate significance
level. Associated with these decisions are issues to do with
Type I and Type II errors, one or two-tailed tests, and
power. A very important issue to be aware of here is the
problem of multiple tests of significance.
There are generally two forms of a statistical hypothesis: null
(typically represented as H0) and an alternative (typically
symbolised as H1 - this is the research hypothesis - the one we
are really interested in showing support for!). Since our interest
is in making an inference from sample information to popula-
tion parameter(s), hypotheses are usually formally stated in
terms of the population parameters about which the inference
is to be made. We use two forms of  hypotheses to set the stage
for a logical decision. If we amass enough evidence to reject one
hypothesis, the only other state of affairs which can exist is
covered by the remaining hypothesis. Thus, the two hypotheses
(null and alternative) are set up to be mutually exclusive and
exhaustive of the possibilities.

Some Example of Statistical Hypotheses Encountered in
InferentialStatistics

Statistic used for Estimation  Null Form (Ho)  Alternate Form (H1) 
1. Mean ( ) Ho: μ = 100 H1: μ 100 
2. Correlation (r) Ho: = 0 H1: > 100 
3. Two Means ( 1, 2) Ho: μ1 = μ2 H1: μ1 μ2 
4. Variance (s2) Ho: 2 = 10 H1: 2 < 10 

The importance of this step in the hypothesis testing procedure
is that the mathematics behind any statistical test you are likely
to come across has as its basis the testing of a specific hypoth-
esis. You should always check that what your test is designed to
test is suitable for what you want it for. The actual reporting of
statistical analysis does not require that the statistical hypotheses
for a particular test be reported, they are for your own clarity and
understanding of what the test actually tests. Note the differ-
ence between statistical hypotheses and research hypotheses.

LESSON 29 AND 30
HYPOTHESIS TESTING I AND II
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To summarise, we set up statistical hypotheses in two forms Ð
null and alternative Ð such that, if we have sufficient sample
evidence, we can reject the null hypothesis in favour of the
alternative. If we donÕt obtain sufficient evidence we must fail
to reject the null hypothesis. Note, I said, “fail to reject” rather
than “accept” the null hypothesis Ð this was deliberate. You
still may not believe or accept that the null hypothesis is true. It
may be that you just haven’t found sufficient evidence against it.
Either way our “proof ” is only indirect and never absolutely
certain. Since we never have absolute proof that one hypothesis
is more viable than the other, we must consider the types of
errors we could potentially make in deciding (i.e., concluding)
which hypothesis the evidence supports. In the end, the
researcher has the final say in concluding which hypothesis has
sufficient support. Such a decision can be incorrect in two
possible ways relative to the real state of affairs in the world.

One or Two-tailed Tests?
In the examples of hypotheses given above, there are actually
two different types of alternative hypotheses. Examples 1 and 3
illustrate non-directional hypotheses (or, “two-tailed” tests) Ð
these are stated in “  “ terms; the direction of deviation of the
alternative case is not specified. Examples 2 and 4 illustrate
directional hypotheses (also termed “one-tailed” tests) where
the direction of deviation from the null value is clearly specified;
that is, a specific predicted outcome is stated.
A two-tailed test requires us to consider both sides of the Ho
distribution, so we split and place half in each tail. A direc-
tional hypothesis only considers one tail (the other tail is
ignored as irrelevant to H1), thus all of can be placed in that
one tail. A caution should be noted here: one-tailed tests, at
present, should only be used in the light of strong previous
research, theoretical, or logical considerations. Hence a “claim”,
“belief ”, or “hypothesis”, or “it was predicted that” is not
sufficient to justify the use of a one-tailed test.
A problem with using one-tailed tests is that of placing all of

in the wrong tail! This is another type of error - predicting the
wrong tail of the distribution, and has consequences, not only
of non-significant findings, but acute embarrassment as well!
(And donÕt think it doesn’t happen!). It is not fair waiting
until you see the test results, and then saying, “I wanted a one-
tailed test in the direction of the difference indicated by the
statistical test” Ð such decisions regarding must be made
prior to any data collection.
One application in which one-tailed tests are used is in indus-
trial quality control settings. For example, a company making
statistical checks on the quality of its medical products is only
interested in whether their product has fallen significantly below
an acceptable standard. They are not usually interested in
whether the product is better than average, this is obviously
good, but in terms of legal liabilities and general consumer
confidence in their product, they have to watch that their
product quality is not worse than it should be. Hence one-tailed
tests are often used. Also, in some areas of  educational and
industrial/organisational research, theory is considered strong
enough to allow one-tailed tests. See Howell p. 101 for more on
this baffling issue.

What  -Level?
One of the key concepts in hypothesis testing is that of
significance level (or, equivalently the alpha (  ) level) which
specifies the probability level for our evidence to be an unrea-
sonable estimate. By unreasonable, we mean that the estimate
should not have taken its particular value unless some non-
chance factor(s) had operated to alter the nature of the sample
such that it was no longer representative of the population of
interest. The researcher has complete control over the value of
this significance level. While we recommend a standard, or
decision criterion, of = 0.05, ( for two-tailed tests), you
should be cautious about the blind adoption of this level.
The -level should be considered in light of the research
context and in light of your own personal convictions about
how strong you want the evidence to be, before you will
conclude that a particular estimate is reasonable or unreasonable.
In some exploratory contexts (perhaps, in an area where little
previous research has been done), you might be willing to be
more liberal with your decision criterion and relax the level of
significance to 0.10 or even 0.20 - thus, less extreme values of a
statistic would be required for you to conclude that non-chance
factors had operated to alter the nature of the sample. On the
other hand, there are research contexts in which one would want
to be more conservative and more certain that an unreasonable
estimate had been found. In these cases, the significance level
might be lowered to 0.001 (0.1%) where more extreme values
of a statistic would be required before non-chance factors were
suspected
You need to examine the SPSS output usually under headings
such as “Sig.” or “Two-tailed Sig.”, or “Prob.” for the probabil-
ity (or “p-value”) of your results being a real difference or a real
relationship. This can then be the probability you quote as being
the “level of significance” associated with your results. Note
that we normally need this p-value to be less than or equal to
0.05 to make the claim of ÔsignificantÕ. It is then up to your
discussion to explain/justify/interpret this level of significance
to your reader. As a general guide, treat the p-value as a measure
of the confidence or faith you can have in your results being
real (and not being due to chance fluctuations in sampling).
When evaluating your test statistic (Step 4) take into consider-
ation the points raised in the preceding paragraph.
The -level is the probability or Ôp-valueÕ you are willing to
accept as significant. Ideally, this -level. The -level can also be
interpreted as the chance of  making a Type I error.

Type I and Type II errors
When we set  at a specified level (say, 0.05) we automatically
specify how much confidence (0.95) we will have in a decision to
“fail to reject Ho if  it really is the true state of  affairs. To put a
more rational meaning on these numbers, consider doing the
exact same experiment, each using a different random sample,
100 times. [Recall the discussion of the nature of a sampling
distribution Ð which this sort of  repetition idea gives rise to.]
If we set  = 0.05 (and consequently 1 -  = 0.95), then in our
100 experiments, we should expect to make an incorrect
decision in 0.05 x 100 or 5 of these experiments (= 5% chance
of error), and a correct one 95% of the time if Ho is really true.
Thus,  states what chance of making an error (by falsely
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concluding that the null hypothesis should be rejected) we, as
researchers, are willing to tolerate in the particular research
context.
That is, our basis for making a decision about our sample being
a “reasonable estimate” of a population value, is whether the
sample event is particularly unlikely or not. Now, it happens, of
course, that now and again, unusual, rare and unlikely events do
occur just by chance and do not necessarily imply something
meaningful has occurred or that something has caused this
event to occur. In our example sampling distribution, just by
chance you might have drawn 0, 0, 0, and 0. According to our
decision making rules, this is so unlikely to have occurred by
chance that we should reject Ho in favour of the alternative.
You must have been peeking when you drew out the squares!!!
But if it was a truly random selection, we would be making a
Type I error. We would claim we have evidence of  a selection
rule being used (i.e., peeking) but would in fact be wrong in
concluding this.
When we consider the case where Ho is not the true state of
affairs in the population (i.e., Ho is false), we move into an area
of statistics concerned with the power of a statistical test. If Ho
is false, we want to have a reasonable chance of detecting it
using our sample information. Of course, there is always the
chance that we would fail to detect a false Ho, which yields the
Type II or  error. However,  error is generally considered less
severe or costly than an error. We must be aware of  the power
of a statistical test Ð the test’s ability to detect a false null
hypothesis Ð because we want to reject Ho if it really should be
rejected in favour of H1 Hence we focus on 1 -  which is the
probability of  correctly rejecting Ho. See Ray and Howell for
more discussion of these types of errors.

Power
There are several interrelated issues to consider when we think
about setting up a research design to evaluate a statistical
hypothesis. LetÕs depict a hypothesis testing situation
graphically using two normal distributions Ð one to represent
the sampling distribution for the null hypothesis and the other
to represent the sampling distribution for the alternative
hypothesis. We use normal distributions because of  the central
limit theorem which states that the sampling distribution of
the mean from any population looks more and more normal as
sample size, N, is increased. Thus, if  we assume a reasonable
sample size, we are justified in using normal distributions to
represent the situation. Remember we are using sampling
distributions (in this case for the sample mean) as standards
against which to compare our computed sample statistic.
In general terms, suppose we evaluate the specific hypothesis
that μ has one value (μ Ho) or another value (μ H1) using a
sample of size N:
Ho: μ = μHo vs H1: μ = μH1; then we have

There are four factors that interact when we consider setting
significance levels and power:
1. Power: 1-  (probability of correctly concluding “Reject

Ho”)
2. Significance level:  (probability of falsely concluding

“Reject Ho”)
3. Sample size: N
4. Effect size: e (the separation between the null hypothesis

value and a particular value specified for the alternative
hypothesis). Think of this as - μ (i.e., the numerator in
the t-test).

Once we know any three of these quantities, the fourth one is
automatically determined. LetÕs examine the ways these factors
can be varied to increase or decrease the power of a statistical
test.
1. One way to increase power is to relax the significance level

(  ) [if e and N remain constant]

Note how the size of the power area is expanded when  is
relaxed.

2. Another way to increase power is to increase the sample size
Ð N [if  and e remain constant].
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This happens because the variance of a sampling
distribution gets smaller when sample size is increased
(recall our example on sampling distributions earlier in this
Topic), so the tails get pulled in toward the mean. An
interesting thing to note here is that, with a large enough N,
almost anything , no matter how trivial, can be found to be
statistically significant!

3. Yet another way to increase power is to look only for a
larger effect size [if and N remain constant].

The larger effect size pulls the two distributions apart, thus
lessening their overlap; consequently, differences are easier to
detect. An interesting consideration here is if you need to be
able to detect a fairly small effect size, you would need to
either alter (by relaxing it) or N (by increasing it) or both
in order to keep from losing power. The most common
way of  increasing power in an experiment or survey is to
increase sample size. By doing this you are more likely to
pick up a real difference if one is really there.

4. Finally, power can be increased if  a directional hypothesis
can be stated (based on previous research findings or
deductions from theory).

Bonferroni
The problem of multiple tests of significance. In many
kinds of  research, particularly surveys and studies using
batteries of tests, and with certain statistical methods (such as
multiple regression and analysis of variance), there are frequently
many (more than, say, 10) statistical hypotheses being tested
(perhaps on different dependent and independent variable
combinations). In such studies, we find that setting = 0.05
does not provide sufficient protection against the Type I error.
What happens is that as the number of separate hypothesis
tests increase within a single study, the true -level for the
entire study (regardless of where you think you have set it) will
be inflated. An approximate formula for how much 

increases as a function of the number of hypotheses you test is
actual -level = 1 - (1-  you think you are setting)j

where j is the number of significance tests being done or
contemplated. Thus, if we think we are setting  at 0.05 in our
study, but we are contemplating testing 20 statistical hypotheses
(say 20 t-tests), our actual chance of claiming a significant result
when there should not be one is 1 - (1 - 0.05)20 = 0.64. That
is, we really have a 64% chance of  making a Type I error. This is
quite a substantial chance!! Moreover, you do not know which
ones are errors and which ones arenÕt.
There are a couple of ways of coping with this problem in
multivariate studies. The best way is to use special multivariate
statistical procedures that are designed to help protect against
this  inflation problem either by conducting a single test on all
dependent variables simultaneously or by providing ways to
statistically reduce the number of variables being dealt with.
Another approach is attributed to a gentleman named
Bonferroni. He devised a simple way to help control for the -
inflation problem. To have a study with an overall -level equal
to some pre-specified level (say 0.05), merely divide this up
equally among the j tests of significance being contemplated.
Thus, for each significance test, we use
new -level = 

In the previous example, with 20 significance tests, we would
consider using a new -level of 0.05/20 = 0.0025 for each
separate significance test. In this way, we gain better protection
against -level inflation due to doing multiple tests of
significance. We can check this out by computing the inflated 
formula using the new -level: 1 - (1 - 0.0025)20 = 0.0488 which
is very close to an overall  of  0.05. WeÕll refer to this
adjustment of the -level as the Bonferroni adjustment
procedure. Of  course, we are now in danger of  making a Type
II error ÐÐ by finding no significant differences when in fact
they should be there!. In the present case, a p-value less than
0.0025 might be hard to obtain and hence we might overlook
an important finding.

Step 2: Checking Assumptions
All statistical tests make some assumptions about the form of
the numbers that make up your data. These ÔassumptionsÕ
are actually requirements in the sense that they should be met
before the test is used. Parametric tests make more assumptions
than do nonparametric tests, but even the latter still make
some. You should always check what assumptions are required
to be satisfied before you apply the particular test you want to
use. The specific requirements of each test will be explained as
we describe each test, but many tests, particularly the parametric
ones, have a set of common assumptions and we will examine
them in general here. The more these requirements are violated,
the less confidence you can have in the final p-value.

Normality and Equality of Variance
To test hypotheses about population parameters, we must
assume that the population distribution of the variable being
measured is normal in form. The nonparametric tests that we
will meet later have been developed at least partly to deal with
data in which the normality condition seems not to be met.
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How important is the normality assumption? What happens if
we violate the assumption and use the t test for data that are
not normally distributed?
Because so many tests assume the normal distribution and
equal variances in multiple condition designs, those assump-
tions have received a great deal of attention from statisticians in
the past several years. We won’t try to survey this expanding
area of statistical literature in detail, but will summarise what
seems to be an emerging consensus of opinion and offer
guidelines for researchers.
Much current opinion, but by no means all of it, is that, in
general, you shouldn’t worry a lot about normality and
equal variance. Research seems to indicate that most of the
parametric (that is, normal-curve-based) inference procedures are
fairly well-behaved in the face of moderate departures from
both normality and equality of  variance. Tests and estimates
that are relatively uninfluenced by violations in their assump-
tions are known as robust procedures, and a substantial
literature has developed in the field of robust statistics.
A well-equipped statistician has a number of tools to draw
upon at different stages of the analysis. In the initial stages,
when you’re trying to get a general “feel for” the data, all of  the
descriptive procedures are useful. When it comes to actually
making inferences, though, parametric procedures are often the
best because they are frequently more powerful.

Measurement Level
The importance of the measurement characteristics of your data
lies in the selection of the most appropriate descriptive and
inferential procedures. Parametric inference requires measure-
ment at least at the interval level. Parametric statistics make use
of means and standard deviations, and those statistics require
interval or ratio measurement to be meaningful. When
measurement is ordinal, the measure of centre is typically the
median; and the inferential procedures for medians are nonpara-
metric.

Independence of Observations
There are two ways of thinking about “independence of
observations”. One is whether you measure each individual
once only (a ‘between’ or ‘independent’ groups design) or
several times (a ‘within’ or Ôrepeated measures’ design) and the
other refers to the independence of  observations within any
particular group. The first of  these forms of  independence is
usually a deliberate design choice for which there are several
advantages (and some problems, of course).
The second type of independence, however, is more subtle. If
you were to accidentally include the same subject several times,
or you entered the same data values into a computer more than
once, or, if our subjects tell future subjects something about
the experiment, then we have a form of non-independence.
Each subject’s data may not be independent of  other subject’s
data.
While independence is a requirement of the statistical tech-
niques, the means of dealing with it are not; instead, the
independence requirement places constraints on the conduct of
the experiment itself. The remedy for independence problems is

a procedural matter and is really a part of  an experiment’s
internal validity.
The best way to deal with the independence of  observations is
by careful research technique. Once you understand that each
observation on a variable should be independent of  every
other, reasonable experimental control should assure that the
condition is met. This is not to say, of  course, that you can
never have more than one observation on each subject in an
experiment; you certainly can. You may measure each subject on
a large number of variables, but within each variable, each
subject contributes only a single observation. And you can
measure the same variable repeatedly for each subject; researchers
in the field of learning would be in serious trouble if they could
not measure, for example, the number of items recalled on each
of a series of experimental trials. In both of these two
examples, the research design is explicitly planned to allow a
particular form of  non-independence of  observations, and the
analysis procedures are specifically designed for repeated
measures.
The effect of violating any of the assumptions is a change
in the probability of making a Type I or a Type II error,
and you won’t usually know whether the change has made you
more, or less, likely to commit an inferential error. When the
problem is in the level of measurement, the effect of using a
statistic that isn’t meaningful for the measurement is to make
any conclusions at least highly suspect, if not completely
meaningless.
The concluding advice, then, is to use any available descriptive
statistics in order to fully understand the data. When it comes
to making inferences, both parametric and nonparametric
procedures can be applied, with the parametric ones usually
given first attention. Nonparametric procedures deserve careful
consideration when there is reason to worry about parametric
assumptions, or when measurement considerations demand
them.

Step 3: Calculating the Test Statistic
At this point we come to the point that tends to frighten many
students! Even though the calculation of the test statistic is
only a small part of the hypothesis testing procedure, which in
turn is a relatively small part of the research procedure, many
students are overcome with feelings of dread at this point!
Perhaps, long-buried anxieties and memories of classrooms
and repetitive maths problems are quickly stirred! Fortunately,
these days we have all sorts of electromechanical aids to take the
difficulty and fear out of this part. In particular, a good
calculator, and the access to a computer has relieved students
and purveyors of  statistics the tediousness of  number-
crunching. (The trade-off  has been, however, that students are
now expected to understand a greater variety of test proce-
dures!#?!).
The next Chapter in this booklet is devoted to the procedures
and calculations we think are useful in providing a good range
of solutions to analysis problems. Statistics is an ever-growing
field and often there will be situations that are not covered in
these sections and for which you will have to consult a more
advanced text. But we expect the parametric and nonparametric
analogues contained herein to be sufficient for the great majority
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of situations you are likely to cover in undergraduate research
problems.
This unit is reliant on the Statistical Packages for the Social
Sciences (SPSS) software to carry out most of the calculations
for us. We only need to calculate a few things that SPSS does
not give us. So, we have done away almost completely with the
need to calculate by hand. Presumably then we should not have
any maths anxiety students any more!

Step 4: Evaluate the Test Statistic
Having calculated your t- value, or F-value, or Z, or r, or U-value
(see next Chapter!), you need to now make a decision as to what
sense to make of it. In this step we are asking you to focus on
(1) determining the level at which your test statistic is significant,
and (2) to reject or not reject Ho, and (3) the practical significance
of  the finding.
Determining the level at which your test statistic is
significant. This is primarily a task in consulting the output in
the correct manner. For each of the tests to be discussed, the
SPSS output will print out the appropriate p-value. This part of
the output is often labelled “Sig.” or “Two-tailed sig.”. Some-
times “Prob.” is used. Significance is easily determined these
days by comparing the calculated probability with the alpha-level
that has been set (usually = .05). In general, if  the “Sig.” or
“Prob.” value is less than or equal to .05 you have a significant
result.
Another aspect, also discussed in the readings given above, is to
determine whether the p-value associated with your finding is
satisfactory for the type of  research you are conducting. For
some applied or exploratory purposes, p < 0.1 might be
sufficient for you to decide you have a real difference or a real
relationship. But in other situations, such as medical and
pharmaceutical research, or when conducting multiple tests of
significance, you need to have far more confidence that you really
do have a real result, as the consequences of  a Type I error are
considerably more serious. (Also, see the points raised under
Step 1: What -level?)
Whether to reject Ho or not. Having decided that the p-value
associated with your calculated test statistic is appropriate to
allow you to make a claim of ÔsignificantÕ, the immediate
consequence of this, is that Ho is rejected in favour of the
alternative hypothesis. You need to be clear what it is that you
are now accepting. If  the alternative is two-tailed you are
accepting that the sample has come from some population
other than the one specified by the null hypothesis. You need
to look at the actual numerical value of the means or the
correlation to determine in which direction the difference or
relationship lies. If you have specified a one-tailed alternative,
you again need to check that the numerical values of the means
lie in the predicted direction.
If the associated p-value is not sufficient to allow you to make a
claim of significance, you make a decision to retain the null
hypothesis. Note the comments made previously about the
difference between “retaining” and “accepting” Ho.
Another aspect that should be considered when evaluating your
test statistic, is the extent to which you thought the assump-
tions of the test were satisfied and the number of statistical

tests you have conducted on the one set of data. Both these
factors can contribute to the calculated p-value not being an
accurate reflection of  the real Type I error rate. You may have to
treat your ÔsignificantÕ result with some caution. If this is the
case then it is best to acknowledge this ÔrubberinessÕ in your
Results section.
Perhaps allied somewhat to the concept of ÔrubberinessÕ in
the reporting of results in the real world is the problem of
what to do when your p-value is, say 0.051. A value of p =
0.051 is technically non-significant, whereas p = 0.049 is
significant!. Yet, in real terms, the difference between these two
probabilities is minimal and indefensible considering that the
assumptions underlying the test are probably not exactly
satisfied. However, in the former case, you do need to admit
that your finding was non-significant. But having done that,
you may cautiously talk about the “trends” in your data. You
may have to word your statements with terms such as “sug-
gests”, “might indicate”, “tends toward” !!!. If you p-value
comes in “under 0.05”, then you can claim “significance” but if
p = 0.049 you should not get carried away!

The Practical Significance of a Finding
A general problem with traditional statistics is that if you take
large enough samples, almost any difference or any correlation
will be ÔsignificantÕ. So, these days, many journal editors are
requiring authors to include some indication of the practical
significance of  a finding. Usually this entails the calculation of
some measure like 2 or r2 which can both be interpreted in
terms of the proportion of variability explained. The most
common measures here are 2 (referred to as “eta-squared” Ð
for t-tests and ANOVA) and r2 (for correlation and regression).
These measures are given detailed coverage in the next chapters.

Step 5: Interpretation of Your Result
The main task within this section is to now take your decision
to retain or reject Ho and apply it back to the original research
question. There are two tasks involved. First, you should be
able to make a summary statement that interprets the results of
the statistics in terms of what was analysed. In essence you are
specifically answering the research hypotheses that you stipu-
lated.

For Example, (These are Taken from Published
Reports)
“The mean percent reduction of SS at 24 and 48 h was statisti-
cally significant in comparison to the normal decrease observed
during the pre-drug SS period (t(13) = 7.47, p < 0.001).”
“There was no relationship between BP and SD scores (r (98) =
.14, ns), or between SD and LC scores (r (98) = -0.10, ns).
However, a significant correlation between BP and LC scores
was found (r (98) = -0.47, p < 0.001).”
“The two groups (N = 1921) were homogeneous according to
sex (  2 (1) = 1.81, p > 0.05), but not according to age (  2(1)
= 14.24, p < 0.001).”
“There was, in general, little relationship between population
size and pace. On the MANOVA, the WilkÕs lambda for
population size indicated a non-significant trend [approximate
F(8,42) = 1.90, p < 0.085].”
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The second part of Step 5 is to consider the broader implica-
tions of  your findings. Take your decision about whether you
have a real result or not back to the research question or
hypothesis that you were initially interested in. Speculate as to
the implications of this wonderful finding in terms of the
theory that formed the basis of the research in the first place. In
this course, we would like to encourage you to emphasise, or
look for, psychological implications. Sometimes findings have
important implications for some theory, or perhaps some
practical implications such as a new cure or therapy! Perhaps
there are longer term implications? Perhaps the finding, even
though ‘significant’, has little relevance for anything? (Often
seems to be the case!)

Confidence Intervals and  Hypothesis
Testing

Two Basic Uses of Inferential Statistics are Possible

a. interval estimation Ð so-called “confidence intervals”
b. point estimation Ð so-called “hypothesis testing”

Interval estimation (“Confidence Intervals”) and point
estimation (“Hypothesis Testing”) are two different ways
of expressing the same information.
Using Confidence Intervals we make statements like the
following:

• the probability that the population mean (μ, or the ‘true’
value of the population mean) lies between 19 and 23 is
0.80;

• the probability that the population correlation value (r, or
the ‘true’ value of the correlation between these two
variables) lies between 0.20 and 0.24 is 0.60;
Using Hypothesis testing we say:

• the probability that our sample mean comes from a
population with a mean of 21 is greater than 0.95

• the probability that our two sample means come from the
one populations is less than 5% (i.e.,0.05).

• the probability that our sample comes from a population in
which the true correlation is zero is 0.60.

Confidence Intervals
Interval estimation is used when we wish to be fairly certain
that the true population value is contained within that interval.
When we attach a probability statement to an estimated
interval, we obtain a confidence interval.
Confidence is defined as 1 -  (1 minus the significance level).
Thus, when we construct a 95% confidence interval, we are
saying that we are 95% certain that the true population mean is
covered by the interval - consequently, of  course, we have a 5%
chance of  being wrong. Any statistic that can be evaluated in a
test of significance (“hypothesis testing”) can be used in
constructing a confidence interval. Always, when constructing a
confidence interval, two limits, “Upper” and “Lower”, are
computed. For each limit, the information needed is the
computed statistic (e.g., ), the two-tailed critical values (e.g., t

/2), and the standard error for the statistic (e.g., S.E.M.).
The upper and lower boundaries for the confidence interval for
the t-statistic given above are:

Lower Limit = - t /2 

Upper Limit = + t /2 
In Psychology we are not often concerned with estimating the
actual value of a population parameter, hence confidence
intervals are not very common. Actual values are more common
in agriculture say where you want to establish, with a certain
degree of confidence, whether 6 bags to the hectare are needed,
or 10.7 grams of  protein per day, or, in public surveys and
opinion polls. where findings are often reported as say: “46% ±
2% are in favour of the government”. In research psychology
we are mostly concerned with whether two groups are signifi-
cantly different, or whether there is a significant relationship
between two variables and not so much the actual value of the
difference or relationship. Hence in this unit we exclusively
follow the hypothesis testing aspect of inferential statistics.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Testing the Significance of  Pearson’s r
• Critical values
• Steps in hypothesis testing for correlation

• Testing the Significance of  a Regression Line
• The One-Sample t-Test

• Computing the probability
• Making the decision
• The Z-test

• The Paired Sample t-Test
• Special Case - The Matched Samples Design
• Eta-Square

• Example of paired sample test
• Independent Samples t-Test

Testing the significance of Pearson’s r
We have looked at Pearson’s r as a useful descriptor of  the
degree of linear association between two variables, and
learned that it has two key properties of magnitude and
direction. When it is near zero, there is no correlation, but as it
approaches Ð1 or +1 there is a strong negative or positive
relationship between the variables (respectively). But how do
we know when a correlation is sufficiently different to zero to
assert that a real relationship exists?
What we need is some estimate of how much variation in r
we can expect just by random chance. That is, we need to
construct a sampling distribution for r and determine its
standard error. All variables are correlated to some extent;
rarely will a correlation be exactly zero. What we need is to be
able to draw a line, that tells us that above that line a correlation
will be considered as a real correlation and below that line the
correlation will be considered as probably due to chance alone.
From the following illustrations, we can see how for small N’s,
r can vary markedly even when the null hypothesis is true (i.e., if
chance is a reasonable explanation for the correlation). For larger
sample sizes, the correlations will cluster more tightly around
zero but there will still be a considerable range of values. The
illustrations that follow show the distribution of the correla-
tion coefficient between an X and a Y variable for 100 random
samples simulated on a computer, using N’s of  different sizes.
When N=5, we can see almost the full range from Ð1 to +1.
This is less apparent for N=10, 20, 30 and so on, until when we
have simulated 100 cases there is little variability around zero.

Figure The distribution of correlations between two random
variables when sample size = 5

Figure  The distribution of correlations between two random
variables when sample size = 10.
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Figure: The distribution of correlations between two random
variables when sample size = 20.

Figure: The distribution of correlations between two random
variables when sample size = 100.
From the above figures, you can see that as the sample size
increases, the more the correlations tend to cluster around zero.
Because we have just correlated two random variables there
should be no systematic or real relationship between the two.
However just by chance you will get some that appear real.
If we look more carefully at the above figures for r = -.65, we
see that in Figure  with samples of size 5, 18 out of the 100
samples had a correlation equal to or more extreme than -.65 (4
at -.95, 5 at -.85, 2 at -.75, and 7 at -.65). In Figure 6.2 with
samples of size 10, only 6 samples had a correlation of -.65 or
more extreme. And in Figure 3 and Figure 4 with samples of
size 20 and 100, there were no samples having a correlation of -
.65 or more extreme. So a correlation of -.65 is not an unusual
score if the samples are only small. However, correlations of
this size are quite rare when we use samples of size 20 or more.
The following table gives the significance levels for Pearson’s
correlation using different sample sizes.

Pearson’sTable:

Table D. Critical Values for Pearson r

Level of significance for one-tailed test 

.05 .025 .01 .005 

Level of significance for two-tailed test 

 
(= N-2) 
(N= number 
of pairs)  

.10 .05 .02 .01 

1 .988 .997 .9995 .9999 

2 .900 .950 .980 .990 

3 .805 .878 .934 .959 

4 .729 .811 .882 .917 

5 .669 .754 .833 .874 

6 .622 .707 .789 .834 

7 .582 .666 .750 .798 

 8 .549 .632 .716 .765 

9 .521 .602 .685 .735 

10 .497 .576 .658 .708 

11 .476 .553 .634 .684 

12 .458 .532 .612 .661 

13 .441 .514 .592 .641 

14 .426 .497 .574 .628 

15 .412 .482 .558 .606 

16 .400 .468 .542 .590 

17 .389 .456 .528 .575 

18 .378 .444 .516 .561 

19 .369 .433 .503 .549 

20 .360 .423 .492 .537 

21 .352 .413 .482 .526 

22 .344 .404 .472 .515 

23 .337 .396 .462 .505 

24 .330 .388 .453 .495 

25 .323 .381 .445 .487 

26 .317 .374 .437 .479 

27 .311 .367 .430 .471 

28 .306 .361 .423 .463 

29 .301 .355 .416 .456 

30 .296 .349 .409 .449 

35 .275 .325 .381 .418 

40 .257 .304 .358 .393 

45 .243 .288 .338 .372 

50 .231 .273 .322 .354 

60 .211 .250 .295 .325 

70 .195 .232 .274 .302 

80 .183 .217 .256 .284 

90 .173 .205 .242 .267 

100 .164 .195 .230 .254 

CriticalValues
From Pearson’s table (reproduced here), the column headed
“Level of significance for two-tailed test” gives the critical
values for Pearson’s r that are needed to be surpassed to achieve
significance. Using the .05 level and travelling down the
column we can see that as the sample size gets larger, the size of
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the correlation that is needed to achieve significance gets smaller.
For a sample of size 5 (df = 3), the critical value is .878 (or -
.878). So the previous example of -.65 is not significant at the
.05 level for a sample of  size 5. We would therefore report the
result as r(3) = -.65, p > .05.
If we move to a sample of size 10 (df = 8) we find that a
correlation of .632 or greater (or -.632 or less) is significant at
the .05 level. The critical value for the .02 level is .716, so our
example value is significant at the .05 level but not significant at
the .02 level. We would report the result as r(8) = -.65, p < .05.
For samples of size 20 (df = 18), the critical value is .444 for the
.05 level of significance, .516 for the .02 level, and .561 for the
.01 level. The value we were examining of -.65 can therefore be
considered significant at the .01 level for samples of  size 20. We
would report this as r(18) = -.65, p < .01. For samples of size
100, a correlation of .65 is highly significant.
For the example on logical reasoning and creativity a correlation
of .736 was obtained. Looking at the line for df = 18 we would
report that r(18) = .736, p < .01.
These days we usually do not have to refer to statistical tables to
determine the significance of a test-statistic, the computer will
produce the significance level with the value of the test statistic
itself. The SPSS printout in Figure 6.5 reports that the “Sig. (2-
tailed)” value is .000 and puts two asterisks next to the r value
of  .736. This is just SPSS’s way of  reporting the p-value. Here,
“.000” does not actually mean zero. This is just a rounding
problem. If  it was actually zero, that would mean that the
probability of an r-value of this size or greater occurring is
impossible. However, we were working with real numbers and
obviously the result is possible because we just did it! Of course
the actual p-value is probably something like .000376, but when
this is rounded to nearest 3 decimal places, it comes out as .000.
From the SPSS output which is more accurate than the tables,
we would report r(18) = .736, p < .001

Output Correlate->Bivariate...

Output  SPSS output of the correlation between logical
reasoning and creativity.
SPSS uses one asterisk to indicate that p < .05 and two asterisks
to imply that p < .01. SPSS never uses more than two asterisks,
however, you will occasionally read published articles that use
three and even four asterisks to indicate higher levels of
significance. (Three asterisks usually indicates p < .001 and four
indicates p < .0001).

Steps in Hypothesis Testing for Correlation
We will formally go through the steps described in the previous

chapter to test the significance of a correlation using the logical
reasoning and creativity data

Step 1: Null Hypotheses

Ho:  = 0.0
H1:   0
Notice the hypotheses are stated in terms of population
parameters. The null hypothesis specifies an exact value which
implies no correlation. The alternative is two-tailed. We set the
alpha level at .05.

Step 2: Assumptions
Howell describes the assumptions associated with testing the
significance of  correlation (pp. 232). These refer to normality
and homogeneity of variance in the array of possible values of
one variable at each value of the other variable. These assump-
tions are difficult to test. A close approximation is if the
normality of both variables is approximately normal. Without
evidence to the contrary we will assume these assumptions are
OK.

Step3:CalculatetheTestStatistic
SPSS using the screens and options identified in the SPSS
screens and Outputs booklet gives us the output shown in
Output 6.1.

Step 4: Evaluate the Statistic
From the output we determine that the correlation of .736 is
significant at the .001 level. We infer that the null hypothesis is
too unlikely to be correct and we accept the alternative as a more
likely explanation of  the finding. The summary statement is as
given before r(18) = .736, p < .001.

Step 5: Interpret Result
First we can say that there was a significant positive correlation
between scores on the logical reasoning test and scores on the
creativity test (r(18) = .736, p < .001). Logical reasoning accounts
for 54% of the variability in creativity scores. The positive
correlation implies that higher scores on creativity tend to go
with higher scores on creativity and lower scores on logical
reasoning go with lower scores on creativity.
Second, we might like to speculate about how logical reasoning
might be related to creativity. We cannot say from the above that
logical reasoning causes creativity but we might be able to
speculate that both cognitive abilities share commonalities.
Both might be caused by higher intelligence. People with higher
intelligence are better at both logical reasoning and creativity
because they can entertain a larger range of possible options
when it comes to creative tasks.
Notice how the first interpretation stays close to the specific
variables that were measured but the second moves away from
the specific variables that were measured to discuss the psycho-
logical constructs that were operationalised in the first place.
Obviously this is the most controversial part of the whole
process but the part we are mostly interested in.

Testing the Significance of a Regression
Line
To test if  one variable significantly predicts another variable we
need to only test if the correlation between the two variables is
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significant different to zero (i.e., as above). In regression, a
significant prediction means a significant proportion of the
variability in the predicted variable can be accounted for by (or
“attributed to”, or “explained by”, or “associated with”) the
predictor variable.
In a scatterplot this amounts to whether or not the slope of the
line of best fit is significantly different to horizontal or not. A
horizontal line means there is no association between the two
variables (r = 0). Given that the slope of the line (  ) is equal to

if  the correlation r is zero, the slope of  the line is also zero
(standard deviations of  any real variable will never be zero. If  r
is significantly negative, the slope of the line is significantly
sloped high to low (looking left to right). If r is significantly
positive, the slope of the line is significantly sloped from low to
high.

The crucial part of the SPSS regression output is shown again
below. There are two parts to interpret in the regression output.
the first is if the overall regression model is significant or not.
This is found in the ANOVA table under “Sig.”. Here it is
“.000” which means the linear model significantly fits the data at
the p < .001 level. Further details about the ANOVA table will
be discussed in the next chapter.

The second part of the regression output to interpret is the
Coefficients table “Sig.”. Here two values are given. One is the
significance of  the Constant (“a”, or the Y-intercept) in the
regression equation. In general this information is of very little
use. It merely tells us that this value is (5.231) significantly
different to zero. If  somebody were to score zero on the logical
reasoning task we would predict a score of 5.231 for them on
the creativity task.

The second “Sig.” value gives us the significance of  each of  the
predictors of the dependent variable. In this simple case we are
using only one predictor (logical reasoning), so because the
overall model is significant, the “Sig.” value here next to
REASON is the same as the overall model (and F = t2). In
more advanced regression we might have several variables
predicting the dependent variable and even if the overall model
is significant, not all of these variables need be significant. In
fact, the overall model could be significant but none of the
individual variables might be significant (because the significance
test tests the significance of unique variability Ð this is an
important issue in multivariate statistics).

Several formulae (see Howell) follow to illustrate where some
of the numbers in Output  come from the standard error of
the estimate is found from

The standard error for REASON is found from

The t statistic for REASON is found by comparing the value
for the slope (B) with its standard error.

Output Regression Linear

The One-Sample T-Test
We are going to use an example for the one sample t-test about
whether the academic staff at the UNE psychology department
publish differently than the national average of 8 publications
per staff member between 1974 and 1996. A random sample of
size 5 was taken from the 17 members of academic staff here at
UNE. The data obtained were : 3, 21, 1, 15, and 7. The sample
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mean is = 9.4 and the sample standard deviation, s, is 8.41.
The question is whether this sample mean of 9.4 gives us
reason to believe that UNE academic staff publish differently
than the national average of  8. Descriptively it might seem so,
but had a different random sample of size 5 been collected, the
sample mean would have been different. What we need is a way
of determining whether the difference between 9.4 and 8 is a
real difference or merely an apparent difference. If it can be
considered a real difference we have evidence that to say that
UNE academic staff have published more than the national
average of 8 publications each. However, if the difference of 1.4
could easily be explained as a chance fluctuation then we cannot
say that UNE staff publish more than the national average. The
one-sample t test gives us a way of answering that question.
The data

r  
Publications  

7  

3  

44  

4  

21  

11  

10  

3  

0  

6  

0  

1  

2  

15  

15  

0  

28  

  

Figure Data for one-sample t-test example.
First, we specify the null hypothesis to be tested: Ho: m = 8.
The alternative hypothesis is non-directional or “two-tailed”:
H1: m 8. We’ve taken a random sample of  size 5 from our
population (whose mean we are pretending for this example we

don’t know) and computed the sample mean. Now, we ask a
simple question: What is the probability of getting a sample
mean of 9.4 or larger OR 6.6 or smaller if the population mean
is actually 8? Before I suggest a way of  answering this question,
let me first talk about why we are interested in the “6.6 or
smaller.”
The alternative hypothesis is phrased non-directionally or
“two-tailed.” This means that we have no particular interest in
whether the actual population mean is larger or smaller than the
null hypothesised value of 8. What we are interested in is how
probable it is to get a sample mean that deviates 1.4 units (from
9.4 minus 8) from the null hypothesised value of the popula-
tion. Because we have no interest in the direction of the
deviation, we consider 1.4 units in the opposite direction as
well. This is the nature of a non-directional hypothesis test. Of
interest is the probability of getting a deviation from the null
hypothesised population mean this large or larger, regardless of
the direction of the difference. In deciding whether or not the
data are consistent with the null hypothesis, we need to
consider sample mean deviations on either side of the null
hypothesised population mean. We call this a two-tailed test.
Had we phrased the alternative hypothesis directionally, because
we were interested in a particular direction of  the deviation, we’d
conduct a one-tailed or directional test and only consider
deviations in that direction of interest when computing the
probability. For example, if  we were interested in the alternative
that UNE staff publish more than the national average, our
alternative hypothesis would be H1: m > 8 and we’d be
interested only in the probability of getting a sample mean of
9.4. We would ignore evidence in the other direction even if  the
deviation in the other direction is substantial. The issue of
whether to use two-tailed tests or one-tailed tests is a thorny
one. Experts around the world cannot agree. For our purposes,
we will always be using two-tailed tests. In the School of
Psychology at UNE, two-tailed tests are the standard approach
even when the research hypotheses are phrased in a directional
manner.

Computing the Probability
We are now in a position to put an actual probability statement
on the obtained sample mean of 9.4. The question we need to
answer is whether a deviation of 1.4 in either direction from the
null hypothesis is a likely or an unlikely outcome if the null
hypothesis is true. One way of answering this question is to
first transform the obtained deviation to a test statistic called the
t statistic. The t statistic for the problem we are considering is:

where m0 is the population mean under the null hypothesis (m0
= 8 in this case), s is the sample standard deviation (s = 8.41 in
this case), and n is the sample size (n = 5 in this case). Notice
that the denominator of this formula is simply the standard
error of the sampling distribution of the sample mean (the
S.E.M.).
As you can see, this t statistic simply measures the obtained
difference between the sample mean and the null hypothesised
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population mean (9.4 minus 8) in terms of standard errors
from the null hypothesis. Plugging the relevant information
into the formula, t = 0.372. So, 9.4 is 0.372 standard error units
from the null hypothesised value. This statistic is important.
Before using it further, let’s discuss why we need to do this
conversion to a t statistic.
The reason why we do this conversion is because we need to
rely on a known sampling distribution in order to compute
the probability we need. In the case of testing a hypothesis
about a single population mean, we shall refer to a t distribu-
tion, where the degrees of freedom is equal to n-1, or one less
than the sample size. Our sample size is 5, so our t statistic is
evaluated in reference to the t(4) distribution, or the t distribu-
tion with 4 degrees of freedom.
Now that we have expressed our sample mean in terms of
standard error units from the null hypothesis, we can answer
the following question: What is the probability of getting a
sample mean 0.372 standard errors or more from the null
hypothesised value if the null hypothesis is true. Because we are
doing a two-tailed test, we are interested in 0.372 standard
errors in either direction from the null hypothesis (that is, above
or below 8). This is the original question we asked except it had
to be rephrased in terms of a t statistic rather than in terms of
the original sample mean.
There are two ways of deriving the answer to this question:
critical values, or p-values. Conceptually they are the same. I will
start with p values because they are more commonly used and
can be derived with a computer. So, from now on we will only
refer to computer printout.
Our problem is presented graphically in Figure 6.7. The curved
line represents the frequency distribution for the t statistic with
4 degrees of freedom. That is, this represents the relative
frequencies of the possible t values if the null hypothesis is
true. Notice that the t distribution is centred at 0, which is what
the t statistic would be if the sample mean exactly equalled the
population mean.
Call the total “area” under this curve and above the x-axis “1”
to denote the fact that the probability is 1 that you will get a t
statistic of some value. The obtained t of 0.372 is marked on
this figure. This value of t corresponds to a sample mean of
9.4. The hashed proportion of the area under the t distribution
to the right of 0.372 represents the probability of finding a t
statistic equal to or greater than 0.372 if the null hypothesis is
true, or of finding a mean of 9.4 or greater if the null hypoth-
esis is true. The -0.372 is also of interest because we are doing a
two-tailed test. We want to know the probability of  getting a t
statistic as large or larger than 0.372, regardless of the direction
of the difference between the sample mean and the null
hypothesised value of the population mean. Notice that -0.372
corresponds to a sample mean of 6.6 (you can verify if you
want by plugging 6.6 into the t statistic formula above). The
hashed area under the t distribution to the left of -0.372
represents the probability of finding a t statistic equal to or less
than -0.372 if the null hypothesis is true, or of finding a sample
mean of 6.6 or less if the null hypothesis is true.

Figure: The t-distribution with df = 4 and with t = +/- .372
marked.
What we want to derive is the sum of these two hashed
proportions. The sum of these proportions is the probability
of getting a difference of at least 1.4 (in either direction)
between the sample mean and the population mean if the null
hypothesis is true. The SPSS printout from this problem is
displayed in Output 6.3. With SPSS, the probability is com-
puted as .729. So the p value of the obtained result is .729 (or
72.9%). So the probability of finding a difference of at least 1.4
between the sample mean and null hypothesised value of the
population mean is 0.729 if the null hypothesis is true.
You can see that SPSS prints out all the information we could
have computed by hand, including the sample mean (Mean),
sample standard deviation, sample size. The standard error of
the sample mean (Std. of Mean), t statistic (under “t”), degrees
of freedom (df) and the all important p value are also printed.
The p value is listed under “Sig. (2-tailed)”. In the present
example, the probability that a difference as large as the one we
have observed (or greater), given that the null hypothesis is
true, is equal to .729. Thus, it appears that what we have
observed is quite likely to occur if  the null is true, and so we
have no grounds on which to reject Ho as a plausible explana-
tion of our data!

Output Compare Means É One-Sample T-Test
First output is the result of taking a sample of size 5 from the
population specified in Figure 6.6 (also see notes) and compar-
ing it to the national average of 8.

T-Test

You can use the PROB20 program that was included with the
floppy disk that was sent to you to find p-values for t. It will
have installed to C:\202progs\prob20\Prob.exe, and you can
use File Manager (in Windows 3.1) or Explorer (in Win95) to
locate it. Double-clicking will bring up a DOS window with
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PROB20 running. Use the space bar to shift between distribu-
tions (Z, t, etc.) and tab to shift between windows. For the
preceding example, we see

Figure 6.8 The results of using the PROB20 program. A t
distribution with 4 degrees of freedom and a t-value of .37
gives the probability of  that t-value or larger occurring. Note
how this program gives you the upper tail only. If  you multiply
.3650701 by 2 (for the 2-tailed probability on the test above),
you obtain the “2-Tail Sig.” from SPSS, about .73 (within
rounding).

Making the Decision
Now that we have the probability of the difference, given the
null hypothesis (p[D|H]), we are prepared to make a decision
about the population mean (that is, the entire department’s
publication record) from information we’ve obtained from a
random sample of  that population. We were interested in
testing the null hypothesis assumption that the mean number
of publications by UNE psychology department academics is
equal to the national average of 8. In a random sample of 5
members of  the department, we found a mean of  9.4. We also
know that the probability of finding a difference this large or
larger in either direction of 8 is 0.729 (or 72.9%) when ran-
domly sampling 5 from this population if the null hypothesis
is true. Now what?
In this case, p is greater than .05. So we don’t reject the null
hypothesis. The probability of  .729 means that we’d expect to
find a sample mean that deviates at least 1.4 from the null
hypothesised value of 8 about 3 in 4 times (which is p = .75)
we take a random sample of size 5 from this population. The
obtained difference simply isn’t sufficiently rare enough for us
to rule out “chance” or sampling error as the explanation for the
difference between the sample mean and the null hypothesised
value of the population mean of 8. So we conclude that the
psychology academics at UNE publish about the same as the
national average: 8 times per staff since 1974. Had p been less
than alpha (.05 here), we would have rejected the null hypoth-
esis. When the result leads us to reject the null hypothesis, we
claim the result is statistically significant.
Finally, two important points. First, notice that we accom-
plished this inference relying only on information from the
sampleÑthe sample mean, the sample standard deviation, and
the sample sizeÑand with a little knowledge about statistical
theory and how “chance” influences the sample mean. We
didn’t need to know anything about the actual population.
Second, many people think that if p<.05 then the probability
that the null hypothesis is true is less than .05. But this is not
correct. The p value is the probability of the obtained deviation

or one more extreme occurring if the null hypothesis is true.
We actually can’t compute the probability that the null hypoth-
esis is true without additional information.
One-tailed tests. In this example I’ve illustrated a two-tailed or
non-directional hypothesis test. We have all the information we
need in Output 6.2 had we conducted a one-tailed test. Notice
that the sampling distribution of t is symmetrical (see Figure ).
The hashed area to the right of 0.372 is equal to the area to the
left of -0.372. Because the p value is the sum of the propor-
tions representing these areas, it makes sense that a one-tailed p
value is derived by cutting the two-tailed p value in half. So if
the alternative hypothesis was H1: m > 8, the one-tailed p value
would be one half of 0.729 or about 0.365. This is still above
the .05 level adopted in the first place, so had we conducted a
one-tailed test, we still wouldn’t reject the null hypothesis.
Critical Values. Our decisions are based on p valuesÑthe
probability of the obtained difference between the sample result
(the mean in this case) and the null hypothesis (or one more
extreme) if the null hypothesis is true. Good statistical analysis
programs will provide the p value for a null hypothesis test.
Tables of  critical t-values can also be obtained in most statistics
texts just like we did for correlation. These critical values are
sometimes important such as when constructing confidence
intervals. However, for our purposes they are rarely necessary.
So, we will not go through any further examples of  using tables
of critical values..

Example 2
The five steps of hypothesis testing for the one sample t-test
will be briefly presented for the problem of determining if the
average number of publications for the entire staff at UNE
School of Psychology differ from the national average of 8.
That is, all 17 observations now form a sample instead of  a
population.

Step 1: State Hypotheses

Ho: μ  = 8.0
H1: μ 8.0
Note, the null hypothesis nominates a specific value. Often this
is zero, but it need not be. The alternative is a two-tailed test.
The alpha level required for significance is .05

Step 2: Check Assumptions
The assumptions for the one-sample t-test are:
Measurements are interval scale or better
Observations are independent of  each other
The scores in the parent population are normally distributed.
Number of  publications is a ratio variable. The observations are
probably not independent if some staff members have joint
publications. The distribution of scores also does not look very
normal! There are some very extreme scores. Given these
cautions about the assumptions being met, we will interpret the
final p-value cauriously.

Step3:CalculatetheTestStatistic
The second example compares the sample means of the 17
staff with the national average of 8.
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Output 6.4 Compare Means É One-Sample T-Test

 

Step 4: Evaluate the Statistic
Here, we focus on the “Sig. (2-tailed)” value. This is .497.
Because it is not less than .05, we treat the result as not
significant. We therefore have no reason to reject the null
hypothesis. The summary statement is t(16) = .694, p > .05.

Step 5: Interpret the Result
First, a statement such as:
There was no significant difference between the average number
of publications by the staff at UNE from the national average
of 8 (t(16) = .694, p > .05).
Second, we interpret this as indicating that the staff at UNE
produce about the same number of publications as the national
average. So despite being considerably over worked, we still
manage to get enough papers out on average. Of course, there
is quite an amount of variation in the scores!

The Z-Test
The Z-test works in a very similar way to the One Sample T
test, except that you know the population standard deviation
(  ) rather than the sample standard deviation (s). In psychol-
ogy this is a very rare occurrence. It can occur when we have
some well established psychological construct which has been
repeatedly assessed with large numbers of people or when a set
of scores have been standardised to have a specified mean and
specified standard deviation. IQ scores probably fall into this
category. However, the vast majority of  hypothesis testing
carried out in psychology uses the sample data to determine the
standard deviation (s) to use in calculations. For the purposes
of this unit we will not be discussing the Z-test any further.

The Paired Sample T-Test
The Paired Sample t-test is an example of a repeated measures
design. The distinction between ‘Between groups’ designs and
‘Repeated measures’ designs is an important one. You should
read the relevant parts of Howell and Ray so that you are clear
on the logic and consequences associated with each design and
the advantages and disadvantages of each design.
Repeated measures designs have the especially important
advantage of being more powerful. Each person is used as his
or her own control and so individual differences can be
partialled out of  the error term. We thus get a smaller error term
and consequently a larger t-value. By using a repeated measures
design we can often get away with a smaller number of subjects
in our study. This has considerable economic value! Finding

subjects is often a difficult, time-consuming, and expensive part
of the research process.
There are a number of problems associated with using a
repeated measures design instead of a between groups design,
however. In particular, carry-over effects in the form of bore-
dom, fatigue, and practice effects need to be catered for. Another
problem is the loss in degrees of freedom. The between groups
t-test has n1 + n2 Ð2 df (with two groups of 10, df = 18)
whereas the repeated measures t-test has only n-1 df (with one
group of 10, df = 9). As df gets lower, you need a higher t-
value to reach significance (and therefore a greater treatment
effect). We thus get a trade off  between greater power and fewer
degrees of freedom. In the end, the higher the two groups of
scores are correlated, the greater is the advantage of using a
repeated measures design.

Special Case: The Matched Samples
Design
Howell prefers to use the term ‘matched samples’ for the
repeated measures t-test. He uses this to imply the samples
providing the data are related (or correlated) in some way. They
are most often related by being the same people in each
treatment condition, but there is one situation in which a
matched samples design is used when, in fact, separate indi-
viduals are used. Howell describes this situation on p. 187-188.
Ray discusses matching as a control procedure on pages 225-
230. The idea behind the matched samples design is that the
advantage of greater power and economy found with repeated
measures can be applied to the situation in which separate
individuals are employed.
The term ‘matched samples’ will be reserved here for the special
case of the repeated measures design in which two separate
groups of individuals contribute the two sets of scores but
each member of one group is matched with a corresponding
member of  the other group. The matching may occur on one or
several variables (e.g., socioeconomic class, age, IQ). The most
ideal use of this procedure occurs when identical twins are used
in a research design. Each twin serves as a control for the other
Ð they are therefore matched on an innumerable physical and
mental characteristics. Another use is described in Howell, when
husbands and wives are matched with each other. Husbands
and wives are likely to be similar to each other on many
attitudes and behaviours. They are supposedly not random
subjects; they have selected each other because of some
similarities! Also, husband’s and wive’s attitudes and
behaviours can be more directly related. If a questionnaire item
asks about satisfaction with marriage and the wife reports
dissatisfaction, then the husband will also, most likely, report
dissatisfaction because of  a causal relationship.
Yet another situation occurs when each individual in one group
is matched with an individual in the other group on the basis
of pretest (or baseline) scores. For example, the person with the
lowest anxiety in one group is matched (paired) with the person
with the lowest anxiety in the other group. The scores from the
two people are treated as if the same person produced them.
Often the matched samples design is useful when only small
numbers of people are available for the research. For example,
consider the situation in which you were interested in compar-
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ing the effect of a new drug for treating depression and only
twenty people with clinical depression were available. If you
randomly assign these twenty people to the two groups (i.e.,
the treatment and the control group), just by chance we might
get 12 or 13 say of the most severely depressed people in one
group and only 7 or 8 in the other group. The response to the
drug might be most evident with severely depressed people. We
might get a significant result just because more of the severely
depressed people ended up in one group and not the other. If
instead we ranked all 20 people in terms of depression from
least severe to most severe, we could then take the two least-
severe and randomly assign one to the treatment condition and
one to the control condition. We then move to the next two
least-severe subjects and randomly assign one of those to the
treatment condition and the other to the control condition.
And so move down the list of people randomly assigning one
of  each pair to each condition. In this way, the composition of
the final two groups should be quite homogeneous in terms of
the baseline (or pretest) level of depression.
The problem with using this design is that the matching
variable must have a significant relationship with the dependent
variable. IQ is closely related to ability to learn, therefore a study
examining the effect of a new learning strategy might well use
IQ as a matching variable. Level of depression is probably
closely related to response to an anti-depressant drug, so this
would be a suitable matching variable in this situation. If the
matching variable does not have a significant relationship with
the DV, the power of  using this design may well be lost
(because of the reduced df).

Eta-Square ( 2)
A calculation in the t-test family that is analogous to r2 in
correlation and regression is eta-square ( 2). This number can be
interpreted in exactly the same way as r2. Therefore an 2 = .367
means that 36.7% of the variability in the dependent variable
can be explained or accounted for by, the independent variable.
Eta-square should be routinely calculated for t-tests and
ANOVA as part of  the Evaluate step of  the process and
reported in the summary statement in Step 5.
Eta-square is probably not of much use in the single sample t-
test.
It is calculated by

Example of Paired Sample T-Test
Let us consider a simple example of what is often termed “pre/
post” data or “pretest Ð posttest” data. Suppose you wish to
test the effect of Prozac on the well-being of depressed
individuals, using a standardised “well-being scale” that sums
Likert-type items to obtain a score that could range from 0 to
20. Higher scores indicate greater well-being (that is, Prozac is
having a positive effect). While there are flaws in this design
(e.g., lack of  a control group) it will serve as an example of  how
to analyse such data.
The value that we are interested in is the change score, and we
obtain it by taking the difference between time 2 and time one.

The following snapshot of an SPSS data window provides the
data that we can work with.

Figure 6.9 Data for the paired sample t test.
 Notice that we have subtracted the first score away from the
second to get a difference score or change score. Person #3’s
well-being score decreased by one point at the post-test. Person
#5 increased their well-being score from 4 point to 10 points.
The mean of the Pretest data is 3.33 and the mean of the Post
test data is 7.0. The question is, “Is this a significant increase?”

Output 6.5 Compare Means -> Paired Sample T-Test

Step 1: Stating the Hypotheses

Ho: md = 0
H1: md 0
The alternative is two-tailed and alpha = .05

Step 2: Check Assumptions
The assumptions underlying the repeated samples t-test are
similar to the one-sample t-test but refer to the set of difference
scores.
1. The observations are independent of  each other
2. The dependent variable is measured on an interval scale
3. The differences are normally distributed in the population.
The measures are approximately interval scale numbers (self-
report scores) and we assume that each person’s score has not
been influenced by other people’s scores. The numbers look to
have no major extremes or unusual distribution.
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Step3:CalculateTestStatistic
The output is given in Output  Detailed comments on the
output follow.
Paired Samples Statistics. Here, the variables being compared
are identified, the Mean, N, Standard Deviation, and Standard
Error of the Mean for each variable is given.
Paired Samples Correlations. Here the correlation between
each of the pairs of variables is given. Because this is a repeated
measures analysis, the same people are measured twice. You
would expect a high degree of correlation between the two sets
of scores. A person who was fairly low well-being score before
the treatment should still have a fairly low well-being score
relative to the others after the treatment, even if everyone
improved (e.g., cases #2). Similarly, someone who had a high
well-being score beforehand will probably have one of the
highest well-being score afterward (e.g., case #2), even if  every
one improves by a certain amount. Here the correlation between
the two sets of scores is quite minimal for real data (you can tell
they were manufactured). There is no consistent pattern of
change (see cases #4 and 8). If there is little correlation between
the two sets of scores, you might as well be using an Indepen-
dent Groups T-test.
Paired Samples Test. Table 1. Here the descriptive statistics
for the difference between each pair of variables is given. The
mean difference of Ð3.67 is what is actually being tested against
zero. Is this a large number or a small number? Is this differ-
ence a real one or one that we could reasonably expect due to
chance alone?
Notice the 95% Confidence Interval values are also given here.
We do not place much emphasis on these in this unit. This
information says that the true population mean lies between
Ð6.357 and -.9763 with a 95% probability. Notice the
hypothesised mean of zero does not fall within this range.

Paired Samples Test. Table 2.

The answer! Here we can determine that the chance of this
number occurring by chance alone (given the null hypothesis) is
about .014 (or 1.4%).

Step 4: Evaluate the Result

The result is significant t(9) = -3.143, p = .012. We reject the
null hypothesis in favour of the alternative. Only once or twice
out of every 100 times we repeated this experiment (and the
null hypothesis was true) would we get a t-statistic of this size.
We therefore conclude that it is more likely to have been due to
some systematic, deliberate cause. If all other confounds are
eliminated, this systematic cause must have been the Prozac
drug.

2 = (-3.143) 2/(-3.143) 2 + 9 = 0.523. So, 52.3% of  the
variability in well-being scores can be explained by the use of the
drug or not.

Step5:InterprettheResult

A significant increase in well-being occurred (t(9) = -3.14,
p = .012,

2 = .52) in the Prozac treated group compared to the control
group.
We have found strong evidence that Prozac enhances well-being
in depressed individuals. However, the major lack of controls in

this study would suggest we keep quiet about it until we can
repeat the finding with more stringent safeguards against
confounds!

Independent Samples T-Test
In this section, I illustrate how to test hypotheses involving the
mean difference between two independent groups. We’ll be
working with an example from a reward and learning study
wherein two groups of children have been scored on a Learning
variable.. The data are replicated below in Figure 6.10, in a
format that would be used to enter the data into SPSS. The
condition to which a child was randomly assigned is coded in
this table as the “Group” variable, with either a value of 1 or 2.
If  Group = 1, the child was assigned to the no-reward group.
If  Group = 2, the child was assigned to the reward group. The
values under “Learning” are the number of letters the child
correctly pronounced during the testing phase.
The research hypothesis would be along the lines, that “Chil-
dren who receive nonverbal reinforcement improve in their
learning of the alphabet”.

Figure 6.10 data for the independent groups t-test.
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The five steps of hypothesis testing as they apply to the
independent samples t-test are as follows.

Step 1: Stating the Hypotheses

Ho: m1 = m2

H1: m1 m2

Again we have a two-tailed test and an alpha level of .05. Notice
the research hypothesis is framed in the direction that you
should expect, an improvement in learning. Nevertheless we
will assess the hypothesis using a two-tailed test (!!) See your
texts and earlier for the confusing rationale here.

Step 2: Checking the Assumptions

1. All observations must be independent of  each other
2. The dependent variable must be measured on an interval or

ratio scale
3. The dependent variable must be normally distributed in the

population (for each group being compared). (normality
assumption)

4. The distribution of the dependent variable for one of the
groups being compared must have the same variance as the
distribution for the other group being compared.
(Homogeneity Of  Variance Assumption)

However, this is a necessary part of parametric analysis. The data
need to be measured along some metric. If the data represent
counts or ranks then nonparametric analyses must be per-
formed.
The first two assumptions are dealt with by design consider-
ations (i.e., before the data are collected). To ensure that the
observations are independent, the researcher needs to make sure
that each participant contributes his or her own data uncontami-
nated by other people’s scores, or views, or mere presence. The
second two assumptions can only be dealt with once the data
are in. Note the assumptions are worded in terms of popula-
tion normality and population variances. Once the data are in
we only have a sample from that population - not the entire
population. All we can do is check these assumptions in the
sample and then assume that the conclusions we reach with the
sample reflect the true state of affairs in the whole population.
The homogeneity assumption is checked in SPSS by Levene’s
test.

Step3:CalculatetheTestStatistic
See Output 6.6 for the results of this analysis and the SPSS
Screens and Output booklet for instructions.

Output Compare Means -> Independent Samples T-Test

T-Test

Group Statistics: Here the groups are identified, their sample
sizes (N), their means, their standard deviations, and their
S.E.M.s are given. You should check that the right variables
have been selected and the right number of cases have been
analysed.
Independent Samples Test Table 1. Here is Levene’s Test for
the Equality of  Variances in the two groups of  scores. We focus
on the “Sig.” column and it tells us that the assumption is not
violated (the “Sig.” value is not significant). [*** Note this table
and the following one print by default in one long table. But I
have split the table into two sections so that the print does not
become too small.]
Independent Samples Test Table 2. Here are the main results
that we want. Because the assumption of homogeneity can be
assumed, we follow along the top line. The crucial number is in
the “Sig. (2-tailed)” column and tells us that the observed
difference in the means (-3.6) is significant.
The Confidence Interval information is also given. Notice the
null hypothesis value (i.e., zero) does not fall within this
interval.

Step 4: Evaluate the Result
The output indicates that the observed difference in the means
is significant t(18) = -2.247, p = .037. We reject H0 in favour of
H1. Eta-square is .219. 21.9% of the variability in the letters
recalled was explained by the reward manipulation.

Step 5: Interpret the Result
A significant increase in letters recalled occurred in the nonverbal
learning group compared to the control group (t(18) = -2.247,
p = .037, 2 = .219).
The broader view might be to consider what is the active
ingredient in the new learning method. What is it about the
nonverbal reinforcement that appears to have worked? Perhaps
the new learning method can be applied to learning arithmetic
tables? We are not given a lot of  information about the study
to comment much further on the broader implications.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Chi-Square
• The One-Sample Chi Square

• Example 1
• Example 2
• Example 3
• Example 4

• Nonparametric Tests

Chi-Square
Up to this point, all of our discussion of statistical procedures
has been focused on the analysis of “quantitative” data. But
some of the variables in behavioural research are not quantita-
tive. Instead, they are “qualitative” in nature. A qualitative
variable is one where the possible “measurements” are not
measurements as such but quantities or frequencies of things
that occur in categories. Religious affiliation, gender, or which
brand of dishwashing detergent you prefer are examples.
A very useful test for this type of data is the Chi-square test. It
uses counts or frequencies as data rather than means and
standard deviations. So we can compare how many people or
responses or things fall into one category instead of another
compared to some hypothesised or expected number. Unfortu-
nately SPSS does not do one sample chi-square test. However,
because it is such a useful and simple test it is included here.
The tests involving the use of 2 are usually considered as part
of the branch of nonparametric statistics since we examine the
statistics of category membership (nominal or ordinal measure-
ment) rather than the statistics of means and standard
deviations (interval or ratio measurement). The assumption of
normality is not required in 2 tests.

The One Sample Chi-Square
The Chi-square test used with one sample is described as a
“goodness of fit” test. It can help you decide whether a
distribution of frequencies for a variable in a sample is represen-
tative of, or “fits”, a specified population distribution. For
example, you can use this test to decide whether your data are
approximately normal or not.

Example 1
Suppose the relative frequencies of marital status for the
population of adult Australian females under 40 years of age
are as follows:

Figure: Data for first one-sample chi-square example.

Then suppose an investigator wanted to know whether a
particular sample of 200 adult females under age 40 was drawn
from a population that is representative of the general popula-
tion as described above. The observed frequencies (i.e., actual
numbers out of 200) for the sample are also given above.
By applying the procedures described below we can decide
whether the sample distribution is close enough to the
population distribution to be considered representative of it.
We calculate Expected frequencies for each of  the cells in our
sample distribution. If in our general population, 55% of such
women are married then we would expect 55% of 200  = 110 in
our sample to be married. Similarly for each of the other
categories. Therefore the expected number of Single women
would be 21% of 200 = 42, for Separated 9% of 200 = 18,
Divorced = 12% of 200 = 24, and Widowed 3% of 200 = 6.
We then get the difference between each Expected and each
Observed, square this, and then divide this result by the
Expected.

Steps in Hypothesis Testing

Step 1
Ho: The sample follows the hypothesised distribution.
H1: The sample does not follow the hypothesised distribution.

Step 2
Expected frequencies should not be below 5 in any cell
Observations should be independent of  each other

Step 3

=0.91 + 0.10 + 0.22 + 6.00 + 0.67
=7.90

Step 4
You then refer to your 2 tables (see Howell, p. 672, under .050
heading) with df = C-1 = 4 (i.e., the number of categories
minus 1 and find a critical value of 9.49 and hence our calculated
value is not significant. We do not reject Ho.

Step 5
We conclude that our sample distribution is not significantly
different to our population distribution ( 2 (4) = 7.90, p>
0.05).

Example 2
Another example of how chi-square can be used, is if you
wanted to check if your sample had too many males in it or too
many females and so be unrepresentative of the general
population. For this exercise we will take the data from Figure
and the information in the Output for gender.

LESSON 33:
DATA ANALYSIS–IV

COMMON STATISTICAL TESTS–II
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  males  females  

Observed  11  9  

Expected  10  10  

Note the expected value in each case is 10 because we would
expect 50% of our total sample to be male and 50% to be
female.

= 0.2
2 (1) = 0.20 is definitely not significant (critical value = 3.84),

so we have no reason to suspect our sample is unbalanced with
regard to gender representation.

Cross-tabulation and Contingency Tables
Chi-square tests for contingency tables are extremely useful
statistical procedures for determining whether two categorical
measures are related. If one of the variables is group member-
ship and the other a dependent variable, the test may be used to
analyse data from a simple randomised design, and the research
may be either experimental or quasi-experimental.
The data are organised into a row X column table, and the
statistical test is made to determine whether classification on the
column variable is independent of classification on the row
variable. For example, suppose that the column variable was
used to classify the subjects with respect to political affiliation
while the row variable was used to classify subjects with respect
to religion. The chi-square test is then used to determine
whether there is an association between religion and political
affiliation.
There is no restriction with respect to the number of categories
in either the row or column variable when the chi-square statistic
is used to analyse data in a contingency table. There are,
however, restrictions with respect to sample size similar to
those encountered in the chi-square tests of goodness of fit
(i.e., the Expected value in any cell should be >5).
The expected frequencies are derived from the marginal
frequencies. These expected frequencies may be calculated from
the formula:

Eij = 

whereEij=the expected frequency for the cell in row i, column j
Ri=the sum of the frequencies in row i
Ci=the sum of the frequencies in column j
N=the sum of the frequencies for all cells
The chi-square statistics is calculated by summing over all cells:

 = S 

The degrees of freedom associated with the contingency table
chi square is found by (r-1)(c-1). That is the number of rows
minus one multiplied by the number of columns minus one.
In a 2 X 2 contingency table, df = 1.

Example 3
A group of college students is asked to answer the following
multiple-choice question in a values inventory:
What do you believe is the true nature of God?
1. I believe in a personal God who has revealed Himself in the

Bible.
2. There is a God, Father of all men, who is common to all

religious faiths. It is not particularly important whether a
man is a Christian, Jew, Moslem, Hindu, and so on.

3. I believe in a Supreme Being or First Cause, but I cannot
believe in a personal God.

4. The nature of God is not (or cannot) be known by man.
5. There is no God.
The respondents were identified by gender and the research
question becomes: Is there an association between the types of
responses students give and gender? Or, equally, are gender and
type of response independent? The following bivariate
frequency table resulted. The observed numbers are the actual
numbers of students that chose that response option. E stands
for the Expected number in each cell. 

   1 2  3  4  5  Totals 
 Males    E=18    E=40    7   4    1  70 
   observed=12  observed=33  17  8  0   
 
Females   E=36    80    14   8    2  140 

   observed=42  87  4  4  3   
 Totals  54    120    21    12    3    210 

Steps in Hypothesis Testing

Step 1
Ho: Sex of  respondent and response on survey are indepen-
dent.
H1: Response on survey is dependent upon the sex of  the
respondent.

Step 2
Expected values in any cell > 5.
[Note, 3 cells do not satisfy this requirement!
Perhaps Response 5 would be better removed from the analysis
or combined with Response 4.
However, for illustration purposes we let things remain as they
are!]

Step 3
The calculation of the expected frequencies will be illustrated for
cell11:

Note, these expected values can also be determined intuitively.
54 students out of the total of 210 (= .257) chose Response 1.
Therefore, if males and females were independent in their
choice of response we would expect .257 of the males to
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choose Response 1 ( = .257 X 70 = 18) and .257 of the females
to choose Response 1 ( = .257 X 140 = 36).
The calculation of the chi-square is as follows:

Step 4
df=Number of categories minus 1 for one variable multiplied
by the Number of categories minus one for the other variable
[i.e., (r-1)(c-1)]
=4 (inventory variable) X 1 (sex variable)
=4
Enter the Chi-square table (in Howell, p. 672) at df = 4 and
travel along until the calculated value is exceeded. In this case the
largest tabled value is 14.86 and our calculated value easily
exceeds this, hence we can associate a p-value to the above data
of “p < 0.005”. This is obviously significant. Reject the null
hypothesis.

Step 5
There is a significant relationship between sex of the respon-
dent and response to the question ( 2(4) = 33.77, p < 0.005).
While the test of independence does not specifically identify the
difference between the responses of the two groups, an
examination of the available responses and of the bivariate
frequency table suggests that the females are more inclined to
believe in a personal God than are the males. (There are
statistical ways of determining exactly which cells are significantly
different and which ones aren’t, but we are not going to deal
with them in this unit).
Unfortunately, we cannot get SPSS to do the above calculations
for us very easily. SPSS requires individual cases and the category
scores for those cases. In other words we need the raw data not
the totals as shown above.

Example 4
So, for an example with SPSS, let us use the first twenty cases in
the data base given for Assignment II.

id  gender  alccode  

1  1  1  

2  1  1  

3  0  1  

4  0  0  

5  1  1  

6  1  1  

7  1  0  

8  1  1  

9  0  1  

10  0  1  

11  1  1  

12  1  1  

13  1  1  

14  1  1  

15  1  1  

16  0  1  

17  0  0  

18  0  1  

19  0  0  

20  0  0  

Figure: Data for SPSS Chi-square example.
Where female = 0 and male = 1. Alccode = 0 if the person
reported using alcohol less than once or twice per month (a 0, 1,
2, or 3 on the original scale) and alccode = 1 if the person
reported using alcohol once or twice per month or more (a 4, 5,
or 6 on the original scale).
See the SPSS Screens and output booklet for how to select the
right options for chi-square.

Output  Chi square Contingency Table

Crosstabs
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The Above Output Indicates

Case Processing Summary

Check here that the correct variables have been selected and that
the right N appears. Check whether the number of missing
cases is as you would expect (here zero is right).

SEX * ALCCODE Crosstabulation

Here are the Observed and Expected frequencies as determined
form the data. In The Total column you can see that there were
9 females and 11 males. In the Total for ALCCODE you can see
that there were 5 no alcohol users and 15 alcohol users. When
you look at the individual cell frequencies you see that there were
4 female no alcohol users and 5 female alcohol users whereas
there was only one male no alcohol user and 10 male alcohol
users. On first inspection this seems quite a large difference. The
male ratio of alcohol users to non alcohol users is 10:1!!
Whereas the female ratio is 0.8:1. This appears a very large
difference in support of the alternative hypothesis that there is
an association between the two variables.
Note the expected frequencies can be calculated as before. For
female non-alcohol users

Which equals 2.3 when rounded
But let us check the statistics.

Chi-Square Tests
The top line in this table is the one we want. Here it says that

2(1) = 3.300, p = .069. That is, the result is not significant
and we have no evidence to reject the null hypothesis!
The main problem here is the small sample size. A total of 20
people classified into four categorises means that a small change
in one of those frequencies will alter the final chi-square quite
considerably.
Notice that beneath this table, SPSS prints the number of cells
that do not meet the minimum expected frequency requirement
and then cites the actual minimum expected frequency that
occurred in the table. Howell discusses this issue on pp. 151-152
and it is worth reading this.

Nonparametric tests
Occasionally, the assumptions of  the t-tests are seriously
violated. In particular, if the type of data you have is ordinal in
nature and not at least interval. On such occasions an alternative
approach is to use nonparametric tests. We are not going to
place much emphasis on them in this unit as they are only
occasionally used. But you should be aware of them and have
some familiarity with them.
Nonparametric tests are also referred to as distribution-free
tests. These tests have the obvious advantage of not requiring
the assumption of normality or the assumption of homogene-
ity of variance. They compare medians rather than means and,
as a result, if the data have one or two outliers, their influence is
negated.

Parametric tests are preferred because, in general, for the same
number of  observations, they are more likely to lead to the
rejection of a false hull hypothesis. That is, they have more
power. This greater power stems from the fact that if the data
have been collected at an interval or ratio level, information is
lost in the conversion to ranked data (i.e., merely ordering the
data from the lowest to the highest value).
The following table gives the non-parametric analogue for the
paired sample t-test and the independent samples t-test. There
is no obvious comparison for the one sample t-test. Chi-square
is a one-sample test and there are alternatives to chi-square but
we will not consider them further. Chi-square is already a non-
parametric test. Pearson’s correlation also has non-parametric
alternative (Spearman’s correlation) but we will not deal with it
further either.
There are a wide range of alternatives for the two group t-tests,
the ones listed are the most commonly use ones and are the
defaults in SPSS. Generally, running nonparametric procedures
is very similar to running parametric procedures, because the
same design principle is being assessed in each case. So, the
process of identifying variables, selecting options, and running
the procedure are very similar. The final p-value is what
determines significance or not in the same way as the parametric
tests. SPSS gives the option of two or three analogues for each
type of parametric test, but you need to know only the ones
cited in the table..

Parametric test  Non-parametric analogue  

One-sample t-test  Nothing quite comparable  

Paired sample t-test  Wilcoxon T Test  

Independent samples t-test  Mann-Whitney U Test  

Pearson's correlation  Spearman's correlation  

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

LESSON 34:
CASE STUDY BASED ON DATA ANALYSIS-IV
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Objective
The Objective of this lesson is to give you insight in to:

Analysis of  Variance
• One-Way between groups ANOVA

• Readings
• General comments
• The summary table
• Degrees of freedom
• Post hoc tests
• Problem of alpha-inflation
• Bonferroni adjustment
• A word about SPSS
• Matrix of ordered means
• Graph results
• Corresponding nonparametric test

• Scenario and Data Set #2
• SPSS instructions
• SPSS output

• Report tasks
• Report

One-Way Between Groups ANOVA
One-way between groups analysis of  variance (ANOVA) is the
extension of the between groups t-test to the situation in
which more than two groups are compared simultaneously.
Both the between groups t-test and the repeated measures t-test
extend to ANOVA designs and analysis. It is also possible to
combine between groups comparisons and repeated measures
comparisons within the one design. In this chapter, however,
we consider between groups designs only. Repeated measures
designs are not available on SPSS Student Version and will be
left until PSYC 302 Advanced Statistics. ANOVA designs are
very widely used and are very flexible which is why we are
focussing on them so much.

Terminology
Note the use of ‘one-way’ in the title. This indicates that only
one Independent Variable is being considered (also sometimes
called one factor). When we come to consider two IVs (or
factors) at the one time we get a two-way ANOVA and a
factorial design.
A factor in a one-way ANOVA has two or more levels. Nor-
mally there only two to five levels for the IV, but theoretically it
is unlimited. Note that Howell (Chapter 11) describes this
design and analysis technique as a “Simple” Analysis of
Variance! T-tests can be done using the one-way procedure (i.e.,
with two levels); in which case, the F you get will be equal to t2.

One-Way ANOVA

General Comments
Although ANOVA is an extension of  the two group compari-
son embodied in the t-test, understanding ANOVA requires
some shift in logic. In the t-test, if we wanted to know if there
was a significant difference between two groups we merely
subtracted the two means from each other and divided by the
measure of random error (standard error). But when it comes
to comparing three or more means, it is not clear which means
we should subtract from which other means.

Mean 1  Mean 2  Mean 3  Mean 4  Mean 5  

7.0  6.9  11.0  13.4  12.0  

we could compare Mean 1 against Mean 2, or against Mean 3, or
against Mean 4, or against Mean 5. We could also compare Mean
2 against Mean 3 or against Mean 4, or against Mean 5. We
could also compare Mean 3 against Mean 4, or against Mean 5.
Finally, we could compare Mean 4 against Mean 5. This gives a
total of  10 possible two-group comparisons. Obviously, the
logic used for the t-test cannot immediately be transferred to
ANOVA.
Instead, ANOVA uses some simple logic of  comparing
variances (hence the name ‘Analysis of  Variance’). If  the variance
amongst the five means is significantly greater than our measure
of random error variance, then our means must be more spread
out than we would expect due to chance alone.

If the variance amongst our sample means is the same as the
error variance, then you would expect an F = 1.00. If the
variance amongst our sample means is greater than the error
variance, you would get F  >  1.00. What we need therefore is a
way of deciding when the variance amongst our sample means
is significantly greater than 1.00. (An F  <  1.00 does not have
much importance and is always  >  0.0 because variance is always
positive.)
The answer to this question is the distribution of  the F-ratio.
An F-ratio is merely the ratio of any two variances. In the case
of  the between groups ANOVA, the variances we are interested
in are the two nominated above.
F distributions depend on the degrees of freedom associated
with the numerator in the ratio and the degrees of freedom
associated with the denominator. Figure 7.1 shows three
different F distributions corresponding to three different
combinations of numerator df and denominator df.
Figure Different F distributions for different combinations
of numerator and denominator degrees of freedom. Notice

LESSON 35:
DATA-ANALYSIS–V

ANALYSIS OF VARIANCE–I
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“variance expected from sampling error” is sometimes called
“WITHIN” variance or “within-subjects” variance, which
indicates where it comes from.

You will see that each distribution is not symmetrical and has a
peak at about F = 1.00. With degrees of freedom = 3 and 12, a
calculated F-value greater than 3.49 will be a significant result
(p < .05). If the calculated F- value is greater than 5.95, the
result will be significant at the  = .01 level. With 2 and 9 df,
the corresponding values are 4.26 and 8.02. (You will be pleased
to know, that there are no one-tailed tests in ANOVA.)

Variance
Variance was covered earlier but as a reminder . . .
variance = standard deviation2

In ANOVA terminology, variance is often called Mean Square.
This is because

That is, variance is equal to Sums of Squares divided by N-1. N-
1 is approximately the number of  observations, so variance is
an average Sums of Squares or Mean Square for short.

One-Way ANOVA

The Summary Table
The Summary Table in ANOVA is the most important
information to come from the analysis. You need to know
what is going on and what each bit of information represents.

An Example Summary Table

Source of variation  Sum of Squares  df  Mean Square  F  Sig.  

Between Groups  351.520  4  87.880  9.085  .000  

Within Groups  435.300  45  9.673      

Total  786.820  49        

You should understand what each entry in the above Table
represents and the principles behind how each entry is calcu-
lated. You do not need to know how the Sums of  Squares is
actually calculated, however.
We earlier defined variance as based on two terms,

From the above table, the Between Groups variance is 351.52
(i.e., the SS) divided by 4 (the corresponding df). This gives
87.88. The error variance is determined by dividing 435.3 by 45.
This gives 9.673.
You need to be able to recognise which term in the Summary
table is the error term. In the Summary Table above, the
“Within Groups” Mean Square is the error term. The easiest
way to identify the error term for a particular F-value is that it is
the denominator of the F-ratio that makes up the comparison
of interest. The F-value in the above table is found by dividing
the Between Groups variance by the error variance.
The error term is often labelled something like “Within
groups” or “within-subjects” in the summary table printout.
This reflects where it comes from. The variation within each
group (e.g., the 10 values that make up the Counting group)
must come from measurement error, random error, and
individual differences that we cannot explain.
The F-value is found by dividing the Between Groups Mean
Square by the Error Mean Square. The significant F-value tells us
that the variance amongst our five means is significantly greater
than what could be expected due to chance.

One-Way ANOVA

Degrees of Freedom
How the degrees of  freedom are determined in the ANOVA
Summary table is also worth knowing. This provides a way of
checking if you have all the right bits in the table. In more
complex designs, SPSS splits the output into Between groups
effects and Within-subjects (i.e., repeated measures) effects. You
need to be able to bring all the bits together.
An important point to keep in mind is that the Total degrees
of freedom should be one less than the total number of
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observations making up the analysis. Here we had 50 bits of
information, so the total degrees of freedom are 49. This 49 has
been partitioned into two sources Ð 4 from the number of
means being compared (i.e., k-1 = 5 Ð 1 = 4) and n-1 from each
sample. Here, with 5 samples of 10 people each, gives 9 degrees
of freedom from each sample Ð giving the df for the error
term as 5 X 9 = 45.
Statistical hypotheses
Ho: μ1 = μ2 = μ3 = μ4

H1: μs not all equal
So, if  we find that the test statistic (F, in this case) is too unlikely
given the null hypothesis, we reject the null in favour of the
alternative. In this case, accepting the alternative implies that
there is a difference somewhere among our means. At least
two of the means are significantly different to each other. If
there are only two groups being compared we can automatically
assume that they are significantly different to each other.
However, if there are more than two we can never be sure
exactly which means are significantly different to which other
ones until we explore the findings further with post hoc tests.

One-Way ANOVA

Post Hoc Tests
Once a significant F-value is obtained in an Analysis of  Variance,
your work is not yet over. A significant F-value tells you only
that the means are not all equal (i.e., reject the null hypothesis).
You still do not know exactly which means are significantly
different from which other ones. You need to examine the
numbers more carefully to be able to say exactly where the
significant differences are. In the example above, the significant
F-value would allow us to conclude that the smallest and largest
means were significant different from each other, but what
about Mean 2 and Mean 3 or Mean 2 and Mean 4? Hence we
need post hoc tests.
The most widely used post hoc test in Psychology and the
behavioural sciences is Tukey’s Honestly Significant Difference or
HSD test. There are many types of post hoc tests all based on
different assumptions and for different purposes. Tukey’s HSD
is a versatile, easily calculated technique that allows you to
answer just about any follow up question you may have from
the ANOVA.
Post hoc tests can only be used when the ‘omnibus’ ANOVA
found a significant effect. If the F-value for a factor turns out
nonsignificant, you cannot go further with the analysis. This
‘protects’ the post hoc test from being (ab)used too liberally.
They are designed to keep the experimentwise error rate to
acceptable levels.

One-Way ANOVA

Problem of -Inflation
The main problem that designers of post hoc tests try to deal
with is -inflation. This refers to the fact that the more tests
you conduct at  = .05, the more likely you are to claim you
have a significant result when you shouldn’t have (i.e., a Type I
error). Doing all possible pairwise comparisons on the above
five means (i.e., 10 comparisons) would increase the overall
chance of  a Type I error to

* = 1 - (1 - )10 = 1 - .599 = .401
i.e., a 40.1% chance of  making a Type I error somewhere among
your six t-tests (instead of 5%)!! And you can never tell which
are the ones that are wrong and which are the ones that are
right! [This figure is a maximum, it assumes 10 independent
comparisons Ð which they aren’t fully]. Tukey’s HSD, and the
other tests, try to overcome this problem in various ways.
The overall chance of  a Type I error rate in a particular experi-
ment is referred to as the experimentwise error rate (sometimes
called Familywise error rate). In the above example, if you
wanted to make all possible pairwise comparisons amongst the
five means the experimentwise error rate would be 40.1%. Each
comparison used an error rate of 5% but by the time we did ten
comparisons, the overall chance of  making a Type I error
increased to 40.1%.

One-Way ANOVA

Bonferroni Adjustment
The term ‘Bonferroni adjustment’ is used to indicate that if we
want to keep the experimentwise error rate to a specified level
(usually  = .05) a simple way of doing this is to divide the
acceptable - level by the number of comparisons we intend to
make. In the above example, if 10 pairwise comparisons are to
be made and we want to keep the overall experimentwise error
rate to 5% we will evaluate each of our pairwise comparisons
against .05 divided by 10. That is, for any one comparison to be
considered significant, the obtained p-value would have to be
less than 0.005 - and not 0.05. This obviously makes it harder
to claim a significant result and in so doing decreases the chance
of  making a Type I error to very acceptable levels.
The Bonferroni adjustment is becoming more common with
computers calculating exact probabilities for us. Once when you
had to look up a table to determine the probability of a
particular t-, F-, or r-value, you usually only had a choice of .05
or .01. Occasionally, some tables would cater for other probabili-
ties but there are rarely tables for .005!! So, Bonferroni
adjustments were not widespread. Nowadays, however, with
probabilities being calculated exactly it easy to compare each
probability with the Bonferroni-adjusted - level. In the above
example, you would be justified in doing 10 t-tests and
considering a comparison significant if the p-value was less than
0.005.

One-Way ANOVA

A Word about SPSS
Here, unfortunately, we run into a snag with SPSS. It readily
calculates Post hoc tests for one-way between groups ANOVAs
(as we are doing here) but for repeated measures and for some
higher order ANOVAs, SPSS will not calculate them for you. I
am still not sure why at this point. There are also ways of doing
post hoc comparisons in SPSS without resorting to Tukey’s.
But for the sake of simplicity and consistency we are going to
use Tukey’s throughout. But this means . . .
You will have to be able to calculate Tukey’s HSD by hand (i.e.,
calculator).
It is therefore very important that you learn how to calculate
Tukey’s HSD by hand (!) So we will go through the steps here
even though in this case the computer will do them for us.
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The formula for Tukey’s HSD is not clearly given in Howell, but
it is

Note the presence of  the ‘q’. You will have to be able to find
this number in a table. Most statistics texts have a table of q-
values. THE STUDENTIZED RANGE STATISTIC (q) can
be found on page 680-681 in Howell. Howell explains the
derivation and use of q on pages 370-372.
For our example, k = 5 (because five means are being com-
pared), and the df for the error term is 45. This gives a q-value
of 4.04 (taking the lower df = 40). Note that we will always use

 = .05 when using Tukey’s HSD. If  there were 10 observa-
tions making up each mean, the formula for the HSD value
gives

A HSD value of 3.97 (i.e., a bit less than 4) represents the cut
off point for deciding if two means are to be treated as
significantly different or not. All differences between means that
are greater than (or equal to) this critical value are considered
significantly different.

One-Way ANOVA

Matrix of Ordered Means
As a conventional way of displaying exactly which two means
are significantly different and which are not, a ‘Matrix of
Ordered Means’ sometimes needs to be constructed. The
means are arranged in order from the smallest to the largest.
These values with their group labels are put down the page and
also across the page as shown.

Notice, the means are put in an increasing order. Here Count
and Rhyme are switched around from the original presentation
and so are Imagery and Intent. The difference between the value
on each row and column is then calculated and put into the
corresponding cell. The value placed in each of the cells is the
difference between those two means. We now compare our
HSD value with each of these differences and determine which
ones are greater than our “critical” HSD value. Traditionally we
mark the significant ones (i.e., the ones greater than our critical
HSD value) with an asterisk.

We can therefore conclude from this example, that the mean for
the Count group is significantly different to the means for
Adject, Intent, and Imagery groups. The mean for the Rhyme
group is significantly different to the means for the Intent and
Imagery groups. We can also conclude that the means for
Rhyme and Count groups and the means for Rhyme and Adject
are not significantly different from each other. Similarly, the
means for the Adject group and the Intent and Imagery groups
are not significantly different from each other and the Intent
and Imagery groups are not significantly different.

Harmonic Mean
Note that the above example assumed equal Ns in each of the
four groups. If there are unequal numbers, which N you use in
the formula becomes problematic. The recommendation is to
use the harmonic mean of the sample sizes. (Note I tend to use
big N and small n interchangeably!).
The harmonic mean is defined as:

where k = the number of means being compared, and the n1 to
nk = the size of each of the k samples.
If four groups had sample sizes of 6, 8, 9, and 11, the har-
monic mean would be

The normal arithmetic mean would be 34/4 = 8.5. Here there is
not much difference (and there rarely is any appreciable differ-
ence). However, when the sample sizes are much more
disparate, the difference between the harmonic N and the
arithmetic N becomes greater.
Also note that the above description of how to calculate the
harmonic N uses all the group sizes. When SPSS is used to
calculate the harmonic N the default setting only considers the
sample sizes of the two groups being compared. Because the
error term we use is based on all the groups, it is a better idea to
combine all the groups into one average than use a different
value for each comparison. If the Ns are all the same or much
the same there is very little problem.

One-Way ANOVA

Graph Results
Published articles usually include a graph of important findings,
particularly significant interaction effects. A graph can easily
show the relationship(s) found amongst your groups. SPSS can
do many graphs and it is worth learning how to develop and
manipulate them.

One-Way ANOVA

Corresponding Nonparametric Test
The corresponding analogue of the one-way between groups
ANOVA is the Kruskal-Wallis one-way analysis of  variance.
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Scenario and Data Set #2
The following example is from Howell page 300, which in turn
was based on Eysenck (1974).
Craik and Lockhart (1972) proposed as a model of memory
that the degree to which the subject remembers verbal material
is a function of the degree to which it was processed when it
was initially presented. Thus, for example, if you are trying to
memorise a list of words, repeating a word to yourself (a low
level of processing) would not lead to good recall compared to
thinking about the word and trying to form associations
between that word and some other word.
Fifty subjects aged between 55 and 65 years were randomly
assigned to one of five groups. The five groups included four
incidental learning groups and one intentional learning group.
Where incidental learning is learning in the absence of expecta-
tion that the material will later need to be recalled. The
Counting group was asked to read through a list of words and
simply count the number of letters in each word. This involved
the lowest level of processing, since subjects did not need to
deal with each word as anything more than a collection of
letters.
The Rhyming group was asked to read each word and think of
a word that rhymed with it. This task involved considering the
sound of  each word, but not its meaning. The Adjective group
had to process the words to the extent of giving an adjective
that could reasonably be used to modify each word on the list.
The imagery group was instructed to try to form vivid images
of each word. This was assumed to require the deepest level of
processing of the four incidental conditions. None of these
four groups were told that they would later be asked for recall
of the items.
Finally, the Intentional group was told to read through the list
and to memorise the words for later recall.
After subjects had gone through the list of 27 items three
times, they were given a sheet of paper and asked to write down
all the words they could remember. If learning involves
nothing more than being exposed to the material then the five
groups should show equal recall. If the level of processing of
the material is important, then there should be noticeable
differences among the group means. The data (number of
words recalled) are presented below.
Research question
The research question is obviously whether the level of
processing required when material is processed affects how
much material is remembered.
Counting  Rhyming  Adjective  Imagery  Intentional  
9  7  11  12  10  
8  9  13  11  19  
6  6  8  16  14  
8  6  6  11  5  
10  6  14  9  10  
4  11  11  23  11  
6  6  13  12  14  
5  3  13  10  15  
7  8  10  19  11  
7  7  11  11  11  

Figure 7.2 Data for one-way between groups ANOVA.
Hypotheses:
Ho : μ 1 = μ 2 = μ 3 = μ 4 = μ 5
H1: μ s not all equal

Assumptions

Howell 302-303.
The between groups ANOVA requires the same assumptions as
the between groups t-test. These are:
1. All observations must be independent of  each other
2. The dependent variable must be measured on an interval or

ratio scale.
3. The dependent variable must be normally distributed in the

population (for each group being compared).  (normality
assumption)

4. The distribution of the dependent variable for one of the
groups being compared must have the same variance as the
distribution for the other group being compared.
(homogeneity of variance assumption

SPSS Instructions

1. Enter these data into SPSS and save the data as a file.
Note: The way in which the data for this problem is entered
into SPSS is not the same as it is displayed in the table
provided (see Figure 7.3 below).

2. Run the ‘Compare Means’ procedure with the appropriate
options.

3. Conduct a post hoc analysis (Tukey’s HSD) on these data.
4. Graph results using a bar graph.

Format of Data Entry

Notice two columns only. One for the Grouping variable (IV)
and one for the Test variable (DV). There are 50 lines of  data,
one line per case (i.e., thing being measured Ð in this situation,
people).
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Where to Find One-way Between Groups Anova

Defining Dependent and Independent Variables

Notice that the Dependent variable is recall and the Factor is
group. Notice, also that the set up for this procedure allows you
to run several one-way between group ANOVAs, just by
specifying several DVs in the above box. If you did nominate 3
DVs, you would be running 3 separate ANOVAs, each at

 = .05. You should therefore use a Bonferroni adjustment on
the -level. In this case, you would only declare a significant
finding if  the ‘Sig.’ value for the F-ratio was < .0167.
Figure: Options for the One-way Between groups ANOVA.
Descriptive, Homogeneity of variance and Means plot.

Post Hoc Options

Notice that there are several options here depending on whether
“Equal Variances Assumed” or “Equal Variances Not As-
sumed”. Initially, you should assume the variances are equal
(most often the case). If the diagnostics in the SPSS output
show that this assumption is untenable, you should re-run the
analysis, this time checking one of  the “Equal Variances Not
Assumed” options. The “Games-Howell” option is recom-
mended in this situation.

SPSS Output

Compare Means - One-way ANOVA
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Comments on SPSS Output

Descriptives
Here the DV is named (RECALL), and the Group codes are
given. These can be given more informative labels if you wish
(in the Define Variables box). In more complex analyses with
many DVs (e.g., 50 dependent variables Ð here we have only
one DV), it is worth the extra time to label your variables
carefully in the first place. The output then becomes clearer. In
this present simple example, there was no need to.
The group sample sizes, means, sds, std errors, 95% Confi-
dence Intervals, and minimums and maximums are also given.
You should check that the right number of  groups is showing
up and that the Ns and means are what you would expect. The
main thing we are interested in here is the mean for each group.

Test of Homogeneity of Variance
Levene’s statistic is calculated for the variances in this ANOVA.
If this is significant, we have evidence that the homogeneity
assumption has been violated. If it is a problem, you can re-run
the analysis selecting the “Games-Howell” option for “Equal
Variances Not Assumed”. Here the assumption is not violated.

Anova
The answer! i.e., The Summary Table. Note that the DFs are
correct. The Between Groups DF is k-1 (i.e., the number of

groups minus one) and the
Total DF is 49 (i.e., one less
than the total number of
observations). The Summary
Table contains the main
information we need to answer
our research question. Here we
can deduce that a significant
result has been found
F(4,45) = 9.09, p < .001. This
result is (highly) significant.
Note the significance is given as
“.000”. Normally I recommend
quoting the probability exactly,
but in the case of all zeros, it
doesn’t make sense to say
p = .000. A probability of zero
means that the result is
impossible! What is really
meant of course is that the
probability rounded to three
decimal places is zero. In reality,
the probability is really
something like .000257 (say).
The most accurate way to
report this is by referring to
p < .001. That is, use the same
number of decimal places,
change the last digit to 1, and
use the < sign.
Because we have a significant F-
value, we now know that all the
means are not equal (i.e., reject
Ho in favour of H1). However,

we do not yet know exactly which means are significantly
different to which other means. For this we need Tukey’s HSD.
Multiple Comparisons
Here are the results of  all pairwise comparisons using Tukey’s
HSD. I find the “Matrix of  Ordered Means” described earlier as
an easier way of working out which means are significantly
different to which other ones. But all the information is here
(plus extra that you don’t really need). From the table we can see
that Group 1 differed from Group 2 by .1 (notice that
.1 = 1.000E-01) and that this difference was not significant.
However, Group 1 was significantly different to Group 3 (only
just) and Groups 4 and 5. Group 2 is significantly different to
Groups 3, 4, and 5. Group 3 is significantly different to Group
1 and 2 only. Group 4 is significantly different to 1 and 2 only.
Group 5 is significantly different to 1 and 2 only.
Note that the actual value for Tukey’s HSD is not printed
anywhere. This is annoying, because once you know it, you do
not need the full table. You can just look at any two means and
say they are significant or not by comparing them to the HSD
value. Here it is 3.97, so any means differing by more than this
are significantly different to each other. Therefore, for example,
we find that Groups 1 and 3 are significantly different to each
other (only just Ð i.e., p = .046).
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Homogeneous Subsets
Not very useful. Basically reflects the same information as in the
previous table. Here Groups 1 and 2 are grouped together
because they do not differ from each other. Groups 3, 4, and 5
are also grouped together because they do not differ from each
other, but are different to Groups 1 and 2.
Note that at the bottom of the table, SPSS prints “Uses
Harmonic Mean Sample Size = 10.00”. If we have different
sample sizes, SPSS automatically uses the harmonic mean in the
calculations.

Report Tasks

1. Display Ns, means, sds
2. Display the complete Summary Table
3. Comment upon the Homogeneity of variance assumption
4. Evaluate and interpret the results of the analysis, including

the results of the post hoc test.
5. Graph the results using a bar chart.
6. Write approx 100 words on what the analysis has revealed

to you about the research question. Which processing style
is closest to the way most of us read a newspaper?

Report

Task1.

Table 1. Means, standard deviations, and sample sizes for each
experimental group.

 Experimental groups  

 Counting  Rhyming  Adjective  Imagery  Intentional 

Mean words 
recalled  

7.0  6.9  11.0  13.4  12.0  

sd 1.83  2.13  2.49  4.50  3.74  

N 10  10  10  10  10  

Task2.

The complete summary table. In the present case, the Summary
table displayed by SPSS is exactly the one we want. In higher
order ANOVAs this is not always so.

Source of 
variation  

Sum of 
Squares  

df  Mean 
Square  

F  Sig.  

Between 
Groups  

351.520  4  87.880  9.085 .000 

Within Groups 435.300  45  9.673    

Total  786.820  49     

Summary Table

Task3.

Levene’s test for homogeneity showed that the assumption of
equality of variance among the five groups was not violated.
The analysis results can therefore be considered valid.

Task4.

There was a significant difference amongst the means of the five
experimental groups (F(4,45) = 9.09, p < .001). Follow up
Tukey’s HSD tests indicated that the two groups with the
lowest level of processing (Counting and Rhyming) showed
the lowest level of  recall. The Adjective, Imagery, and Inten-
tional groups all showed significantly greater recall than the
Counting and Rhyming groups. The Intentional group did not
show any more recall than the Adjective or Imagery groups.

Task5.

Figure: SPSS graph of mean number of words recalled

This is the default graph that SPSS gives as a result of checking
“Means Plot” in Figure . It can be considerably improved by
editing (double clicking on the image in the Output Viewer)
and changing a few things. In particular, because we dealing
with discrete groups here that do not follow any obvious
continuum, the graph should be changed to a bar graph.
An improved graph is shown below:
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Task6.

The data provide some support for the model of memory as
proposed by Craik and Lockhart (1972). The degree to which
verbal material is remembered depends to some extent on the
level of processing required when the material was originally
presented. Here the two groups exposed to the lowest levels of
processing recalled fewer words than the three groups exposed
to higher levels of  processing. Learning therefore depends on
more than mere exposure to the material.
The results suggest a threshold in the optimum level of
processing such that below this threshold word recall is lower
than if processing is above the threshold. This threshold occurs
at the point when a person has to pay attention to the meaning
of the whole word. If a person treats each word as a collection
of letters then recall is poor. If, however, the word has to be
processed for meaning (regardless of whether the meaning is
for imagery or an adjective), then recall is higher. Instructions
that indicate that the person would be later tested for recall had
no effect over and above that required to process the whole
meaning of the word.
The reading of newspaper articles would involve whole word
processing. Processing of  incidental advertisements would be
more like the lower levels. Recall should therefore be better for
the articles than the advertisements!

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Two-Way Analysis of  Variance
• Readings
• Balanced designs
• Post hoc analysis
• Corrersponding nonparametric test

• Scenario and Data Set #5
• SPSS instructions
• SPSS output
• Report tasks

• Report

Two-Way ANOVA

Two-Way Analysis of Variance
We have examined the one way ANOVA but we have only
considered one factor at a time. Remember, a factor is an
Independent Variable (IV), so we have only been considering
experiments in which one Independent Variable was being
manipulated.
We are now going to move up a level in complexity and
consider two factors (i.e., two Independent Variables) simulta-
neously. Now these two IVs can either be both between groups
designs, both repeated measures designs, or a mixed design.
The mixed design obviously has one between groups IV and
one repeated measures IV. Each IV can also be a true experi-
mental manipulation or a quasi experimental grouping (i.e., one
in which there was no random assignment and only pre-
existing groups are compared).
If  a significant F-value is found for one IV, then this is referred
to as a significant main effect. However, when two or more IVs
are considered simultaneously, there is also always an interaction
between the IVs - which may or may not be significant.
An interaction may be defined as:
There is an interaction between two factors if the effect of one
factor depends on the levels of the second factor. When the two
factors are identified as A and B, the interaction is identified as
the A X B interaction.
Often the best way of interpreting and understanding an
interaction is by a graph. A two factor ANOVA with a nonsig-
nificant interaction can be represented by two approximately
parallel lines, whereas a significant interaction results in a graph
with non parallel lines. Because two lines will rarely be exactly
parallel, the significance test on the interaction is also a test of
whether the two lines diverge significantly from being parallel.
If  only two IVs (A and B, say) are being tested in a Factorial
ANOVA, then there is only one interaction (A X B). If  there are
three IVs being tested (A, B and C, say), then this would be a

three-way ANOVA, and there would be three two-way interac-
tions (A X B, A X C, and B X C), and one three-way interaction
(A X B X C). The complexity of the analysis increases markedly
as the number of IVs increases beyond three. Only rarely will
you come across Factorial ANOVAs with more than 4 IVs.
A word on interpreting interactions and main effects in
ANOVA. Many texts including Ray (p. 198) stipulate that you
should interpret the interaction first. If the interaction is not
significant, you can then examine the main effects without
needing to qualify the main effects because of the interaction. If
the interaction is significant, you cannot examine the main
effects because the main effects do not tell the complete story.
Most statistics texts follow this line. But I will explain my pet
grievance against this! It seems to me that it makes more sense
to tell the simple story first and then the more complex story.
The explanation of the results ends at the level of complexity
which you wish to convey to the reader. In the two-way case, I
prefer to examine each of the main effects first and then the
interaction. If the interaction is not significant, the most
complete story is told by the main effects. If the interaction is
significant, then the most complete story is told by the interac-
tion. In a two-way ANOVA this is the story you would most
use to describe the results (because a two-way interaction is not
too difficult to understand). One consequence of the difference
in the two approaches is if, for example, you did run a four-way
ANOVA and the four-way interaction (i.e., A X B X C D) was
significant, you would not be able to examine any of the lower
order interactions even if you wanted to! The most complex
significant interaction would tell the most complete story and
so this is the one you have to describe. Describing a four-way
interaction is exceedingly difficult and would most likely not
represent the relationships you were intending to examine and
would not hold the reader’s attention for very long. With the
other approach, you would describe the main effects first, then
the first order interactions (i.e., A X B, A X C, A X D, B X C,
B X D, C X D) and then the higher order interactions only if
you were interested in them! You can stop at the level of
complexity you wish to convey to the reader.
Another exception to the rule of always describing the most
complex relationship first is if you have a specific research
question about the main effects. In your analysis and discussion
you need to address the particular hypotheses you made about
the research scenario, and if  these are main effects, then so be it!
However, not all texts appear to agree with this approach either!
For the sake of your peace of mind, and assessment, in this
unit, there will be no examination questions or assignment
marks riding on whether you interpret the interaction first or
the main effects first. You do need to realise that in a two-way
ANOVA, if  there is a significant interaction, then this is the
story most representative of the research results (i.e., tells the
most complete story and is not too complex to understand).

LESSON 36:
DATA-ANALYSIS–V

ANALYSIS OF VARIANCE–II
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Two-Way ANOVA

Balanced Designs
Another point about two-way ANOVA is related to the
number of subjects in each cell of the design. If the between
groups IV has equal numbers of subjects in each of its levels,
then you have a balanced design. With a balanced design, each
of the two IVs and the interaction are independent of each
other. Each IV can be significant or nonsignificant and the
interaction can be significant or non significant without any
influence or effect from one or the other effects. Ray, in particu-
lar (pp. 200-207), describes all the possible outcomes of  a 2 X 2
experiment, giving all the outcomes depending on what is
significant or not.
When there are different numbers in the levels of the between
groups IV, however, this independence starts to disappear. The
results for one IV or and/or the interaction will depend
somewhat on what happened on the other IV. Therefore as
much as possible you should try to keep the numbers of
subjects in each level of the IV as close as possible to each other.
I have not seen any textbook ‘rule of thumb’ regarding how
disparate the cell numbers have to be before the results become
invalid. On my experience, though, the rule of thumb I would
give, is that if the largest cell number was greater than three
times the smallest cell number, the results would start to
become too invalid to interpret.

Two-Way ANOVA

Post Hoc Analysis
If a significant main effect or interaction is found, then you can
only conclude that there is a significant difference amongst the
levels of  your IV(s) somewhere. You still have to isolate exactly
where the significant differences lie. If an IV has only two levels
then the significant F-value is sufficient to tell you that the two
levels are significantly different from each other. If, however,
you have three or more levels for an IV you need to follow up
the significant F-value with Tukey’s HSD post hoc test. The
method for doing this is the same as that encountered in the
previous two chapters and is illustrated in the examples
following.
If you find a significant interaction, you also need to follow up
that finding with post hoc tests. Even though a graph nicely
illustrates the relationship between the two IVs, a graph is open
to “scale abuse”. That is, by choosing an appropriate scale any
difference can be made to look like a large difference on a graph.
We need to have a numerical way of  objectively deciding if  a
certain difference is actually significant or not. This is again
demonstrated in the following examples. The main thing to
remember is that when examining a significant interaction with
post hoc tests, it is actually the individual cell means that are
being compared. So that in a 2 X 2 ANOVA there are four cell
means to be compared. In a 2 X 3 ANOVA, there are six cell
means to be compared, etc. The number of means being
compared is important for determining the q-value in the HSD
formula.
Also note that textbooks differ on the best approach to take in
regard to post hoc tests and which post hoc test is most
suitable for a between groups design versus a repeated measures

design and what to do when assumptions are violated. Here we
will use Tukey’s HSD using a pooled error term (some texts
disagree with this). This approach lacks some theoretical
exactness but in terms of consistency and ease and breadth of
application it will be satisfactory.

Two-Way ANOVA

Corresponding Nonparametric Tests
There will be no analogue distribution-free tests to learn in this
Chapter. The widely used nonparametric tests do not extend
beyond one-way designs. This is part of the problem with
nonparametric tests - they have not been developed to a level
similar to the parametric ones.

Scenario and Data Set #5
This experiment involves presenting a group of students with a
lecture on an unfamiliar topic. One week later, the students are
given a test on the lecture material. To manipulate the condi-
tions at the time of learning, some students receive the lecture
in a large classroom, and some hear the lecture in a small
classroom. For those students who were lectured in the large
room, one half are tested in the same large room, and the
others are changed to the small room for testing. Similarly, one-
half of the students who were lectured in the small room are
tested in the small room, and the other half are tested in the
large room. Thus the experiment involves four groups of
subjects in a two-factor design, as shown in the following table.
The score for each subject is the number of correct answers on
the test.

Data for Conditioned Learning Experiment

Testing conditions  Lecture 
conditions  Small room  Large room  

Small lecture 
room  

22 

15 

20 

17 

16 

1 

4 

2 

5 

8 

Large lecture 
room  

5 

8 

1 

1 

5 

15 

20 

11 

18 

16 

Hypotheses
There are three hypotheses, one each for the two IVs and one
for the interaction.

Assumptions
The assumptions for the two-way between groups ANOVA are
the same as those for the one-way between groups ANOVA.
The assumptions of  interval scale or better measurement and
independence of  observations are again handled by design
features. The assumptions that should be checked in the data
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are the NORMALITY and HOMOGENEITY OF VARI-
ANCE assumptions.
The normality assumption is generally not a cause for concern
when the sample size is reasonably large but the HOMOGE-
NEITY OF VARIANCE assumption is relatively important.
Violations of this assumption could mean that your data are
evaluated at a significance level greater than initially assumed.
Rather than being significant at the alpha level of .05, your
results might really be significant at only an alpha level of .10.
This is because violations of the homogeneity assumption
distort the shape of the F-distribution such that the critical F-
value no longer corresponds to a cut off of 5%.

Scenario and Data Set #5

SPSS Instructions

1. Enter these data into SPSS and save the data as a file. Note
carefully the format in which the data are entered. In this
case, there are 20 subjects. Each subject gets a line of data to
themselves.

2. Click on General Linear Model and then GLM- General
Factorial... to open the required dialogue box.

3. Select the dependent variable (i.e., numcorr) and the
independent variables (here Lecroom and Testroom).

4. We will also select options under Options... and PlotsÉ,
Continue and then OK .

Example of How Data are Entered Into Spss

Notice how the data is set up. There are 20 participants and each
has their own line of data. So you need two grouping variables
(lecroom and testroom) and one dependent variable (numcorr).
The lecroom variable identifies whether the person was in the
small or large lecture room and the testroom variable identifies

whether the person was in the small or large test room. The
only measure taken from each person was the number correct in
the test.

Where to Find Two-way Between Groups Anova

Select the Dependent Variable (numcorr) and the two

Independent Variables (Lecroom and Testroom)

Notice here, that I gave the variables more extensive labels when
I defined the variables. These more extensive label are displayed
here. The Fixed Factor box is the one we want. The next two
screens are from selecting OptionsÉ and PlotsÉ

Select Descriptive Statistics and Homogeneity Tests in this Box
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Notice we could select many more options here, but we will
keep the output as simple as possible!

The Options to Select Under Plot

The Add button is about to be pressed.

Scenario and Data Set #5

SPSS Output General Linear Model - General Factorial

Univariate Analysis of Variance

ProfilePlots
The default chart from selecting the plot options in Figure 

A Slightly Improved Version of the Default
Notice a more informative title and axis labels.
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Comments on SPSS Output

Between Subjects Factors

Here the variables being analysed are identified and the basic
design (i.e., a 2 X 2 factorial design).

DescriptiveStatistics

Here are all the means, sds, and Ns that we want.

Levene’s Testof EqualityofError Variance

Here is the homogeneity test on the four groups of data (notice
df = 3). The thing to focus on is the “Sig.” value. Here .970 is
clearly not significant, so we have no reason to doubt the
assumption of homogeneity of variance.

Tests of Between Subjects Effects

Here is the main summary table for the analysis. There is more
in this table than we really want. In particular, ignore “Inter-
cept”. This is like the constant in normal regression. First look
at the “Sig.” column and notice that the two main effects are not
significant but that the interaction is highly significant. The plot
of the means clearly displays this result as well.
Notice the Sums of Squares column. The “model” is the
overall, total sums of squares (855.0) in the numcorr variable
that is explained by the two main effects and interaction
considered together. The SS for Lecture room and Testing room
are both = 5.0, whereas the SS for the interaction is 845.0.
Obviously these data have been set up to show a highly
significant interaction while having two main effects that are not
significant Ð just to illustrate their independence.
The error Sums of  Squares is 146.0. Together with the ex-
plained SS, a total of 1001.0 was the total variability in the
numcorr variable. Eta-square for the interaction effect is a very
high .884 or 88.4%.

Scenario and Data Set #5

Report Tasks

1. Display Ns, means, sds.
2. Construct the Summary Table
3. Comment upon the homogeneity of variance assumption.
4. Conduct the appropriate post hoc tests and interpret.
5. Graph the interaction.
6. Write approximately 100 words on what the analysis has

revealed to you about the research question.

Scenario and Data Set #5

Report

Task1

Task2

The Summary table

 SOURCE  SS  DF  MS  F  Sig of 
F  

Lecroom  5.0  1  5.0  .55  .470  

Testroom  5.0  1  5.0  .55  .470  

Lecroom X  845.0  1  845.0 92.60 .000  

Testroom - 
Error  

146.0  16  9.13    

Total  1001.0 19  52.68   

Task3

The homogeneity of variance tests indicate that this assump-
tion was not violated.

Task4

The only significant effect was the interaction. Tukey’s HSD test
on this interaction (i.e., the four cell means) follows.
Here there are 4 means being compared and the DF for the error
term is 16. Howell, q = 4.05. Each cell mean is based on 5
observations, so N = 5.

HSD = 4.05 * SQRT(9.13/5) 

  = 4.05 * 1.351 

  = 5.47 

All pairs of cell means that are greater than or equal to 5.47 apart
are significantly different. It is easily seen from the table in
Answer 1 that the two smallest means are not significantly
different from each other and that the two largest means are not
significantly different from each other. However, the two largest
means are clearly significantly different to the two smallest
means. It is hardly necessary to construct a matrix of ordered
means, but for the exercise, it is shown below.

Matrix of Ordered Means

   LlecStest 
4.0  

SlecLtest 
4.0  

LlecLtest 
16.0  

SlecStest 
18.0  

LlecStest 
4.0  

-  0.0  12.0*  14.0*  

SlecLtest 
4.0  

 -  12.0*  14.0*  

LlecLtest 
16.0  

  -  2.0  

SlecStest 
18.0  

   -  

Task 5. Graph of Interaction

The plot of the cell means is shown in the previous figures 7.14
and 7.15 and clearly indicates a significant interaction with no
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main effects. The number of correct responses in the test
depended on both the room the information was delivered and
the room in which the testing occurred. The lowest number of
correct responses occurred when the testing was in a room
different to the one in which the material was learnt. Conversely,
the greatest number correct occurred when the testing was in the
same size room as where the material was learnt.
Note that this graph is still rather cludgy. It would not be good
enough for a publication, but it is about the best I could do
from SPSS. This data was obviously set up to show a remark-
able interaction with no main effects.

Task6.Interpretation

The most useful interpretation again focuses on the interaction.
The experiment showed that students showed significantly
greater recall (F(1,16) = 92.6, p < .001) of unfamiliar material
when tested in the same room as that in which the material was
presented. This suggests that conditioned place learning has
taken place such that the environmental cues associated with the
acquisition of the material to be learned aided in the recall of
that material one week later. The association between the
environmental cues and the acquisition and recall of material
was most likely inadvertent or non-conscious although this
remains to be examined experimentally.

Notes -
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Objective
The Objective of this lesson is to give you insight in to:

• Practical Orientation of  Analysis of  Variance

LESSON 37:
PRACTICAL ORIENTATION OF DATA ANALYSIS–V
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Objective
The Objective of this lesson is to give you insight in to:

• Introduction of Research in HRM.
• Basic Issues.
• Distinct Approaches.

Human Resource Management

Human Resource Systems

A Basic Model

• Organisational Strategy
• Organisational Structure
• Human Resource Planning
• Selection
• Performance Appraisal
• Training
• Organisational Strategy
Any efficient Human Resources department needs to integrate
its departmental strategy to fall in line with the strategy of the
rest of the organisation. The HRM function needs to commu-
nicate with other departments in order to ensure a streamlined
......

• Organisational Structure
without which the staffing function becomes randomly
inefficient and ineffective.

• Human Resource Planning
is the development of a comprehensive staffing strategy that
meets the organisations future human resources needs. When
applied to management selection it ought to ensure recruitment
of the right people for the right jobs at the right time. Rather
than fill poosts when they fall vacant, or a pressing need arises,
efficient human resource planning needs to answer these
questions.
1. Are the right numbers and type of people doing the things

that need doing?
2. Are we using our human resources well?
3. Do we have the people we need to satisfy our future

requirements?

• Selection
is maintaining a recruitment policy that guarantees a continuous
supply of personnel in all areas of the business, that meets
needs caused by retirement, resignations, promotions, mater-
nity leave, business expansion or diversification across the
organisation.

• Performance Appraisal
is the appraisal of an employees performance in a way that
ensures the output of an employee matches the expectations of

the organisation. This requires a proactive approach to thge
appraisal of the employee, in order that agreed targets can be set
and analysed on a pre-determined basis. Often this performance
may be linked to pay structure and bonuses.

• Training
Once an employee is on a payroll, they must be included in a
rolling programme of personal development in order to
maintain their interest and motivation. The organisation needs
to ensure that employees are able to meet the challenges of their
role as the environment undergos changes, especially in areas
such as competition, technology and product development.

Notes -

LESSON 38:
RESEARCH IN HRM–BASIC ISSUES, DISTINCT APPROACHES



132

Objective
The Objective of this lesson is to give you insight in to:

• Research Methodologies related to Research in HRM.

• Relevance Of Methodological Issues For Research Design

LESSON 39:
RESEARCH IN HRM–RESEARCH METHODOLOGIES
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Objective
The Objective of this lesson is to give you insight in to:

• Advantages of Research in HRM

• Disadvantages of Research in HRM

LESSON 40:
RESEARCH IN HRM–ADVANTAGES AND DISADVANTAGE
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Normal Distribution
From Wikipedia, the Free Encyclopedia.

The normal distribution is an extremely important probability
distribution in many fields. It is also called the Gaussian
distribution, especially in physics and engineering. It is actually
a family of distributions of the same general form, differing
only in their location and scale parameters: the mean and
standard deviation. The standard normal distribution is the
normal distribution with a mean of zero and a standard
deviation of one. Because the graph of its probability density
resembles a bell, it is often called the bell curve.

History
The normal distribution was first introduced by de Moivre in
an article in 1733 (reprinted in the second edition of his The
Doctrine of Chances, 1738) in the context of approximating
certain binomial distributions for large n. His result was
extended by Laplace in his book Analytical Theory of
Probabilities (1812), and is now called the Theorem of de
Moivre-Laplace.
Laplace used the normal distribution in the analysis of errors
of experiments. The important method of least squares was
introduced by Legendre in 1805. Gauss, who claimed to have
used the method since 1794, justified it rigorously in 1809 by
assuming a normal distribution of the errors.
The name “bell curve” goes back to Jouffret who used the term
“bell surface” in 1872 for a bivariate normal with independent
components. The name “normal distribution” was coined
independently by Charles S. Peirce, Francis Galton and
Wilhelm Lexis around 1875 [Stigler]. This terminology is
unfortunate, since it reflects and encourages the fallacy that
“everything is Gaussian”. (See the discussion of “occurrence”
below).
That the distribution is called the normal or Gaussian distribu-
tion, instead of the de Moivrean distribution, is just an instance
of Stigler’s law of eponymy: “No scientific discovery is
named after its original discoverer”.

Specification of the Normal Distribution
There are various ways to specify a random variable. The most
visual is the probability density function (plot at the top), which
represents how likely each value of the random variable is. The
cumulative density function is a conceptually cleaner way to
specify the same information, but to the untrained eye its plot is
much less informative (see below). Equivalent ways to specify
the normal distribution are: the moments, the cumulants, the
characteristic function, the moment-generating function,
and the cumulant-generating function. Some of these are very
useful for theoretical work, but not intuitive. See probability
distribution for a discussion.
All of  the cumulants of  the normal distribution are zero,
except the first two.

Probability Density Function
The probability density function of the normal distribution
with mean μ and standard deviation σ (equivalently, variance
σ2) is an example of a Gaussian function,

(See also exponential function and pi.) If a random variable
X has this distribution, we write X ~ N(μ, σ2). If μ = 0 and
σ=1, the distribution is called the standard normal distribution,
with formula

The picture at the top of this article is the graph of the prob-
ability density function of the standard normal distribution.
For all normal distributions, the density function is symmetric
about its mean value. About 68% of  the area under the curve is
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within one standard deviation of the mean, 95.5% within two
standard deviations, and 99.7% within three standard devia-
tions. The inflection points of  the curve occur at one standard
deviation away from the mean.

Cumulative Distribution Function
The cumulative distribution function (hereafter cdf) is
defined as the probability that a variable X has a value less than
x, and it is expressed in terms of the density function as

The standard normal cdf, conventionally denoted � , is just the
general cdf evaluated with μ = 0 and σ = 1,

The standard normal cdf can be expressed in terms of a special
function called the error function, as

The following graph shows the cumulative distribution
function for values of z from -4 to +4:

On this graph, we see the probability that a standard normal
variable has a value less than 0.25 is approximately equal to 0.60.

Generating Functions

Moment Generating Function

CharacteristicFunction

The characteristic function is defined as the expected value
of eitX. For a normal distribution, it can be shown the character-
istic function is

as can be seen by completing the square in the exponent.

Properties

1. If X ~ N(μ, σ2) and a and b are real numbers, then aX + b
~ N(a + b, (aσ)2).

2. If X1 ~ N(μ1, σ1
2) and X2 ~ N(μ2, σ2

2), and X1 and X2 are
independent, then X1 + X2 ~ N(μ1 + μ2, σ1

2 + σ2
2).

3. If X1, ..., Xn are independent standard normal variables,
then X1

2 + ... + Xn
2 has a chi-squared distribution with n

degrees of freedom.

Standardizing Normal Random Variables
As a consequence of Property 1, it is possible to relate all
normal random variables to the standard normal.
If X is a normal random variable with mean  and variance σ2,
then

is a standard normal random variable: Z~N(0,1). An important
consequence is that the cdf of a general normal distribution is
therefore

Conversely, if  Z is a standard normal random variable,
X = σZ + μ
is a normal random variable with mean  μ and variance σ2.
The standard normal distribution has been tabulated, and the
other normal distributions are simple transformations of the
standard one. Therefore, one can use tabulated values of the
cdf of the standard normal distribution to find values of the
cdf of a general normal distribution.

Generating Normal Random Variables
For computer simulations, it is often useful to generate values
that have a normal distribution. There are several methods; the
most basic is to invert the standard normal cdf. More efficient
methods are also known. One such method is the Box-Muller
transform. The Box-Muller transform takes two uniformly
distributed values as input and maps them to two normally
distributed values. This requires generating values from a
uniform distribution, for which many methods are known. See
also random number generators.
The Box-Muller transform is a consequence of Property 3 and
the fact that the chi-square distribution with two degrees of
freedom is an exponential random variable (which is easy to
generate).

The Central Limit Theorem
The normal distribution has the very important property that
under certain conditions, the distribution of a sum of a large
number of independent variables is approximately normal.
This is the so-called central limit theorem.
The practical importance of the central limit theorem is that the
normal distribution can be used as an approximation to some
other distributions.
• A binomial distribution with parameters n and p is

approximately normal for large n and p not too close to 1
or 0. The approximating normal distribution has mean  μ =
np and standard deviation  σ = (n p (1 - p))1/2.

• A Poisson distribution with parameter ë is approximately
normal for large ë . The approximating normal distribution
has mean σ = and standard deviation σ = √ë
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Whether these approximations are sufficiently accurate depends
on the purpose for which they are needed, and the rate of
convergence to the normal distribution. It is typically the case
that such approximations are less accurate in the tails of the
distribution.

Occurrence
Approximately normal distributions occur in many situations,
as a result of the central limit theorem. When there is reason
to suspect the presence of a large number of small effects acting
additively, it is reasonable to assume that observations will be
normal. There are statistical methods to empirically test that
assumption.
Effects can also act as multiplicative (rather than additive)
modifications. In that case, the assumption of normality is not
justified, and it is the logarithm of the variable of interest that
is normally distributed. The distribution of the directly
observed variable is then called log-normal.
Finally, if  there is a single external influence which has a large
effect on the variable under consideration, the assumption of
normality is not justified either. This is true even if, when the
external variable is held constant, the resulting distributions are
indeed normal. The full distribution will be a superposition of
normal variables, which is not in general normal. This is related
to the theory of errors (see below).
To summarize, here’s a list of  situations where approximate
normality is sometimes assumed. For a fuller discussion, see
below.
• In counting problems (so the central limit theorem includes

a discrete-to-continuum approximation) where
reproductive random variables are involved, such as
• Binomial random variables, associated to yes/no

questions;
• Poisson random variables, associates to rare events;

• In physiological measurements of biological specimens:
• The logarithm of measures of size of living tissue

(length, height, skin area, weight);
• The length of inert appendages (hair, claws, nails, teeth)

of biological specimens, in the direction of growth;
presumably the thickness of tree bark also falls under
this category;

• Other physiological measures may be normally
distributed, but there is no reason to expect that a
priori;

• Measurement errors are assumed to be normally
distributed, and any deviation fron normality must be
explained;

• Financial variables
• The logarithm of interest rates, exchange rates, and

inflation; these variables behave like compound interest,
not like simple interest, and so are multiplicative;

• Stock-market indices are supposed to be multiplicative
too, but some researchers claim that they are log-Lévy
variables instead of  lognormal;

• Other financial variables may be normally distributed,
but there is no reason to expect that a priori;

• Light intensity
• The intensity of laser light is normally distributed;
• Thermal light has a Bose-Einstein distribution on very

short time scales, and a normal distribution on longer
timescales due to the central limit theorem.

Of relevance to biology and economics is the fact that complex
systems tend to display power laws rather than normality.

Photon Counts
Light intensity from a single source varies with time, and is
usually assumed to be normally distributed. However, quan-
tum mechanics interprets measurements of light intensity as
photon counting. Ordinary light sources which produce light by
thermal emission, should follow a Poisson distribution or
Bose-Einstein distribution on very short time scales. On
longer time scales (longer than the coherence time), the
addition of independent variables yields an approximately
normal distribution. The intensity of laser light, which is a
quantum phenomenon, has an exactly normal distribution.

Measurement Errors
Repeated measurements of the same quantity are expected to
yield results which are clustered around a particular value. If all
major sources of errors have been taken into account, it is
assumed that the remaining error must be the result of a large
number of very small additive effects, and hence normal.
Deviations from normality are interpreted as indications of
systematic errors which have not been taken into account. Note
that this is the central assumption of  the mathematical theory
of errors.

Physical Characteristics of Biological Specimens
The overwhelming biological evidence is that bulk growth
processes of living tissue proceed by multiplicative, not
additive, increments, and that therefore measures of body size
should at most follow a lognormal rather than normal
distribution. Despite common claims of  normality, the sizes of
plants and animals is approximately lognormal. The evidence
and an explanation based on models of growth was first
published in the classic book
Huxley, Julian: Problems of  Relative Growth (1932)
Differences in size due to sexual dimorphism, or other
polymorphisms like the worker/soldier/queen division in
social insects, further make the joint distribution of sizes
deviate from lognormality.
The assumption that linear size of biological specimens is
normal leads to a non-normal distribution of weight (since
weight/volume is roughly the 3rd power of length, and
gaussian distributions are only preserved by linear transforma-
tions), and conversely assuming that weight is normal leads to
non-normal lengths. This is a problem, because there is no a
priori reason why one of length, or body mass, and not the
other, should be normally distributed. Lognormal distribu-
tions, on the other hand, are preserved by powers so the
“problem” goes away if lognormality is assumed.
• blood pressure of adult humans is supposed to be

normally distributed, but only after separating males and
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females into different populations (each of which is
normally distributed)

• The length of inert appendages such as hair, nails, teet,
claws and shells is expected to be normally distributed if
measured in the direction of growth. This is because the
growth of inert appendages depends on the size of the
root, and not on the length of the appendage, and so
proceeds by additive increments. Hence, we have an example
of a sum of very many small lognormal increments
approaching a normal distribution. Another plausible
example is the width of tree trunks, where a new thin ring
if produced every year whose width is affected by a large
number of factors.

FinancialVariables
Because of  the exponential nature of  interest and inflation,
financial indicators such as interest rates, stock values, or
commodity prices make good examples of multiplicative
behaviour. As such, they should not be expected to be normal,
but lognormal.
Mandelbrot, the popularizer of fractals, has claimed that even
the assumption of lognormality is flawed.

LifeTime
Other examples of variables that are not normally distributed
include the lifetimes of humans or mechanical devices. Ex-
amples of distributions used in this connection are the
exponential distribution (memoryless) and the Weibull
distribution. In general, there is no reason that waiting times
should be normal, since they are not directly related to any kind
of additive influence.

Test Scores
The IQ score of an individual for example can be seen as the
result of many small additive influences: many genes and many
environmental factors all play a role.
• IQ scores and other ability scores are approximately

normally distributed. For most IQ tests, the mean is 100
and the standard deviation is 15.

Criticisms: test scores are discrete variable associated with the
number of correct/incorrect answers, and as such they are
related to the binomial. Moreover (see this USENET post),
raw IQ test scores are customarily ‘massaged’ to force the
distribution of  IQ scores to be normal. Finally, there is no
widely accepted model of intelligence, and the link to IQ scores
let alone a relationship between influences on intelligence and
additive variations of IQ, is subject to debate.

Normal Probability Distribution
©Copyright 1997, 2000 Tom Malloy
Edited by Oakley Gordon

 
The Normal Probability Distribution: The most generally
used bell shaped curve is called the normal probability distribu-
tion. You can see its shape on the screen. Many of  the
inferential statistics we will study later assume, rightly or
wrongly, that the normal probability distribution is a good
model of the dependent variable measurement operations.
Horizontal Axis: The horizontal axis (see blue arrow on
graphic) gives you the values of the dependent variable,
whatever that happens to be in a particular research project. It
might be values of  IQ or blood pressure or highway safety. The
values of the DV run along the horizontal axis.
Vertical Axis: The height of  the Normal Probability curve is
the probability the values of the DV (ones on the horizontal
axis) will occur. Notice that there is more probability in the
center of  the curve where the big bump or bell is. The probabil-
ity tapers off from the center in both directions. So out in either
direction the probability gets smaller and smaller until it is
nearly zero.
Tails: In both directions away from the center, where the
probability gets very small, are what are called the tails of the
distribution. This is because in both directions (toward negative
and positive infinity) the distribution gets very thin like tails.
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Parameters: The normal probability distribution has two
parameters. One is symbolized by the Greek letter mu; and the
other is symbolized by the Greek letter sigma. These two
symbols will gain meaning as we go through the course. But we
will start by getting a general sense of  mu and sigma now.

Mu: Mu is the value at the exact center of the normal distribu-
tion. I’ve drawn an arbitrary example in which mu equals 200.
So you can see at the very center of the distribution, right below
its highest point, I’ve put the value 200. Mu is also called the
mean of the normal distribution.

Sigma: The second parameter of the normal distribution is
what’s called its standard deviation, and it is symbolized by the
small Greek letter sigma. As we go through the course we’ll
develop insight about what standard deviation means. As an
arbitrary example, I’ve given sigma a value of 25 so that we have
an example to work with.

The concept behind sigma is central to the rest of the class so
we will spend some time now starting to understand it.
Inflection Points: The easiest way, I think, of  giving you some
beginning understanding of sigma or standard deviation is to
approach the idea visually. To do this I have to introduce some
jargon: inflection points. An Inflection point is where any a
curve changes from concave upward to concave downward and
visa versa. On the graphic you can see that two inflection points
are circled. Starting from the left (negative infinity) the curve is at
first cupped upward. Then, after the first circled inflection point
the curve is cupped downward. The curve stays cupped
downward until the second inflection point where it returns to
being cupped upward as it goes out to positive infinity.
Okay so we can see there are two inflection points on the
normal curve, one below the mean (mu) and one above the
mean.

How is an Inflection Point related to Sigma? For a normal
distribution, each inflection point is always one sigma away
from the mean (mu). The graphic shows arrows going down
from the normal curve to the horizontal axis (DV). Where that
arrow touches the horizontal axis will be a value of the DV
which is one sigma away from mu. It’s best just to look at the
graphic and figure out the relationships before going on. The
next paragraph talks through all the details, but grasping the big
picture first will make the discussion easier.
One sigma above mu: In our example we’ve let mu (mean)
equal 200 and sigma (standard deviation) equal 25. As we’ve
just said, the inflection points are one sigma away from the
mean. Since sigma = 25, the upper inflection point (to the right,
toward positive infinity) will be 25 units above 200 (mu). So the
arrow cuts the axis at 225 (which is 200 + 25). The score 225
would be exactly one sigma above mu. 225 would be the value
right below the upper inflection point. We add 25 (sigma) to
200 (mu) to get 225.
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One sigma below mu: With sigma equal to 25 and mu = 200,
what score would be one sigma below mu? It would be 200
minus 25, which is 175. So the arrow coming down from the
lower inflection point cuts the axis at 175.
What we’re doing is creating a correspondence between the
graphical representation of the normal distribution which has
two inflection points and an arithmetic formula in which we
add to or subtract the value of sigma from mu.

What happens if  we change sigma? Let’s see some implica-
tions of  what we are learning. Let’s compare three normal
distributions which all have the same center (mu) but which
have three different sigmas. The top one has a sigma = 15, the
middle one has sigma equal to 25 and the lower one has sigma
equal to 50. The question is what’s the effect of  changing sigma.
By inspecting the graphic you can see the answer for yourself.
The bigger the sigma, the shorter and wider will be the normal
distribution.
We will continue through the details.

Sigma = 15. Look at the top distribution where sigma = 15.
The inflection points are very close to mu because sigma is
small. To find the values below the inflection points we simply
add or subtract sigma from mu. So the upper inflection point is
above 200 + 15 = 215. The value 215 is quite close to 200.
Conversely when we look at the inflection point below mu we
subtract 15 from 200 and we get 185. So you can see that with
sigma 15, the inflection points are close very close to 200

Sigma = 25. Now when we look at the middle distribution
where sigma is 25, the normal distribution is less tall and less
narrow than the top distribution. The inflection points are
farther from mu than they were when sigma was 15.
To calculate the value of  the upper inflection point we add 25 to
200 and get 225. When we want to get one sigma below the
mean we subtract 25 from 200 to get 175.
By now you should be able to find one sigma above and below
the mean when sigma = 50, before you go on.

Sigma = 50. When sigma is 50, the normal distribution is
relatively short and relatively spread out, and the upper inflec-
tion point, or one sigma above mu is at 250. One sigma below
mu is 150.
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Summary: If  we look at all three distributions, you can see
something about the meaning of sigma, about what its effect is
on the normal distribution. Sigma (standard deviation) is a
measure, or determiner, of how spread out the normal
distribution is. As sigma increases the normal distribution
becomes more spread out.
Whereas mu gives you the center of the distribution, sigma
gives you spread-out-ness. Together, mu and sigma are the two
characteristics of a normal distribution.
Area under normal curves is the same: As we mentioned in
the probability lecture, the area under the normal curve is used
to represent probability. And since the probability of  the Sure
Event (that the DV value will fall between negative and positive
infinity) is always 1, then the total area under all normal curves
must always equal 1.
And... because the area under all three curves is the same, if
something gets more spread out, then it is going to have to get
shorter.

Mu and sigma are called parameters of the normal distribution.
The normal distribution is completely specified by mu and
sigma; once you know mu and sigma, you know everything
there is to know about a normal distribution.
Notation: Because it’ll make things quicker and easier to write
down in your notes, there is a standard notation for specifying
normal distributions. If a distribution is normal, it is usually
noted by a capital N, and then, in parentheses, the values of  mu
and sigma. If we want to specify a particular normal distribu-
tion, say the top one, which has mu = 200 and sigma = 15,
then we just write N(200, 15). The middle distribution would
be N(200, 25) and the bottom one would be N(200, 50).
That’s an introduction to the normal distribution. Now let’s
review the idea of the normal distribution as a dependent
variable model.

Abduction review: Remember the modeling process we’ve
discussed before. We take an infinite process in nature, a person
in the current example, and we reduce that person to a single
number via measurement operations. In this case the measure-
ment operations are an IQ test. The particular person in our
example scored an IQ = 103. Then we model the DV numbers
as a normal probability distribution. Typically IQ is set with a
mean (or mu) of 100 and a standard deviation (or sigma) of
15. This example gives pretty typical parameters for an IQ test.
Using our compressed notation, we could describe the test as
N(100, 15).
This normal probability distribution (or random variable) is
often called a normal population.
You take some independent process in nature, then you do
some kind of scientific reduction of that process, to numbers
via measurement operations and finally you model those
numbers in terms of some kind of probability distribution.
The next topic will be about taking samples from normal
populations.

Achievement Test Example: Let’s start again with an example
of  abduction. Let’s say we have an infinite process, a child,
happily playing in a tree, not knowing what’s waiting for her,
and then somebody shows up with a standardized achievement
test at the end of second grade and she gets welcomed to the
corporate world. So, she has to take a test which is designed to
measure her achievement level for various culturally relevant
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school skills. When she’s done the test is scored and she receives
a number purported to measure her level of  achievement. You
are probably familiar with these sorts of tests since they are
commonly given in most schools on a yearly basis. And most
likely you had to take the SAT or the ACT to apply for college.
We model the results of  her test with the normal distribution.
The graphic shows that the test has mu = 200 and sigma = 10.
So we can summarize all this information as N(200, 10). For the
moment you simply have to accept these parameters (mu = 200
and sigma = 10) which I’ve made up more or less arbitrarily for
this example. The scientific procedures required for the test
makers to determine these parameters is long and complex and
beyond the scope of this lecture.
We will call this normal distribution a population.
The Sampling Process: Statistically, we think of  a population
of people as distributed normally with some mean, mu, and
some standard deviation, sigma. The number of people in a
population is so large that it might as well be infinite.
When we do research we randomly draw a small number of
people from the population. That is, using some sampling
process (e.g., randomly choosing names from a voter registra-
tion list or randomly choosing a small number of property
owners from the county records) we select a small portion of
the population to study.
The people we draw are called the sample. In the graphic 4
people have been drawn from the population.
Now we measure our DV. That is, we turn each person into a
number. This gives us our sample data. In the graphic, n = 4
pieces of sample data.

Scientific procedures: Suppose we want to give an achieve-
ment test to 10 second graders. As scientists we have to arrange
to go to a school and get permission from the school, parents
and children to do our research. Then we have to arrange a time
and place to give the test. We have to find 10 volunteers to take
the test. We have to administer the test carefully, making sure
that time limits and other procedures are followed exactly. Then
we have to score the 10 tests. This gives us 10 numbers which
we call our data. Suppose that the first student gives us a score
of 205, the second student gives us 198, and so on until the last
student gives us 201. Collecting data is a lot of work and
generally takes months or even years.

Statistical models: Look at the graphic. The population of
achievement scores has been modeled as N(200, 10). The arrow
coming out of that population indicates that we have randomly
taken a sample of 10 scores from the population. The first score
is 205, the second is 198, and so on until the last score, which is
201. This is, of course, the same data which we generated by
our scientific procedures above. But in statistics, when we say
that we “take a random sample of achievement scores” we
summarize in that single phrase all the work involved in
collecting scientific data.
So for statistical models we summarize scientific data collection
simply as sampling from a population.
Next, we will make a vocabulary distinction between “statistics”
and “parameters.”

Population Parameters: In the statistical model we think that
there is a population which is N(200, 10). We randomly sample
10 scores from that population to get our data. Mu and sigma
are said to be the parameters of the population. Recall that we
also said that we can call mu the “mean” of the population and
we can call sigma the “standard deviation” of the population.
We learned that the mean is the center of  the population and
the standard deviation indicates how spread out the population
is.
Unfortunately we also use the terms mean and standard
deviation in a related but distinct way. This use of  mean and
standard deviation to refer to different things can cause
confusion unless a clear distinction is drawn.
Sample Statistics. A little later in the course we will discuss
how to find the mean and the standard deviation of the sample
data. We haven’t done that yet, so don’t expect yourself  to
know how. I’m simply giving you a heads up warning that the
terms mean and standard deviation are used for both the
sample data and for the population. And it will eventually be
important to know which of these two we are talking about.
On the graphic I’ve shown the sample mean to be 198.665. I
didn’t show how I calculated it so don’t worry about how to
find the sample mean. Just notice that the sample mean is a
little different than the population mean. Mu is 200 but the
sample mean (symbolized by M) is equal to 198.665. The
population mean and the sample mean are highly related but
distinct concepts.
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Notice also on the graphic that the sample standard deviation
(S) is equal to 8.530. Again, I’ve not shown how to calculate the
sample standard deviation, so you don’t need to know that
right now. But S, the sample standard deviation, has a slightly
different value (8.530) than does the population standard
deviation (10). The population standard deviation and the
sample standard deviation are related but distinct concepts.
The symbol we will use for the sample mean is M. The symbol
we will use for the sample standard deviation is S. Parameters
refer to probability distributions (populations). Statistics refer
to sample data.
Now we are going to turn to a StatCenter tool which allows you
to collect samples from a normal distribution.

Finding “Sample Tool”: You can find this tool on the’virtual
desktop’ that appears when you run the homework/quiz
software. Notice the ‘Tools’ menu along the top of  the virtual
desktop, go to that menu and select the ‘Sample Normal Tool’.
A tool for creating random samples from a normal population
will then pop up. This is a very useful tool. I recommend
opening and using the Sample Normal Tool as you think about
the material in this section.
The current graphic (above) shows the Sample Normal Tool
(actually it shows the tool before it was slightly improved for
the new version of this course...but they are quite similar) along
with notes on how to use it. It will allow you to generate
samples from any Normal Probability Distribution.
Setting Mu and Sigma: First, the Sample Normal Tooll allows
you to set the population parameters, mu and sigma. The
graphic shows you where to type in the values of mu and
sigma. Because our Achievement Test example uses N(200, 10),
I have already typed in mu = 200 and sigma = 10. But if you
have opened up the tool, you need to type in the correct
parameters. Do that now.
Setting Sample Size (n): Next, the Sample Normal Tool
allows you to set the number of data points in your sample.
We use “n” to indicate how many scores we have in our sample.
On the lecture graphic, I’ve set n to be 10.
Getting a Sample: Simply clicking on the “Get Sample” button
will give you a sample of the size you asked for from the
normal population you defined. On the right hand side, upper
panel, a normal distribution will appear with the mu and sigma

you have set. On the right hand side, lower panel, a sample of
scores will appear. The number of scores you get will depend
on n, the sample size you set. The current lecture graphic shows
a sample of size 10 taken from a population which is N(200,
10).
Each time you click the “Get Sample” button you will get a new
sample with a different set of scores.
Sample Statistics: Notice that below the sample data the
Sample Normal Tool automatically calculates the sample mean
and standard deviation for you. Right now we haven’t covered
those topics yet, so just notice that the tool will make them
available to you when, in the future, you will need them.
Click on the Get Data button several times and notice how the
sample data (as well as the sample statistics) change each time
you take a sample. You are exploring a statistical model in which
you assume that data comes from normal probability distribu-
tions and that collecting data amounts to taking a sample from
a normal population.
Conceptual Exercise: here is something that will help you to
understand some of the concepts that will be covered soon in
the course. Mu is the mean (average) of the population, while
‘M’ is the mean (average) of the sample drawn from that
population. Set the value of mu, and write it down. Set N to a
small number, such as ‘2’. Click on the Get Data button and
write down the value of the mean of the sample. Do that a
total of 10 times, keep N set at ‘2’, each time write down the
value of the sample mean. Notice how much the sample mean
varies each time you sample. Now set N to a larger number, say
‘15’ (the tool says keep N at 10 or less but I’ve removed that
limitation in the software), again get 10 sample means and write
them down. Under which condition did the sample means
differ more, when N=2 or when N=15? Under which condition
did you tend to get sample means that were closer to the mean
of  the population? You can probably guess, but you’ll get it at a
deeper level if you actually do this using the tool.

We are now going to find out how to use the Normal Distribu-
tion to find probabilities.
The Area between two scores: We will now learn how to find
the probability that a score will fall between any two values on a
normal probability distribution. If the previous sentence didn’t
make a lot of  sense to you that’s OK; we’ll talk about what it
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Finding “Normal Tool”: You can find this tool on the’virtual
desktop’ that appears when you run the homework/quiz
software. Notice the ‘Tools’ menu along the top of  the virtual
desktop, go to that menu and select the ‘Normal Tool’. I am
working on including the following examples in a window that
can be opened on the virtual desk top. In the meantime, if  you
would like to read this lecture while working with the tool you
can, while on Netscape Navigator, go to the browser’s File
menu, select New then NavigatorWindow, or on Explorer, go
to the File menu and select New and then Window. Once you
have a new window up on your browser navigate to the course
home page and activate the homework software. Thus you can
have both the lecture and the tools up on separate windows in
your browser.
The Normal Tool menu will appear. Click on the top button.
Now we’ll go on to explain the tool.

What is the Probability Between 140 and 170? We have
modeled the heights of northern European males as N(150,
30). If that model is true, and if we sample one man from that
population, what are the chances he has a height between 140
cm and 170 cm? We can answer such questions as that with
StatCenter’s Normal Tool. And...such questions will be
common on homeworks and exams.
[Please note that the graphic below is from the earlier version of
the software. The new version is similar but not identical, I
anticipate that you won’t have any problems adapting the
instructions below to the new version.]

Total Area under the Normal curve: Remember that we can
interpret the area below a normal curve as probability. The total

means in some detail. For the moment you may recall that in
the Probability lecture we mentioned that one interpretation of
probability is that it can be represented as the area beneath a
curve.

Just to make sure we stay grounded in the natural curiosity of
science, recall that we find some interesting phenomena in
nature, reduce it to numbers by measurement operations, and
then model those numbers as a random variable. The random
variable we use most often is the normal probability distribu-
tion.

Height Example: Just to make sure that we don’t focus too
much on the details of  a single example, let’s change the
example again. In this example we will be interested in the
heights of  northern European males. We take such a person
and reduce them to a single number via the usual operations for
measuring someone’s height. Then we model the height of
northern European males as a normal population with mu =
150 cm and sigma = 30 cm. In other words, our model is
N(150, 30).
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area below the normal curve (from negative infinity up to
positive infinity) is assumed to be 1. That is, the probability
that a man’s height will fall between negative and positive
infinity is 1. The previous statement should make sense. All
possible heights must be between negative and positive infinity.
And the probability of all possibilities is 1.
Area between: First off, the current question we are asking is
about the probability between 140 and 170 cm. Since the total
area under the curve is 1, the area between 140 and 170 must be
some fraction of 1. As we have said, we can interpret this area
under the curve (which is some fraction of  1) as probability. But
how do we use the tool to find this area (probability)?
On the Normal Tool the first thing you must do is make sure
that the “area between” is clicked (you can tell if it is by looking
at the shaded area of  the curve, if  the shaded area is between
the lower and upper values then it is set to “between”).
“Between” is the default setting for the Normal Tool, so when
you open it up it automatically gives you the area between two
values.
Set mu: On the lecture graphic, arrows point to little boxes
where you can set mu and sigma. First type in the mu which is
relevant to whatever example you are working on. Then click the
“Enter mu (50 - 500)” button right next to the box where you
entered the value of  mu. (Note: The Normal Probability Tool
only accepts values of mu between 50 and 500.) For our height
example, I have entered mu = 150. After you enter a new value
of mu you need to either click the “Enter mu” button, or press
return, to tell the program that a new value of mu has been
entered.
Set sigma: The lecture graphic also shows where to enter the
value of sigma (toward the lower right-hand corner of the
tool). For our height example, I have entered sigma = 30. You
must type in the value of sigma and then press the “Enter
sigma” button next to it. After you enter a new value of sigma
you need to either click the “Enter sigma” button, or press
return, to tell the program that a new value of sigma has been
entered.
Set lower value: We are looking for the area (probability)
between two values. The lecture graphic shows you where you
can enter the lower of the two values. Once you type in the
number, click on the button which says “Enter the lower score.”
For the height example, the lower value is 140 cm, so on the
lecture graphic I have set the lower value to 140. After you enter
a new lower value of you need to either click the “Enter lower”
button, or press return, to tell the program that a new value has
been entered.
Set upper value: Similarly, as you can see on the lecture graphic,
there’s a box where you can enter the upper score. Following the
height example, I have set the upper score to 170 on the lecture
graphic. After you enter a new upper value of you need to either
click the “Enter upper” button, or press return, to tell the
program that a new value has been entered.
Find probability: You have entered mu, sigma, upper score
and lower score. Now you are ready to find the answer to the
question. The lecture graphic points to a box where the
probability will appear. All you have to do is read it and record

it. For the height example, the probability that a northern
European man’s height will fall between 140 and 170 cm is
.3747.
Black area: Probability is represented by the black area under
the curve. Look at the normal distribution on Normal Prob-
ability Tool. The black area between 140 and 170 represents a
probability of .3747.
Area and Probability again: Conceptually what we are doing
is interpreting the area under the normal curve as probability.
We set the total area (from negative to positive infinity) to be 1.
Then the area between any two values is some proportion of 1.
In our case, the area under the curve between 140 and 170 was
.3747 parts of 1. This area corresponds to the probability of
.3747.
In other words: If we sample one man from our population,
N(150, 30), the probability that he will have a height between
140 and 170 is .3747.
We have set up a correspondence between area on a picture we
can see and the concept of  probability. This allows us to picture
probability clearly and simply.
That’s how the Normal Tool works for finding the probability
between two values.
Practice: I recommend that you practice using the Normal
Probability Tool now. For example what is the probability that
the height of the a northern European male is between 110 and
140 cm? (Answer: .2789.) What is the probability that a man’s
height will fall between 120 and 180 cm? (Answer: .6827.) What
is the probability that a man’s height will be between 90 and 210
cm? (Answer: .9545.) You can make up more questions for
yourself.
Thought Problem: What is the probability that a randomly
sampled northern European male will be within one standard
deviation (sigma) of the mean (mu)? This way of asking a
question is new to us and we’ll be asking the question this way
throughout the course. So for now let’s just introduce the idea.
If  it seems a little confusing that’s OK, just work along with
this example. Your experience will be useful to you as we go
along. First, let sigma = 30 and the mean = 150. When we say
“within one sigma” in this example we mean between 120 and
180. The value 120 is one sigma (standard deviation) below the
mean (mu). The value 180 is one sigma above the mean. So to
find the probability that a male will be within one sigma of the
mean we have to find the probability that he is between 120 and
180 cm. You’ve already done that in the practice problems
above. The probability of being within one sigma of mean is
.6827.
Positive and Negative Infinity: Play with the Normal Tool
some more. You’ll notice that to the right of  the white boxes
where you enter the upper and lower scores there are buttons
labeled “-oo” and “+oo.” This is as close as we could get to the
symbols for negative infinity (-oo) and positive infinity (+oo).
If you click on the minus infinity button (-oo) the lower score
will become minus infinity. If  you click on the plus infinity
button (+oo) the upper score will become plus infinity. Try this
out now. Find the probability that a height will fall between
minus and plus infinity. (Answer: 1.) What is the probability
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that a height will fall between minus infinity and 150 cm?
(Answer: .5.)
Now we will turn to a related question—what is the area
probability outside of two values?

What is the Probability Outside 140 and 170? If we sample
one northern European male, what’s the probability that his
height will fall outside of 140 and 170? In other words, what
are the chances that he’ll be either below 140, or he’ll be above
170 in height? That’s what we mean by the word “outside.”

Area Outside: As you can see by watching the moving graphics
on the Authorware program or the static graphics printed on
this page, the first thing you have to do is click the icon for
“Area Outside” on the Normal Tool. The Normal Tool will
now show you the area outside 140 and 170. It will also change
the probability.
And then you do exactly the same thing that you did before.
For our current example, you set mu at 150, set sigma at 30,
set the lower value at 140, set the upper value at 170.
Find probability. Then you simply read the probability. This
time it is .6253. The probability that a height will fall outside
(above or below) 140 and 170 cm is .6253.

Black Areas: The probability of .6253 is represented by those
two black areas under the normal curve. Again, we are creating a
correspondence between the idea of probability and the area
under a curve.

Practice: Once again, I recommend that you practice using the
Normal Probability Tool now. For example what is the
probability that the height of a northern European male is
outside 145 and 185 cm? (Answer: .5595.) What is the probabil-
ity that the height will fall outside 120 and 180 cm? (Answer:
.3173.) What is the probability that the height will fall outside
90 and 210 cm? (Answer: .0455.) You can make up questions
for yourself. Play with the Normal Tool.
Now we will turn to finding the area above a certain value.

What is the Probability Above 170? Perhaps a basketball coach
is interested in tall men. We have modeled the heights of
northern European males as N(150, 30). If that model is true,
and if we sample one man from that population, what are the
chances he has a height above 170 cm? This question implies
that the lower score will be 170 and the upper score will be plus
infinity. All scores above 170 will fall between 170 (on the low
end) and plus infinity (on the high end).
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Set mu: 150.
Set sigma: 30
Click Between Icon.
Set lower score: 170
Set upper score: +oo.
Read probability: .2546. There’s about a 25% chance that the
man would have a height above 170 cm. That’s represented by
the black area under the normal curve.
Practice: Play some more with the Normal Tool. What’s the
probability that a height will be above 150 cm? (Answer: .5.)
What’s the probability that a height will be above 210 cm?
(Answer: .0228.) What’s the probability that a height will be
below 140 cm? (Answer: .3707.) [Note: Set lower score to -oo
and upper score to 140.] What’s the probability that a height
will be below 150 cm? (Answer: .5.) What’s the probability that
a height will be below 210 cm? (Answer: .9772).
Now we will turn to a specialized topic called the Unit Normal.

N(0, 1): There is a particular form of the normal distribution
which is very commonly used in statistics. It is called unit
normal or the standard normal or the z distribution. The unit
normal is simply a normal distribution which has a mean (mu)
= 0, and a standard deviation (sigma) = 1. In more compressed
symbols the unit normal is N(0, 1).

Everything works exactly the same with the unit normal as it
does for any normal. So everything we’ve already learned applies
to this topic. We will just be using a particular member of  the
normal family of distributions. This member of the family has
mu = 0 and sigma = 1 and is sometimes called the z distribu-
tion.

z-Tables in Stat Books. The unit normal is the particular form
of the normal that is found in z-tables in the back of stat
books. “In the old days” before we had interactive programs
like Normal Tool, we had to convert all questions to z scores
and look up probabilities in z-tables. For that reason the unit
normal has historical importance. So we’ll study it here a little
bit. But we will use the Normal Tool to find probabilities. We
won’t have to learn to look up probabilities in stat book tables.
Finding the Standard Normal Option on the Normal Tool:
The Standard Normal (z) tool by clicking the lower button on
the Normal Tool menu.
The standard normal is also called the unit normal or the z-
distribution.
Question: Suppose that we have N(0, 1) as our probability
model. What is the probability of a score between -1 and +1 on
(N(0, 1)?
[Again, the new version of the software looks slightly different,
the images will be changed when I have some more time.]
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Don’t need to set mu and sigma: On the unit normal, N(0, 1),
mu is always 0 and sigma is always 1. So you don’t need to set
them. Click on the area between icon.
Set lower and upper scores: Set the lower and upper score as
we did above. In this case the lower score is -1 and the upper
score is +1. When you start the Unit Normal option, it will
come up with minus one and plus one as the lower and upper
scores. So we don’t have to do anything to solve the particular
question we have asked.
Read the probability: The answer is .6827. This should be
familiar to you. If  it’s not, it soon will be.
Connections: Now you’ll notice since the standard deviation
of N(0, 1) is 1, then the score “-1” is one standard deviation
below the mean. And the score “+1 is one standard deviation
above the mean. That’s going to be the same probability we got
when we solved the thought problem above. In that thought
problem where the model for northern European heights was
N(150, 30) you were asked to find the probability a height was
within one standard deviation of the mean (150) which we
translated into asking what is the probability between 120
(minus one standard deviation) and 180 (plus one standard
deviation).
So if you did that problem, you’ll notice that it came out exactly
the same: .6827.
On N(150, 30) the scores 120 and 180 are one standard
deviation below and above the mean. On N(0, 1), the scores -1
and +1 are one standard deviation below and above mean. The
probability of being within one standard deviation of the mean
is .6827 for all normal distributions.
Practice: Play with the Unit Normal option. What is the
probability of a score falling between -.25 and +1.96 on N(0,
1)? (Answer: .5743) What is the probability of a score falling
below +1.96? (Answer: 9756). [Note: Set the lower score to -oo
and the upper score to 1.96.] What is the probability of a score
falling above 1.96? (Answer: .025.) What is the probability of a
score falling between -1.96 and +1.96? What is the probability
of a score falling outside -1.96 and +1.96?
So for the unit normal (z distribution), mu is always 0, so it’s
very convenient, you don’t have to set mu. And sigma is always
one, so that’s also convenient, you don’t have to set sigma.

All you do have to do is set the lower score and the upper score
and decide if you are looking for an area between or outside the
upper and lower scores.
Now the question is why do we call this the z distribution? We
will go on and examine z scores.

z Scores Conceptually: Conceptually, z scores are used to
convert any Normal Distribution to the Unit Normal, N(0,
1). This is our first encounter with z scores, but this idea will be
used throughout the class.
Height example. Let’s go back to our height example. We
modeled height as N(150, 30). Suppose we have a man from
that population who has a height of 135 cm. What is his z
score? In other words we want to convert a score of 135 cm
from our population to a z score from the standardized
normal, N(0, 1). Just to have a useful name, we will call 135 cm
the “raw score.” Typically, this raw score will be symbolized by
X. We will convert this raw score (X) into a z score.
z Formula. As you can see on the lecture graphic, z = the
difference between a raw score and the mean of its population
divided by the standard deviation of the population. Our raw
score (X) is 135.
The graphic shows that a raw score of 135 on N(150, 30) has a z
score = -.5 on N(0, 1).
Practice. If a population is modeled as N(100, 10), what is the
z score of a raw score of 80? (Answer: z = -2.) What is the z
score of a raw score 115? (Answer: z = 1.5.) If you have a z
score of 2, what would its raw score be on a population
modeled as N(100, 10)? (Answer: X = 120.) [Note: Write down
the z equation in symbols. Then rewrite it with all the informa-
tion I just gave you plugged in. The only symbol left will be X.
Solve for X.]
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Review of  Inflection Points, sigma, and the z score
conversion: Remember that inflection points are where a curve
shifts from facing concave downward to concave upward, or vice
versa. The normal curve has two inflection points. The lower
one is exactly one standard deviation (sigma) below the mean
(mu). The upper one is exactly one standard deviation above
the mean. Let’s integrate that idea with converting from any
population to the standardized normal.
New Example: Suppose we have a population which is
modeled by N(270, 20). On the picture, what population
values are directly under the two inflection points? Well, we
know that the lower inflection point is one sigma below the
mean. So it will be at 270 - 20 which is = 250. The upper
inflection point will be one sigma above the mean. So it will be
at 270 + 20 which is = 290.

Conversion to z distribution: The z formula will convert any
score, X, from any normal distribution to the standardized
normal, N(0, 1). Let’s convert the two inflection points on
N(270, 20) to z scores on N(0, 1). The two inflection points are
250 and 290. They are the scores which are one standard
deviation from the mean (270).
As you can see from the graphic, the raw score 250 converts to a
z score of -1. And the raw score of 290 converts to a z score of
+1.
The graphic also shows that -1 and +1 are the two inflection
points of the unit normal. That is because the unit normal has
a standard deviation of 1 and mean of 0. So -1 is one sigma
below the mean and +1 is one sigma above the mean.
Now we will go on and start to foreshadow some material we
will cover much later. We will examine a case in which the
probability of being above a score is .05.

Converse question: Suppose that we go back to our example
about the heights of  northern European males. We modeled
height as N(150, 30). We can ask a question which is the
converse of  the type of  questions we have been asking. We have
been asking questions like what is the probability that a height
will be above 160 cm? Now we ask what is the height which has
a certain probability above it.
.05. Let’s find a height above which there is a .05 probability of
sampling a man. Or, above what height does .05 of the
probability lie? This probability (.05) will be of considerable
interest to us later; so we will start playing with it now.

In the previous topic we were using the Normal Tool for the
Unit Normal. Go back to the Normal Tool’s menu and choose
the Normal Tool for any normal population.
The question is “above what height does the .05 of the
probability lie?” We’ve got a probability and now have to find
the height. It’s always a little harder to answer that kind of
question because neither the tables in the backs of books nor
the StatCenter probability tools are set up to give you that
information very well.
Set up: When we have our Normal Tool up and running, we
press the Between Icon, and then we set our mu = 150, our
sigma = 30, and our upper score to plus infinity. Again, the
question is above what height (clear up to +oo) does .05 of the
area lie?
[Note: the dragging pointers mentioned below are currently not
working on the tool, you need to input z scores into the boxes]
Drag lower score: Drag the blue lower score pointer and watch
the probability output window down here in the lower right
corner. Drag the lower score pointer until you get close to a
probability of  .05. You may have to go back and forth.
Sometimes probability will be bigger than .05, sometimes
smaller than .05. By trial and error you’ll finally get down to 2
numbers that kind of bracket .05. But it’ll never fall exactly on
.05. The Normal Tool is not that exact. So we can only be
approximate.
On the graphic I stopped dragging when I got a probability of
.0485. This is very close to .05. So I got a probability as close to
.05 as I could possibly get.
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Solution: Once you have the probability as close to .05 as you
can get, stop dragging the pointer. Look down at the window
which shows the value of the lower score. In this example the
lower score will come out to be 200.
The height which has .05 of the probability above it is 200 cm.
Or we can say that the probability of sampling a man taller than
200 cm is .05. Actually, the probability is .0485, which is as close
to .05 as we can get.
About 5% of the all heights in this population fall above 200
cm.
Practice: Above what height does 10% of the population lie?
(Answer: 189 cm.) Above what z score on the standardize
normal does .05 of the probability lie? (Answer: 1.64 or 1.65.)

Notes -
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Probability Theory
There’s a lot that could be said about probability theory.
Probability theory is what makes statistical methods work.
Without probability theory, there would be no way to describe
the way samples might differ from the populations from which
they were drawn. While it is important for mathematical
statisticians to understand all of the details, all that is necessary
for most analysts is to insure that random sampling is involved
in observational studies and randomization is involved in
intervention trials. Beyond that, there are just four things the
analyst needs to know about probability.
1. The probability of an event E, P(E), is the proportion of

times the event occurs in a long series of experiments.
2. 0  P(E)  1, where P(E) = 0 if E is an impossible event

and P(E) = 1 if  E is a sure thing.
3. If ~E is the opposite or complement of E, then P(~E) =

1 - P(E). Thus, the probability that (an individual has high
blood pressure) is 1 - the probability that (an individual
does not have high blood pressure).

4. The probability that something is true for an individual
selected at random from a population is equal to the
fraction of the population for whom it is true. For
example, if 10% of a population is left-handed, the
probability is 0.10 or 10% that an individual chosen at
random will be left-handed.

Probability, Histograms, Distributions
We’ve seen histograms—bar charts in which the area of  the bar
is proportional to the number of  observations having values in
the range defining the bar. Just as we can construct histograms
of samples, we can construct histograms of populations. The
population histogram describes the proportion of the popula-
tion that lies between various limits. It also describes the
behavior of  individual observations drawn at random from the
population, that is, it gives the probability that an individual
selected at random from the population will have a value
between specified limits. It is critical that you understand
that population histograms describe the way individual
observations behave. You should not go on unless you do!

When we’re talking about
populations and probability,
we don’t use the words
“population histogram”.
Instead, we refer to probabil-
ity densities and distribution
functions. (However, it will
sometimes suit my purposes
to refer to “population
histograms” to remind you
what a density is.) When the
area of a histogram is
standardized to 1, the
histogram becomes a
probability density function.
The area of any portion of
the histogram (the area under
any part of  the curve) is the

proportion of the population in the designated region. It is
also the probability that an individual selected at random will
have a value in the designated region. For example, if 40% of a
population have cholesterol values between 200 and 230 mg/dl,
40% of the area of the histogram will be between 200 and 230
mg/dl. The probability that a randomly selected individual will
have a cholesterol level in the range 200 to 230 mg/dl is 0.40 or
40%.
Strictly speaking, the histogram is properly a density, which tells
you the proportion that lies between specified values. A
(cumulative) distribution function is something else. It is a
curve whose value is the proportion with values less than or
equal to the value on the horizontal axis, as the example to the
left illustrates. Densities have the same name as their distribu-
tion functions. For example, a bell-shaped curve is a normal
density. Observations that can be described by a normal density
are said to follow a normal distribution.
If you understand that population histograms describe the way
individual observations behave, you’re well on your way to
understanding what statistical methods are all about. One of
the jobs of the mathematical statistician is to describe the
behavior of  things other than individual observations. If  we
can describe the behavior of  an individual observation, then
perhaps we can describe the behavior of a sample mean, or a
sample proportion, or even the difference between two sample
means. We can! Here is the one sentence condensation of  an
entire course in distribution theory: Starting with a distribu-
tion function that describes the behavior of individual
observations, it is possible to use mathematics to find the
distribution functions that describe the behavior of a wide
variety of statistics, including, means, proportions,
standard deviations, variances, percentiles, and regression
coefficients.

If you ever take a mathematical statistics course, you’ll go
through a large number of examples to learn how the math-
ematics works. You’ll gain the skills to extend statistical theory
to derive distributions for statistics that have not previously
been studied. However, the basic idea will be the same. Given a
distribution function that describes the behavior of individual
observations, you’ll derive distribution functions that describe
the behavior of a wide variety of statistics, In these notes, we
will accept the fact that this can be done and we will use the
results obtained by others to describe the behavior of statistics
that interest us. We will not bother to derive them ourselves.
This is the most important idea, after study design, that we’ve
discussed so far—that distributions describe the behavior of
things. They tell us how likely it is that the quantity being
described will take on particular values. So far, we’ve talked
about individual observations only. That is, all of  the densities
we’ve seen so far describe the behavior of  individual observa-
tions, such as the individual heights displayed above.
We will soon be seeing distributions that describe the behavior
of things such as sample means, sample proportions, and the
difference between two sample means and two sample propor-
tions. These distributions are all used the same way. For
example, the distribution of the difference between two sample
means describes what is likely to happen when two samples are
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drawn and the difference in their means is calculated. If you ever
wanted to verify this, you could repeat the study over and over
and construct a histogram of  mean differences. You would find
that it looks the same as the density function predicted by
probability theory.

Notes -
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A

AuditTrail
The systematic presentation of material gathered within a
naturalistic study that allows others to follow and audit the
researcher’s thinking and conclusions about the data.

Attrition
A reduction in the number of participants during the course of
a study. If  more participants withdraw from one group than
another group, this can introduce bias and threaten the internal
validity of the research.

B

Bias
Any influence that distorts the results of  a research study.

Bracketing
A process used by researchers working within the Husserlian
phenomenological tradition to identify their preconceived
beliefs and opinions about the phenomenon under investiga-
tion in order to clarify how personal biases and experience
might influence what is seen, heard and reported.

C

Categorical Variable
A variable with discrete values (e.g. a person’s gender or a
person’s marital status).

Central Tendency
A measure of the typicality or centrality of a set of scores; the
three main measures of central tendency are mean, median and
mode.

ClinicalTrial

A large-scale experiment designed to test the effectiveness of a
clinical treatment.

Coding
A procedure for transforming raw data into a standardised
format for data analysis purposes. Coding qualitative data
involves identifying recurrent words, concepts or themes. In
positivist research, coding involves attaching numerical values
to categories.

Confidence Interval
A confidence interval identifies a range of  values that includes
the true population value of a particular characteristic at a
specified probability level (usually 95%).

Confounding Variable
A variable, other than the variable(s) under investigation, which
is not controlled for and which may distort the results of
experimental research.

Constant Comparative Method
A procedure used during grounded theory research whereby
newly gathered data are continually compared with previously
collected data in order to refine the development of theoretical
categories.

Content Analysis
A procedure for organising narrative, qualitative data into
emerging themes and concepts.

Continuous Variable
A variable that can take on an infinite range of values along a
specific continuum (e.g. weight, height).

Control
Processes employed to hold the conditions under which an
investigation is carried out uniform or constant. In a true
experimental design, the control group is the group that does
not receive the intervention or treatment under investigation.
The scores on the dependent variable for the control and the
experimental groups are used to evaluate the effect of the
independent variable. In other experimental designs, this group
may be referred to as the comparison group.

Core Category
The central category that is used to integrate all the categories
identified in grounded theory research.

Correlation
The degree of association between two variables. A tendency for
variation in one variable to be linked to variation in a second
variable.

CorrelationCoefficient
A measure of the degree of relationship between two variables.
A correlation coefficient lies between +1.0 (indicating a perfect
positive relationship), through 0 (indicating no relationship
between two variables) to -1.0 (a perfect negative relationship).

D

Data Saturation
The point at which data collection can cease. This point of
closure is arrived at when the information that is being shared
with the researcher becomes repetitive and contains no new
ideas, so the researcher can be reasonably confident that the
inclusion of additional participants is unlikely to generate any
new ideas. (Sometimes simply referred to as saturation.)

Deductive Reasoning
A logical process of developing specific predictions (hypotheses)
from general principles. This type of reasoning moves from the
general to the particular.

Dependent Variable
In experimental research, the dependent variable is the variable
presumed within the research hypothesis to depend on (be

GLOSSARY
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caused by) another variable (the independent variable); it is
sometimes referred to as the outcome variable.

DescriptiveStatistics
Statistical methods used to describe or summarise data collected
from a specific sample (e.g. mean, median, mode, range,
standard deviation).

Determinism
The belief that everything is caused by specified factors (anteced-
ent factors) in a predictable way rather than haphazardly; a key
assumption within the positivist paradigm.

E

Emic Perspective (Emic View)
A term used by ethnographers to refer to the insider’s or
native’s view of  his or her world (see also etic perspective).

Ethnography
A research methodology associated with anthropology and
sociology that systematically describes the culture of a group of
people. The goal of ethnographic research is to understand the
natives’/insiders’ view of their own world (an emic view of the
world).

Ethnomethodology
Systematic study of the ways in which people use social
interaction to make sense of their situation and create their
‘reality’. This research methodology, associated with sociology,
focuses on how people understand their everyday activities.

EticPerspective(EticView)
A term used by ethnographers to refer to the outsider’s view of
the experiences of a specific cultural group (see emic perspec-
tive).

Experimental Research
A research methodology used to establish cause-and-effect
relationships between the independent and dependent variables
by means of manipulation of variables, control and
randomisation. A true experiment involves the random
allocation of participants to experimental and control groups,
manipulation of the independent variable, and the introduction
of a control group (for comparison purposes). Participants are
assessed before and after the manipulation of the independent
variable in order to assess its effect on the dependent variable
(the outcome).

Experimental Group
In experimental research the group of subjects who receive the
experimental treatment or intervention under investigation.

Extraneous Variable
A variable that interferes with the relationship between the
independent and dependent variables and which therefore
needs to be controlled for in some way.

F

Field Notes
Notes taken by researchers to record unstructured observations
they make ‘in the field’ and their interpretation of those
observations.

Focus Group
An interview conducted with a small group of  people to
explore their ideas on a particular topic.

Frequency Distribution
A visual display of numerical values ranging from the lowest to
the highest, showing the number of times (frequency) each
value occurs.

G

Grounded Theory
A research approach used to develop conceptual categories/
theory about social processes inductively from real-world
observations (data) from a selected group of  people. The
researcher may subsequently make further observations to test
out the developed categories/theory.

H

Hypothesis
A statement that predicts the relationship between variables
(specifically the relationship between the independent and
dependent variables). A hypothesis may be directional or non-
directional:
Directional hypothesis (or one-tailed hypothesis)
A hypothesis that makes a specific prediction about the nature
and direction of the relationship between the independent and
dependent variables.
Non-directional hypothesis (or two-tailed hypothesis)
A hypothesis that does not specify the nature and direction of
the relationship between the independent and dependent
variables.

I

Independent Variable
The variable (or antecedent) that is assumed to cause or
influence the dependent variable(s) or outcome. The indepen-
dent variable is manipulated in experimental research to observe
its effect on the dependent variable(s). It is sometimes referred
to as the treatment variable.

Inductive Reasoning
A logical process of reasoning used to develop more general
rules from specific observations; this type of  reasoning moves
from the specific to the more generalised.

InferentialStatistics
Statistics that allow a researcher to make inferences about
whether relationships observed in a sample are likely to occur in
the wider population from which that sample was drawn.
Inferential statistics use logic and mathematical processes in
order to test hypotheses relating to a specific population based
on data gathered from a sample of the population of interest.

Informed Consent
The process of obtaining voluntary participation of individuals
in research based on a full understanding of the possible
benefits and risks.

InterraterReliability(InterobserverReliability)
A measure of the consistency between the ratings/values
assigned to an attribute that is being rated or observed; it is
usually expressed as a percentage of agreement between two
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raters/observers or as a coefficient of  agreement which may
then be expressed as a probability. Usually employed by
researchers using structured observation techniques.

Interview
A method of  data collection involving an interviewer asking
questions of another person (a respondent) either face-to-face
or over the telephone.

Structured Interview
The interviewer asks the respondents the same questions using
an interview schedule - a formal instrument that specifies the
precise wording and ordering of all the questions to be asked
of each respondent.

Unstructured Interview
The researcher asks open-ended questions which give the
respondent considerable freedom to talk freely on the topic and
to influence the direction of  the interview since there is no
predetermined plan about the specific information to be
gathered from those being interviewed.

L

LikertScale
A method used to measure attitudes, which involves respon-
dents indicating their degree of agreement or disagreement with
a series of statements. Scores are summed to give a composite
measure of attitudes.

M

Mean
A descriptive statistic used as a measure of  central tendency. All
scores in a set of scores are added together and divided by the
number of subjects.

Measurement Scale
Measurement of a phenomenon or property means assigning a
number or category to represent it. The methods used to
display and/or analyse numerical (quantitative) data will depend
on the type of scale used to measure the variable(s). There are
four scales of  measurement: nominal, ordinal, interval or ratio.
The data associated with each measurement scale are referred to
as nominal data, ordinal data, interval data and ratio data
respectively.

Nominal Scale
the lowest level of measurement that involves assigning
characteristics into categories which are mutually exclusive, but
which lack any intrinsic order (e.g. classification by gender or by
the colour of  a person’s hair or eyes)

Ordinalscale
these categories can be used to rank order a variable, but the
intervals between categories are not equal or fixed (e.g. strongly
agree, agree, neither agree nor disagree, disagree, strongly
disagree; social class I professional, II semi-professional, IIIa
non-manual, IIIb manual, IV semi-skilled, and V unskilled).

Intervalscale
the categories are ordered and there are equal intervals between
points on the scale, but the zero point on the scale is arbitrary
so that a particular measure cannot be said to be ‘twice as’ large
as another measure on the same scale (e.g. degrees Centigrade).

Ratioscale
scores are assigned on a scale with equal intervals and also a true
zero point (e.g. measurement in yards, feet and inches or in
metres and centimetres).

Median
A descriptive statistic used to measure central tendency. The
median is the score/value that is exactly in the middle of a
distribution (i.e. the value above which and below which 50%
of the scores lie).

Meta-analysis
A statistical technique for combining and integrating the data
derived from a number of experimental studies undertaken on
a specific topic.

Method Slurring
This term is used to describe the tendency of some researchers
to combine qualitative research approaches without adequately
acknowledging the epistemological origins and assumptions
that underpin the methodologies they are blending.

Mode
A descriptive statistic that is a measure of central tendency; it is
the score/value that occurs most frequently in a distribution of
scores.

N

Naturalistic Paradigm
This paradigm assumes that there are multiple interpretations
of reality and that the goal of researchers working within this
perspective is to understand how individuals construct their
own reality within their social context.

Negative Correlation
A relationship between two variables where higher values on
one variable tend to be associated with lower values on the
second variable; sometimes referred to as an inverse relationship
(e.g. age of  non-vintage cars and their market value).

Nonparametric Statistics
Statistical tests that can be used to analyse nominal or ordinal
data; they involve fewer rigorous assumptions about the
underlying distribution of variables.

Nonsignificant Result
The result of a statistical test which indicates that the outcome
of an experimental research study could have occurred through
random variation (or chance) at a specified level of significance,
rather than as a result of manipulation of the independent
variable.

Null Hypothesis
A statement that there is no relationship between the indepen-
dent and dependent variables and that any relationship
observed is due to chance or fluctuations in sampling.

O

Observation
A method of data collection in which data are gathered through
visual observations.

Structured observation
The researcher determines at the outset precisely what
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behaviours are to be observed and typically uses a standardised
checklist to record the frequency with which those behaviours
are observed over a specified time period.
Unstructured observation
The researcher uses direct observation to record behaviours as
they occur, with no preconceived ideas of what will be seen;
there is no predetermined plan about what will be observed.

One-tailed Test
Used by a researcher when testing a directional (or one-tailed)
hypothesis, this type of test of statistical significance uses only
one tail of an underlying distribution of scores/values to
determine significance.

Operational Definition
The procedures or operations used to observe or measure a
specific concept. Operationalisation is the process of translating
specific research concepts into observable phenomena that are
measurable.

P

P Value
p is the symbol for the probability that is associated with the
outcome of a test of the null hypothesis (i.e. it is the probabil-
ity that an observed inferential statistic occurred through chance
variation). If the p value is less than or equal to the stated
significance level - often set at 5% (p < 0.05) or 1% (p < 0.01) -
then the researcher concludes that the results are unlikely to have
occurred by chance and are more likely to have occurred because
of the manipulation of the independent variable; the results are
said to be ‘statistically significant’. If the p value is greater than
the significance level, the researcher concludes that the results are
likely to have occurred by chance variation, and the results are
said to be ‘nonsignificant’.

Paradigm
Kuhn defines a paradigm in two ways: first as the entire
constellation of beliefs, values and techniques shared by a
scientific community; and secondly as the procedures used to
solve specific problems and take theories to their logical
conclusion. Kuhn also suggests that paradigms function as
maps or guides, dictating the kinds of problem/issue which are
important to address, the kinds of theories or explanations that
are regarded as acceptable, and the kinds of procedure that are
used to tackle particular problems.
Guba and Lincoln (1998, p.195) argue: ‘From our perspective,
both qualitative and quantitative methods may be used
appropriately with any research paradigm. Questions of
method are secondary to questions of paradigm, which we
define as the basic belief system or worldview that guides the
investigator, not only in choices of method but in ontologically
and epistemologically fundamental ways’. They go on to assert:
‘Paradigm issues are crucial; no inquirer ? ought to go about the
business of inquiry without being clear about just what
paradigm informs and guides his or her approach (p.218).
[Reference: Guba, E.G. and Lincoln, Y.S. (1998) ‘Competing
paradigms in qualitative research’, in Denzin, N.K. and Lincoln,
Y.S. (editors) The landscape of  qualitative research: theories and
issues, Thousand Oaks, California: Sage, pp.195-220]

For the purpose of the distance learning research modules, we
use the term paradigm to denote a worldview based on a set of
values and philosophical assumptions that are shared by a
particular academic community and that guide their approach to
research.

Parameter
A characteristic of  a population (e.g. the mean age of  all nurses
studying the MSc in Nursing by distance learning with the RCN
Institute).

ParametricStatistics
A type of inferential statistic that involves the estimation of at
least one parameter. Such tests require either interval or ratio
data and involve a number of assumptions about the variables
under investigation including the fact that the variable is
normally distributed.

Phenomenology
A research methodology which has its roots in philosophy and
which focuses on the lived experience of individuals.

Population
A well-defined group or set that has certain specified properties
(e.g. all registered midwives working full-time in Scotland).

PositiveCorrelation
A relationship between two variables where higher values on
one variable tend to be associated with higher values on the
second variable (e.g. physical activity level and pulse rate).

Positivism
This paradigm assumes that human behaviour is determined
by external stimuli and that it is possible to use the principles
and methods traditionally employed by the natural scientist to
observe and measure social phenomena.

Q

Qualitative Data
Information gathered in narrative (nonnumeric) form (e.g. a
transcript of  an unstructured interview).

Quantitative Data
Information gathered in numeric form.

Quasi-experiment
A type of experimental design where random assignment to
groups is not employed for either ethical or practical reasons,
but certain methods of control are employed and the indepen-
dent variable is manipulated.

R

Randomisation
The random assignment of subjects to experimental and
control groups (i.e. the allocation to groups is determined by
chance).

Randomised Controlled Trial (RCT)
In a RCT, participants are randomly assigned either to an
intervention group (e.g. a drug treatment) or to a control group
(e.g. a placebo treatment). Both groups are followed up over a
specified period of  time and the effects of  the intervention on
specific outcomes (dependent variables) defined at the outset are
analysed (e.g. serum cholesterol levels, death rates, remission
rates).
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Random Sampling
A process of selecting a sample whereby each member of the
population has an equal chance of being included.

Range
A measure of variability indicating the difference between the
highest and lowest values in a distribution of scores.

Reliability
Reliability is concerned with the consistency and dependability
of a measuring instrument, i.e. it is an indication of the degree
to which it gives the same answers over time, across similar
groups and irrespective of who administers it. A reliable
measuring instrument will always give the same result on
different occasions assuming that what is being measured has
not changed during the intervening period.
A number of techniques can be used to ensure the reliability of
a standardised measuring instrument such as an attitude
questionnaire, personality test or pressure sore risk calculator.
These include test-retest, split-half and alternate forms. There
are also statistical tests that can be used to assess reliability such
as Cronbach Alpha and the Spearman rho correlation coefficient
test.

Research Methodology
Different approaches to systematic inquiry developed within a
particular paradigm with associated epistemological assump-
tions (e.g. experimental research, grounded theory,
ethnomethodology).

Research Method
Specific procedures used to gather and analyse research data.

Research Question
A clear statement in the form of a question of the specific issue
that a researcher wishes to answer in order to address a research
problem. A research problem is an issue that lends itself to
systematic investigation through research.

Response Rate
The proportion (percentage) of those invited to participate in a
research study who actually do so.

S

Sampling
The process of selecting a subgroup of a population to
represent the entire population. There are several different types
of sampling, including:

Simple Random Sampling
this probability sampling method gives each eligible element/
unit an equal chance of being selected in the sample; random
procedures are employed to select a sample using a sampling
frame.

Systematic Sampling
a probability sampling strategy involving the selection of
participants randomly drawn from a population at fixed
intervals (e.g. every 20th name from a sampling frame).

Cluster Sampling
a probability sampling strategy involving successive sampling of
units (or clusters); the units sampled progress from larger ones
to smaller ones (e.g. health authority/health board, trust, senior
managers).

Convenience Sampling (also referred to as accidental
Sampling)
a non-probability sampling strategy that uses the most easily
accessible people (or objects) to participate in a study. Purpo-
sive/purposeful sampling: a non-probability sampling strategy
in which the researcher selects participants who are considered to
be typical of the wider population (sometimes referred to as
judgmental sampling).

Quota Sampling
a non-probability sampling strategy where the researcher
identifies the various strata of a population and ensures that all
these strata are proportionately represented within the sample
to increase its representativeness.

Snowball Sampling
a non-probability sampling strategy whereby referrals from
earlier participants are used to gather the required number of
participants.

Theoretical Sampling
the selection of  individuals within a naturalistic research study,
based on emerging findings as the study progresses to ensure
that key issues are adequately represented.

Sampling Bias
Distortion that occurs when a sample is not representative of
the population from which it was drawn.

Sampling Error
The fluctuation in the value of a statistic from different samples
drawn from the same population.

Sampling Frame
A list of the entire population eligible to be included within the
specific parameters of  a research study. A researcher must have a
sampling frame in order to generate a random sample.

SignificanceLevel
Established at the outset by a researcher when using statistical
analysis to test a hypothesis (e.g. 0.05 level or 0.01 significance
level). A significance level of 0.05 indicates the probability that
an observed difference or relationship would be found by
chance only 5 times out of every 100 (1 out of every 100 for a
significance level of 0.01). It indicates the risk of the researcher
making a Type I error (i.e. an error that occurs when a researcher
rejects the null hypothesis when it is true and concludes that a
statistically significant relationship/difference exists when it
does not).

Standard Deviation
A descriptive statistic used to measure the degree of variability
within a set of scores.

Statistic
An estimate of a parameter calculated from a set of data
gathered from a sample.

StatisticalAnalysis
Most statistical analysis is based on the principle of gathering
data from a sample of individuals and using those data to
make inferences about the wider population from which the
sample was drawn.
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StatisticalInference
A procedure using the laws of probability to infer the attributes
of a population based on information gathered from a sample.

StatisticalSignificance
A term used to indicate whether the results of an analysis of
data drawn from a sample are unlikely to have been cause by
chance at a specified level of probability (usually 0.05 or 0.01).

StatisticalTest
A statistical procedure that allows a researcher to determine the
probability that the results obtained from a sample reflect true
parameters of the underlying population.

Subjects
A term most often used in positivist research to describe those
who participate in research and provide the data.

Survey Research
A research approach designed to collect systematically descrip-
tions of existing phenomena in order to describe or explain
what is going on; data are obtained through direct questioning
of a sample of respondents.

T

Test-retestReliability
A means of assessing the stability of a research instrument by
calculating the correlation between scores obtained on repeated
administrations.

Theme
A recurring issue that emerges during the analysis of qualitative
data.

Theoretical Framework
The conceptual underpinning of a research study which may be
based on theory or a specific conceptual model (in which case it
may be referred to as the conceptual framework).

Theoretical Notes
Notes about the observer’s interpretation of  observed activities
found in field notes.

Theory
In its most general sense a theory describes or explains some-
thing. Often it is the answer to ‘what’, ‘when’, ‘how’ or ‘why’
questions.

Triangulation
This term is used in a research context to describe the use of a
variety of data sources or methods to examine a specific
phenomenon either simultaneously or sequentially in order to
produce a more accurate account of the phenomenon under
investigation.

Trustworthiness
a term used to describe whether naturalistic research has been
conducted in such a way that it gives the reader confidence in the
findings. It can be assessed using the following criteria:

Credibility
with its connotations of ‘truth’, credibility can be compared
with internal validity in positivist research. A study’s credibility is
said to be confirmed when the reader recognises the situation

described by a research study as closely related to their own
experience (sometimes referred to as confirmability).

Dependability
The dependability of a study is evaluated if it meets the
associated criterion of  auditability. Auditability is achieved when
a researcher provides a sufficiently clear account of the research
process to allow others to follow the researcher’s thinking and
conclusions about the data and thus assess whether the
findings are dependable.

Transferability
Equivalent to external validity in positivist research (it may also
be referred to as applicability). A study is said to be transferable
if the findings ‘fit’ contexts beyond the immediate study
situation. In order to transfer the findings elsewhere, readers
need sufficient information to be able to assess the extent to
which a specific research setting is similar to other settings.

TypeIError
An error that occurs when a researcher rejects the null hypothesis
when it is true and concludes that a statistically significant
relationship/difference exists when it does not.

TypeIIError
An error that occurs when a researcher accepts the null hypoth-
esis when it is false and concludes that no significant
relationship/difference exists when it does.

V

Validity
In research terms, validity refers to the accuracy and truth of the
data and findings that are produced. It refers to the concepts
that are being investigated; the people or objects that are being
studied; the methods by which data are collected; and the
findings that are produced. There are several different types of
validity:

FaceValidity
the extent to which a measuring instrument appears to others
to be measuring what it claims to measure.

Content Validity
is similar to face validity except that the researcher deliberately
targets individuals acknowledged to be experts in the topic area
to give their opinions on the validity of the measure.

Criterion-relatedValidity
requires the researcher to identify a relevant criterion or ‘gold
standard’, which is itself reliable and valid, to provide an
independent check of the new measure (i.e. to compare the
results from a well-established and a new measuring instru-
ment).

ConstructValidity
refers to the degree to which a research instrument measures a
theoretical concept (or construct) under investigation.

InternalValidity

refers to the extent to which changes in the dependent variable
(the observed effects) can be attributed to the independent
variable rather than to extraneous variables.
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External Validity
refers to the degree to which the results of a study are
generalisable beyond the immediate study sample and setting to
other samples and settings.

Variable
An attribute or characteristics of a person or an object that takes
on different values (i.e. that varies) within the population under
investigation (e.g. age, weight, pulse rate).

Variance
A measure of dispersion or variability (spread), calculated by
squaring the value of the standard deviation.




